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Abstract

The basis of human intelligence is inherently multimodal, relying primarily on vision, language,
and audio for perception, learning, and interaction. Consequently, the emergence of human-level
artificial intelligence (AI) hinges on its ability to perceive and learn from these fundamental modalities
at scale. This thesis investigates multimodal learning from videos, an abundant source of visual,
auditory, and linguistic signals that capture real-world dynamics, intent, and physical phenomena.
This thesis spans from self-supervised pre-training for learning general and abstract representations,
to post-training alignment with subtle human preferences. It further contributes to the design
benchmarks to foster progress in multimodal video understanding and reasoning.

The first part of this thesis focuses on self-supervised learning from videos. It presents the first
systematic study of video self-supervised methods under real-world distribution shifts, revealing
novel insights and failure modes that can inform future algorithm design. In addition, it introduces
multimodal self-supervised learning methods that leverage cross-modal relationships between audio
and visual streams to learn more effective and robust representations for diverse audio-visual tasks.

The second part of this thesis focuses on post-training alignment of multimodal models to refine
their capabilities, such as aligning with human preferences, improving reasoning, and reducing
hallucinations. In particular, it investigates methods for achieving fine-grained alignment with human
intent and expectations. Moreover, it places special emphasis on preserving the models’ broad general
capabilities after alignment, addressing a common limitation of existing approaches.

Finally, this thesis highlights the importance of developing multimodal video benchmarks to meet
emerging real-world challenges. It presents the first multimodal video dataset that captures both
cognitive load and emotional states, enabling the development of Al systems that better support
human well-being. Furthermore, this thesis addresses the lack of benchmarks for assessing the
multi-step causal reasoning abilities of multimodal models directly from visual observations, which is

essential for their application in complex decision-making real-world scenarios. It introduces the first



benchmark specifically designed for evaluating long-form causal reasoning from videos.
Collectively, these contributions pave the way for human-centric multimodal AI systems with

improved capabilities and safe, reliable use.
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Chapter 1

Introduction

1.1 Motivations

The essence of human intelligence is profoundly multimodal. From the earliest stages of devel-
opment, humans perceive, learn, and interact with the world by seamlessly integrating information
from diverse sensory channels: vision, hearing, touch, smell, and taste{[2]. This continuous fusion
of information from visual cues, auditory signals, and linguistic communication allows for a rich and
nuanced understanding of complex environments, enabling sophisticated reasoning, prediction, and
social interaction. A child learns not only by seeing an object but also by hearing its name and
feeling its texture; an adult navigates a busy street by simultaneously processing visual tra ¢ signals,
the sound of approaching vehicles, and spoken instructions. This inherent multimodal capability
is fundamental to our cognitive architecture, driving our capacity for robust perception, e cient
knowledge acquisition, and exible adaptation to novel situations.

Among the myriad sources of data, video stands out as an exceptionally rich multimodal medium.
Videos inherently capture real-world interactions, dynamic scenes, human intent, and complex
physical phenomena through the synchronous interplay of visual imagery, accompanying audio, and
often, implicit or explicit linguistic cues (e.g., spoken dialogue, overlaid text). Unlike static images,
videos encapsulate the temporal evolution of events, providing contextual information that is vital for
understanding causality, context, and relationships between objects and actors. Therefore, videos o er
neural networks a natural pathway to learn through observation, akin to how infants continuously
learn about their environment by observing actions, reactions, and the consequences of events in the
physical world. This profound potential of video as a comprehensive learning resource for arti cial

intelligence systems motivated the pursuit of research into multimodal learning from videos.
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1.1. MOTIVATIONS

While earlier works in this area primarily focused on training neural networks from scratch with
videos in either uni-modal or multimodal setups, often on a limited number of samples to learn
the relationship between video content and human-annotated labels f47], referred to as supervised
learning, has proven to be neither scalable nor generalizable to diverse real-world scenarios. This
limitation stems from several critical factors, including the prohibitive monetary and time costs
associated with collecting and annotating large-scale datasets, the inherent ambiguity of human
annotations (which is further compounded in a multimodal context due to the complex information
ow between di erent modalities), and the scarcity of human annotations in niche or emerging
domains. This critical bottleneck gave rise to self-supervised learning (SSL), a paradigm that explores
training neural networks at scale without the explicit need for human annotations [§10]. While
video SSL has seen progress [{14], a deeper understanding of its real-world behavior is still missing.
Speci cally, we do not adequately know their strengths or, more critically, their failure modes. This
limited understanding poses a signi cant challenge for safely and reliably deploying these models,
and it hinders our ability to drive the future development of SSL algorithms. Furthermore, the need
for more e ective and robust multimodal SSL methods that can leverage cross-modal relationships to
achieve improved audio and visual representational alignments persists as a signi cant open challenge.
It is precisely these crucial gaps and the imperative to advance the eld in these areas that form one
of the core motivations for the investigations undertaken in this thesis.

While SSL represents a powerful paradigm for acquiring highly generalized data representations
without extensive human supervision, models trained solely in a self-supervised setup often fall short
when addressing the diverse and subtle nuances of human needs and preferences. Their unsupervised
nature means they can lack the ne-grained alignment essential for sophisticated reasoning, solving
complex human-de ned tasks, or natural human interaction. This critical realization has spurred
the development of Multimodal Large Language Models (MLLMSs) [15,16] and the emerging eld of
post-training [17,18]. Similar to Large Language Models (LLMs) [19, 20], MLLMs generate language
responses, but unlike LLMs, MLLMs can process multimodal inputs like images and videos. The
development of MLLMs includes self-supervised pre-trained encoders that undergo additional training
to improve their capabilities on diverse tasks. However, a core, persistent challenge in developing
truly e ective MLLMs is the meticulous alignment of these models with subtle human preferences,
while simultaneously mitigating harmful behaviors and ensuring safety. Moreover, it is paramount

that these crucial alignment stages do not inadvertently compromise the general capabilities and
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1.2. KEY CONCEPTS AND PROBLEMS ADDRESSED

robustness of the MLLMs themselves. These formidable challenges constitute one of the foundational
motivations for the research presented in this thesis.

Beyond methodological advancements, this thesis is driven by the crucial and timely need for
robust training and evaluation benchmarks in multimodal video learning. The COVID-19 pandemic
dramatically reshaped our work lives, ushering in remote work environment that have introduced
signi cant challenges to human well-being, notably increased cognitive load and fatigue during remote
meetings. This new reality underscores the imperative to design e ective tools that can accurately
quantify such human states for improved mental health and self-management. A major roadblock
in developing such vital tools has been the lack of relevant datasets annotated with the necessary
a ective and cognitive labels. Similarly, the ambition to reliably deploy advanced multimodal models
in real-world applications, like robotics and spatial intelligence systems, demands a more critical
and comprehensive assessment of their causal reasoning capabilities across complex sequences of
visual events. This overarching goal necessitates the development of novel evaluation benchmarks
speci cally designed for video-based multi-step causal reasoning. Addressing these crucial gaps and
unmet needs forms the motivation for development of datasets and benchmarks undertaken in this

thesis.

1.2 Key Concepts and Problems Addressed

In this section, we summarize the key ideas or problems addressed in this thesis, which are broadly
categorized into the three key areas: (i) self-supervised pre-training, (ii) post-training alignment, and

(iii) development of datasets and benchmarks.

Part I: Self-supervised Pre-training

Video SSL methods under real-world distribution shifts. Video SSL methods [2{24]
have made signi cant progress in recent years. However, the behavior and dynamics of these models
under various forms of real-world shifts remain unknown. Given the diversity and complexity of
the video domain, real-world deployment of these models requires a clear understanding of model
performance under natural forms of distribution shifts. These shifts can arise from di erences in
contextual information, viewpoint, geographical location, or the presence of unknown classes relative
to the training data, among other factors. In this thesis, we comprehensively study the behavior of
popular SSL methods, including contrastive [11], non-contrastive [13], and generative [25] approaches,

3



1.2. KEY CONCEPTS AND PROBLEMS ADDRESSED

in response to several natural forms of distribution shift: context shift [26 29], viewpoint shift [30{ 33],
actor shift [34, 35], source shift [36, 37], zero-shot [§80], and open-set recognition [4{44]. Our
study uncovers a series of intriguing ndings and interesting behaviors of video SSL methods to guide
future algorithmic design for e ective representation learning from videos.

Representational alignment in multimodal SSL. Videos are inherently multimodal and
are often paired with audio, which, like video, carries rich temporal and contextual information.
This complementarity makes audio a valuable modality for learning robust multimodal video rep-
resentations. However, a key challenge lies in designing multimodal SSL frameworks that ensure
the representations from di erent modalities are well-aligned, mutually reinforcing, and improve the
generalizability of the representations. This thesis focuses on developing audio-visual SSL methods
that leverage cross-modal relationships between audio and visual streams to learn more e ective
video representations. Speci cally, in two subsequent works, we address two critical aspects of
multimodal learning: how to better utilize temporal relationships between modalities, and how to
enhance information sharing across them. Our proposed methods improve the e ectiveness and

generalizability of learned video representations for diverse audio-visual downstream tasks.

Part 1l: Post-training Alignment

Fine-grained alignment of MLLMs. Reinforcement Learning from Human Feedback (RLHF) [18]
aligns LLMs/MLLMs with a Kullback-Leibler (KL) constraint using an outcome-based reward. Direct
Preference Optimization (DPO) [45] emerged as a simple o ine alternative to RLHF, sidestepping
the need for a separate reward model while aligning LLMs/MLLMs with human preferences and
improving their capabilities. However, we note that the reward modelling in DPO is designed to
provide a response-level reward, i.e., it penalizes all the tokens in the non-preferred responses over
the preferred ones. This coarse-grained setup fails to provide precise feedback and inform the model
exactly which part of the response is non-preferred or incorrect. Additionally, such response-level
feedback often results in large gradient updates, which can cause the model to diverge from its initial
state and degrade valuable prior knowledge. This thesis addresses these limitations by introducing
ne-grained alignment techniques that selectively penalize only the di erentiating tokens between
preferred and non-preferred responses. Our proposed methods e ectively align MLLMs, improving
their general capabilities while also reducing harmful behavior.

Minimizing human-supervision at post-training. Post-training alignment in o ine RL
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1.2. KEY CONCEPTS AND PROBLEMS ADDRESSED

setting traditionally relies on a xed set of human-annotated preferred and non-preferred responses
to train o -the-shelf LLMs and MLLMs [45]. However, such annotations are both costly and time-
consuming to obtain. Moreover, we nd that di erent o -the-shelf MLLMs are prone to di erent
types of errors and failure modes, making it unsuitable to align them using axed set of response
pairs. To overcome these challenges, we propose self-alignment, in which MLLMs learn from their
own mistakes, without requiring additional human feedback. Our proposed method has been shown

to be e ective while reducing the need for costly human supervision.

Part Ill: Datasets & Benchmarks

Self-management of a ective and cognitive states for human well-being. Prompted
by the COVID-19 pandemic, remote work has become the new reality for millions across the globe.
While this paradigm o ers several advantages, such as enabling social distancing and exible hours,
it also introduces challenges that were less prevalent in in-person work environments. Studies have
shown that remote work settings can lead to increased cognitive load and fatigue [4@8] due to
factors including, but not limited to: ( i) back-to-back work-related meetings with minimal physical
movement in between, (i ) di culty in e ectively perceiving and conveying non-verbal expressive
cues, and (ii ) the need for sustained focus on screens with minimal variation. To facilitate better
mental health, it is essential to design tools that can quantify factors like cognitive load and a ect
in relevant settings, thereby enabling their self-management. A key ingredient in developing such
tools is the availability of relevant datasets that capture key modalities, such as audio and video,
in related settings, annotated with a ective and cognitive labels. This thesis addresses this gap by
introducing a large-scale multimodal video dataset of cognitive load and a ect.

Long-form causal reasoning based on visual observations. Despite recent advances in
video understanding [49, 50], the capabilities of MLLMs to perform video-based causal reasoning
remain underexplored, primarily due to the lack of dedicated benchmarks for evaluating causal
reasoning in visually grounded, goal-driven settings. This is especially important for deploying such
models in real-world applications, including industrial robotics and embodied Al agents. Additionally,
we observe that most existing evaluation benchmarks adopt multiple-choice or binary QA formats
due to their ease of automated evaluation. However, such setups may not fully capture the true visual
understanding of MLLMs, as they often allow models to exploit linguistic shortcuts in the provided

answer options. Conversely, while open-ended evaluation can more critically probe a model's visual
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1.3. THESIS OUTLINE AND CONTRIBUTIONS

understanding, it introduces challenges in response validation, typically requiring another LLM or
MLLM as a judge, a method found to be unreliable [51]. To address this gap, we introduce a novel
benchmark, carefully designed to assess the true visual understanding of MLLMs by avoiding both

the limitations of multiple-choice formats, which permit linguistic shortcuts, and the evaluation
challenges of open-ended responses. Instead, it frames causal reasoning as a sequence ordering task,

enabling critical, as well as, more reliable assessment.

1.3 Thesis Outline and Contributions

In this section, we summarize the contributions of this thesis and provide an outline of its
chapters. The thesis is divided into three parts, each covering a key aspect advancing the eld of
video understanding and multimodal learning: (i) self-supervised pre-training, (ii) post-training
alignment, and (iii) development of datasets and benchmarks.

While each chapter includes a section on related work speci c to its focus, we provide broader
background material in Chapter 2. Chapters 3 to 9 present the core contributions of this thesis,
which we brie y summarize below. Chapter 10 concludes the thesis with a discussion on the impact
of this work and potential directions for future research. Furthermore, each of Chapters 3 to 9
is accompanied by a corresponding appendix (Appendices A to G) that provides supplementary
material, including implementation details, evaluation protocols, dataset descriptions, additional

results and analysis, and further discussion of related literature where appropriate.

Part I: Self-supervised Pre-training

The rst part of this thesis focuses on pre-training methodologies, speci cally SSL for video
understanding and multimodal learning. Chapter 3 presents the rst systematic study of video
SSL methods under real-world distribution shifts. We carefully craft a testbed consisting of diverse
in-distribution and out-of-distribution samples, along with evaluation protocols designed to stress-
test di erent methods under various forms of real-world shifts commonly observed in videos. The
goal of this study is also to gain deeper insights into how subtle design choices across various
SSL losses impact the learned representations. Our study reveals a series of intriguing insights
and behaviors in video SSL methods, o ering guidance for future algorithm design. Chapters 4
and 5 introduce novel multimodal SSL methods that leverage cross-modal relationships between
audio and visual streams to learn more e ective and generalized video representations. Speci cally,

6



1.3. THESIS OUTLINE AND CONTRIBUTIONS

Chapter 4 proposes CrissCross, a multimodal SSL framework that learns more generalized video
representations by exploiting temporally asynchronous audio-visual relationships. Subsequently,
Chapter 5 introduces Cross (X)-modal Knowledge Distillation (XKD), a multimodal SSL framework
designed to improve audio-visual representation alignment for video understanding through feature
re nement and cross-modal knowledge distillation. Both CrissCross and XKD achieve state-of-the-art
or competitive performance on video understanding and sound classi cation benchmarks at the time

of their development, demonstrating the e ectiveness of the proposed approaches.

Part II: Post-training Alignment

The second part of this thesis focuses on post-training alignment of MLLMs to re ne their
capabilities, including alignment with human preferences, improved reasoning, reduced hallucinations,
among other advancements. In particular, Chapters 6 and 7 investigate methodologies for developing
ne-grained alignments of MLLMs with human preferences. Chapter 6 proposes Data-augmented
Phrase-level Alignment (DPA), a ne-tuning method that mitigates vision-language hallucinations
that may arise due to spurious correlations between co-occurring concepts. Moreover, DPA is carefully
designed to reduce hallucinations of MLLMs, without degrading their general capabilities, a common
limitation of existing hallucination mitigation post-training methods. Subsequently, Chapter 7
introduces Re ned Regularized Preference Optimization (RRPO), a preference optimization method
for enabling ne-grained alignment of MLLMs for enhanced video understanding through self-
alignment that allows models to self-correct and improve without relying on human supervision.
Our proposed method outperforms existing alignment approaches by a large margin across diverse
video tasks. Collectively, these works advance the safe and reliable use of MLLMs for real-world

applications.

Part Ill: Datasets & Benchmarks

The third part of this thesis focuses on the development of datasets and benchmarks, a critical
component for advancing research in video understanding and multimodal learning. Chapter 8
introduces Audio-Visual dataset for Cognitive load and A ect (AVCA e), a large-scale multimodal
video dataset to study cognitive load and a ect, lling the gap of relevant datasets for developing
human-centric Al solutions to address increased fatigue and cognitive load in remote work setting.

Chapter 9 introduces Video-based long-form Causal Reasoning Benchmark (VCRBecnh) to study

7



1.4. PUBLICATIONS

multi-step causal reasoning capabilities of MLLMs, an essential quality for their deployment in the
real-word complex decision making tasks. Moreover, in Chapter 9, we introduce a simple approach
named RRD to improve the reasoning capabilities of open-source MLLMs in complex tasks. Both

AVCA e and VCRBench ful lls timely gap in this eld to address emerging real-world challenges.

1.4 Publications

Chapters 3 to 9 each present a paper that has been accepted or is under review for publication in
a peer-reviewed conference. These chapters remain largely unchanged from their original versions,
except for minor formatting adjustments.

" Chapter 3: P. Sarkar , A. Beirami, A. Etemad, \Uncovering the Hidden Dynamics of Video
Self-supervised Learning under Distribution Shifts", Neural Information Processing Systems
(NeurlPS ), 2023. Spotlight
Chapter 4: P. Sarkar , A. Etemad, \Self-supervised Audio-Visual Representation Learning with
Relaxed Cross-Modal Synchronicity”, AAAI Conference on Arti cial Intelligence ( AAAI ), 2023.
Oral
Chapter 5: P. Sarkar , A. Etemad, \XKD: Cross-modal Knowledge Distillation with Domain
Alignment for Video Representation Learning", AAAI Conference on Arti cial Intelligence
(AAAI ), 2024.

Chapter 6: P. Sarkar , S. Ebrahimi, A. Etemad, A. Beirami, S. Arik, T. P ster, \Data-Augmented

Phrase-Level Alignment for Mitigating Object Hallucination", International Conference on
Learning Representations (CLR ), 2025.

Chapter 7: P. Sarkar , A. Etemad, \Self-alignment of Large Video Language Models with
Re ned Regularized Preference Optimization", Under review at Neural Information Processing
Systems (NeurlPS ), 2025.
Chapter 8: P. Sarkar , A. Posen, A. Etemad, \AVCA e: A Large Scale Audio-Visual Dataset
of Cognitive Load and A ect for Remote Work", AAAI Conference on Arti cial Intelligence
(AAAI ), 2023.
Chapter 9: P. Sarkar , A. Etemad, \VCRBench: Exploring Long-form Causal Reasoning
Capabilities of Large Video Language Models", Under review at Neural Information Processing
Systems Datasets and Benchmarks TrackNeurlPS ), 2025.
The following publications are also part of my PhD contributions but are not included, as they
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1.4. PUBLICATIONS

focus on a slightly di erent topic from the core theme of this thesis.

" P. Sarkar , A. Etemad, \CardioGAN: Attentive Generative Adversarial Network with Dual
Discriminators for Synthesis of ECG from PPG", AAAI Conference on Atrti cial Intelligence
(AAAI ), 2021.

" D. Shome, P. Sarkar , A. Etemad, \Region-Disentangled Di usion Model for High-Fidelity
PPG-to-ECG Translation", AAAI Conference on Arti cial Intelligence ( AAAI ), 2024.



Chapter 2

Background

In this chapter, we present the high-level and foundational background that supports the core

themes of this thesis.

2.1 Self-supervised Learning (SSL)

Unlike traditional supervised learning, which relies on human-annotated labels, SSL aims to learn
meaningful representations from unlabeled data by training neural networks on carefully designed
pseudo-objectives. This approach signi cantly reduces reliance on costly and time-consuming data
annotations, making it a highly scalable method for training models to encode useful knowledge.
SSL has become the de facto strategy for pre-training neural networks. In language, next-token
prediction has proven to be an e ective and widely adopted in pre-training LLMs [20,52,53]. There
exists di erent pre-training strategies for other modalities, such as images, videos, and audio, based
on their modality speci ¢ structural properties. In the following, we discuss popular SSL methods
for vision-centric representation learning as suited to the main theme of this thesis.
~ Transformation-based methods : These approaches apply prede ned transformations to the
input data and train the model to predict the transformation attributes. For instance, models may
learn to infer the correct temporal order of shu ed video frames [54], recognize rotation angle of
spatio-temporal segments [21], and solve spatio-temporal puzzles [55{57], among others [58{60].
Contrastive learning methods  : Although transformation-based approaches achieved early
success, they often struggle to capture highly discriminative representations at scale. Contrastive
learning addresses this by training networks to distinguish between similar (positive) and dissimilar

(negative) pairs of data. By maximizing agreement between positive pairs and minimizing it for
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2.2. MULTIMODAL SSL

negative pairs, the model learns to encode robust, discriminative features. Popular contrastive

methods for video include TCLR [61], VideoMOCO [62], GDT [63], CVRL [64], and VI2CLR [65],

among others [14].

Non-contrastive learning methods : While contrastive learning works well, it needs large batch

sizes to include enough negative samples. This helps the model learn discriminative representations,

but it also makes the training computationally expensive, especially for high-dimensional data
like videos. Non-contrastive methods alleviate this by eliminating the need for negative pairs.

Instead, they promote consistency between di erent augmented views of the same sample and

rely on architectural asymmetry to prevent representational collapse. Notable examples include

-BYOL [14] and -SwAV [14].

Generative methods : Generative methods for video representation learning aim to capture

spatiotemporal features by training models to generate or reconstruct parts of the input video.

Early approaches include tasks such as full video generation [§68], video colorization [69], and

frame or clip prediction [70{ 74]. More recently, masked reconstruction-based methods [25, 75] have

gained popularity for their improved training e ciency. These approaches involve masking a large
portion (typically 80{90%) of the input and training the model to reconstruct the missing content.

This design enables the use of deeper encoders operating on fewer visible patches, making the

overall training process more computationally e cient. Prominent examples include BEVT [76],

VideoMAE [75], ST-MAE [77], VideoMAE2 [78], and OmniMAE [79].

" Hybrid methods : While masked reconstruction-based methods are computationally e cient, the
resulting representations are often less discriminative than those from contrastive or non-contrastive
methods. To leverage the strengths of both, hybrid approaches combine reconstruction objectives
with contrastive or non-contrastive learning strategies. Notable methods include MVD [80], and

VIC-MAE [81].

2.2 Multimodal SSL

Multimodal SSL methods aim to learn shared and aligned representations by training either
modality-speci ¢ or modality-agnostic encoders using shared or modality-speci ¢ pre-training objec-
tives, which often leverage modality fusion or cross-modal supervision [82]. In this subsection, we
discuss several related multimodal SSL methods that align with the core theme of this thesis.

Audio-Visual SSL leverages the natural synergy between audio and visual modalities in
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videos to learn more e ective representations that can address diverse audio-visual understanding
tasks [4,6,7,8386]. Several audio-visual SSL methods exist which are inspired from the key SSL
techniques discussed earlier and further adopted in an multimodal setup to exploit cross-modal
alignment, synchronization, and shared semantic similarities between corresponding modalities. These
methods employ strategies such as cross-modal contrastive learning [23, 87, 88], clustering-based
pseudo-labeling [24,89], and audio-visual correspondence prediction [90]. Audio-visual SSL methods
are commonly evaluated on diverse downstream tasks including action recognition [4,6,7,84,91], video
retrieval [6, 7], sound classi cation [85, 86, 92], action localization [93,94], and emotion recognition
[95{97].

Vision-Language SSL focuses on learning joint representations that align visual and textual
modalities [8,9,94100]. A seminal work in this area is CLIP [8], which employs contrastive
learning [101] over a massive collection of image-text pairs. As discussed earlier, contrastive learning
typically requires large batch sizes to generate a su cient number of negative samples for e ective
training. To address this, subsequent method such SigLip [99] has been proposed. These ideas have also
been extended to the video-text domain, where models are trained to align video representations with
corresponding textual narratives or captions [102,103]. To further enrich the learned representations,
video-text contrastive learning is often combined with auxiliary self-supervised losses that improve
invariance across di erent views of the same clip and enhance discriminability across samples through
multi-view augmentations, as demonstrated in UMT [104] and InternVideo [9, 100]. These models
have shown strong performance on a wide range of downstream tasks, including video captioning,

retrieval, classi cation, and zero-shot recognition [4,5,105{107].

2.3 Multimodal Large Language Models (MLLMSs)

MLLMs have emerged as a powerful paradigm for integrating visual and language modalities,
among others, enabling a wide range of tasks spanning both image [15,16,16,{0&5] and video [11§
130] domains. Popular families of MLLMs include LLaVA [15,124,131,132], BLIP [9,16,111,118,133,
134], QwenVL [114,130,135], Gemini [109,126], and GPT4 [110, 136], among others. These advances
build on the foundation of self-supervised pre-training and have led to substantial improvements in
perception, reasoning, and instruction-following capabilities. Most MLLMs share a similar high-level
architecture comprising three core components: one or multiple vision encoders, an LLM, and a
cross-modal adapter that bridges the visual and textual modalities [15,111,118,125]. Typically,
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both the vision encoder and the LLM are pretrained independently in a self-supervised manner
before being integrated into a uni ed multimodal system. Common vision encoders used in MLLMs
include CLIP [8], SigLip [99], and DINOv2 [137], among others [98, 133, 13840]. While this overall
structure is widely adopted, recent research has introduced a variety of architectural and training
innovations to better address multimodal challenges. For instance, some models extend the LLM's
context window to accommodate long visual sequences [123,141], while others implement dynamic
projection mechanisms to discard redundant frames based on visual similarity [116,142]. Query-based
projectors have also been developed to allow the model to selectively attend to task-relevant visual
content [9,118,143,144]. The choice of vision encoders varies as well, some MLLMs use single-modality
encoders (e.g., video-only), while others incorporate multiple encoders to handle both images and
videos [145]. Additionally, these encoders may be either vision-only or pretrained in a vision-language
setup [116]. Training strategies also di er widely, ranging from supervised ne-tuning to multi-stage
pipelines that incorporate instruction tuning [15] and preference optimization [45] to better align

with human intent [49, 50].
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Chapter 3

Uncovering the Hidden Dynamics of Video Self-supervised

Learning under Distribution Shifts

3.1 Introduction

Self-supervised learning (SSL) has achieved tremendous success in learning strong and meaningful
representations in various video domains, such as action recognition [23, 24,62, 64, 75, 146, 147],
action localization [78], video summarization [148], and video captioning [100, 149, 150]. Considering
the diversity and complexity of the video domain, real-world deployment of video-based intelligent
systems requires to understand the model performance under distribution shifts. Distribution shifts
may occur due to di erences in contextual information, viewpoint, geographical location, and the
presence of unknown classes with respect to the training data, among others.

Despite the vast amount of work on video SSL [54, 62, 75, 76, 78, 100, ¥8I65], a number of
fundamental questions regarding the out-of-distribution behavior and dynamics of video SSL methods
remain unanswered. To date, there have been no comprehensive studies of these aspects, which we
attempt to address in this work. Speci cally, we pose and answer the following questions:

Q1. How do the learned spatial and temporal representations vary based on di erent video SSL
pre-training methodologies? How robust are these representations to di erent distribution shifts?

Q2. Considering recent ndings about the robustness of ne-tuning on the generalizability of large
language models (LLMs) [156,157], we pose the question: How does ne-tuning in uence the
out-of-distribution (OoD) generalization and zero-shot performance of video SSL?

Q3. How do video SSL methods perform on open-set problems (where test samples can be from

classes previously unknown to the model)? And what is the relationship between performance
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Figure 3.1: We present ahigh-level overview  of di erent video learning methods depicting their
performance under di erent distribution shifts. We normalized the evaluation metric of each method
to that of the highest performing method in each OoD scenario and averaged the results over multiple
OoD datasets. See Appendix A.3.6 for more details.

in closed-set vs. open-set recognition?

Q4. Do dierent video SSL methods exhibit comparable decision-making patterns (‘decision simi-
larity") given the same training conditions? And how is this impacted by di erent distribution
shifts?

To address these questions, we consider six di erent self-supervised learning algorithmsi)(
SimCLR [11], (ii ) MOCO-v3 [12], (iii ) BYOL [13], (iv) SimSiam [158], ¢) DINO [10], and (vi) MAE
[25], along with supervised learning, and analyze their behaviors in various OoD settings. We select
these methods to cover three key categories of self-supervision, namedgntrastive (SImCLR, MoCo-
v3), non-contrastive (BYOL, SimSiam, DINO), and generative (MAE), approaches. In particular,
these methods represent fundamental approaches on which numerous variants have been built and
therefore represent many existing nuanced solutions in the area [23,24,62,64,75,76,78,100,146, 147].
For distribution shifts, we study a series of di erent possibilities which occur in videos in real-
world settings due to changes in context (e.g., real vs. mime actions) [&9, 159], viewpoint (e.g,
third-person vs. ego-centric view) [3@33], actor (e.g., real-world vs. synthetic) [34, 35], and data
sources (e.g., di erent datasets) [36,37]. Moreover, we evaluate the generalizability of the video SSL

methods on unseen classes through zero-shot recognition [38] and ability to detect unknown classes
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through open-set recognition [4144]. To perform this investigation, we design a comprehensive study
consisting of 17 in-distribution and out-of-distribution (InD-OoD) dataset pairs and examine the
dynamics of video SSL under di erent distribution shifts using a variety of evaluation protocols
including linear evaluation, ne-tuning, unsupervised clustering, and zero-shot recognition. Moreover,
for a fair comparison, the video SSL methods are pretrained in identical experimental setups. We
provide a high-level overview comparing the performance of all methods across all shifts in Figure 3.1.
To the best of our knowledge, this is the rst work to study video SSL methods under distribution
shift to this depth.

In summary, our contributions are as follows:

~ We present the rst comprehensive and large-scale systematic investigation of real-world distribution
shifts on video SSL methods. Our study encompasses 2 large-scale pre-training datasets, 7 video
learning algorithms, 17 InD-OoD dataset pairs, as well as 3 toy datasets. Our thorough evaluation
involves a total of 269 experiments, covering various evaluation protocols including linear evaluation,
ne-tuning, unsupervised clustering, zero-shot recognition, and open-set recognition.

Our study uncovers a series of intriguing behaviors and relationships of various video SSL methods,
shedding light on the strengths and weaknesses that often go unnoticed in InD validation. Moreover,
our investigation provides a comprehensive and impartial perspective on the e ectiveness of
supervised vs. self-supervised pre-training.

The codes, evaluation benchmarks, and pretrained models are released on the GitHub

3.2 Related Work

The analysis of robustness is a well-established area in computer vision, with an extensive body
of research dedicated to image-based models [1{5164]. Despite the growing popularity of video
models in di erent domains, detailed comparative studies on their robustness remains under-explored.
We come across two recent works [165,166] that study the behavior of video models (supervised)
against synthetic perturbations. An initial study [166] explores the performance of video models
against spatial corruptions like noise, blur, color jittering and others. In a subsequent work, [165]
extends the analysis of video models on temporal perturbations like frame reversal, jumbling, and
freezing among others. In particular, our study focuses on real-world distribution shifts, which we

nd crucial as synthetic perturbations yield little or no consistency to the natural distribution shifts

Lhttps://github.com/pritamqu/OOD-VSSL
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of real data [160,161]. Moreover, none of the prior works attempts to understand the behavior of

video self-supervisedmethods under various forms of distribution shift.

3.3 Video Self-supervised Learning

Contrastive methods. We study two popular contrastive methods: v-SimCLR? and v-MoCo.
These methods learn representations by maximizing the similarity of positive pairs while minimizing
the similarity of negative pairs using the InfoNCE loss [11, 12, 101], where the similarity scores
are calculated using L2-normalized cosine distance. The implementation of ow-MoCo is based
on MoCo-v3 [12], and it uses a momentum target encoder to fetch the key embeddings for the
corresponding query embeddings. The momentum encoder is progressively updated from the online
encoder using an exponential moving average (EMA) technique [167]. In contrast/-SimCLR directly
uses the online encoder to compute the similarity scores from the embeddings of the given views.
Additionally, v-MoCo employs a predictor head, unlikev-SimCLR.

Non-contrastive methods. We study three popular non-contrastive methodsv-BYOL, v-SimSiam,
and v-DINO. These methods learn meaningful representations by minimizing the distance between
positive views of a given sample, without requiring any negative pairs.v-BYOL uses an architecture
similar to v-MoCo, but instead of optimizing an InfoNCE loss, it minimizes the L2-normalized cosine
distance of the positive views [13, 158].v-SimSiam is an ablation variant of v-BYOL that does
not use a target encoder and directly obtains the embeddings corresponding to the views from the
online encoder. The setup ofv-DINO is also similar to v-BYOL, but it introduces “Centering' [10] to
prevent against model collapse, instead of using a predictor head like-BYOL and v-SimSiam.
Generative method.  Finally, we also study v-MAE which aims to learn representations through
reconstructions of heavily masked inputs.v-MAE employs an autoencoder architecture [25,75,77]
where the encoder compresses the input information, which is then reconstructed by the decoder
while minimizing the L2-reconstruction error [25].

We provide additional details and design speci cs for each method in Appendix A.1.

2y denotes the video variant of the image-based self-supervised method.
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Context shift Actor shift (animal) Actor + view shift (syn.+t-down)
Driving Opening door Reading
View shift (surv.) + low res. View shift (ego.) Source shift
Carrying Holding a picture Ride horse
Unknown action (zero-shot) ,r Close set a)pen-set 1,
I I I
I I I
I I I
I I I
I I I
Cut vs. hammer watermelon ! Soccer Basketball Badminton ! Hockey !

Figure 3.2: Sample video frames of distribution shifts. In these examples, the left frames of each
category represent an InD sample and the right frames represent an OoD sample.

3.4 Distribution Shifts

Let py denote a probability distribution over labels. Let p,;, denote a class conditional density
of input x given labelsy. We draw y from p, and then x from p,;, (Xjy). In the case of InD, there
is no distribution shift and the validation set is drawn from the exact same distribution as above.
We consider two types of distribution shifts in this work: input-based and output-based. For Input
shift , we assume that the class conditional density shifts fromp,;, to q,j,. To measure the OoD
performance, we choose;, such that there is no overlap between the distributions of the unlabelled
pre-training data and OoD validation sets. For Output shift , we assume that the label distribution
shifts from p, to g,. Note that we are particularly interested in cases where the support set ofy,
might be di erent from that of py, i.e., novel classes appear at test time.

We study four di erent input shifts, ( i) context shift, (ii ) viewpoint shift, (iii ) actor shift, and
(iv) source shift. Context shift or out-of-context refers to when the scenic background or contextual
information is misleading or absent, e.g., mime actions. Humans possess a deep understanding of
actions and can thus recognize actions without much context. However, vision models tend to rely
heavily on contextual cues and background objects to make predictions [26,168,169]. As a result,
models may generalize poorly when contextual information is absent or di erent from what the

model has been trained on.Viewpoint shift  refers to the change in the viewpoint or perspective of
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the camera that captures the scene. Some of the common viewpoints in the video domains include
third-person view, egocentric view, bird's-eye view, top-down view, and surveillance camera view,
among a few others. In this work, we examine the generalizability of models trained on third-person
views to other viewpoints including egocentric, surveillance camera, and top-down views. Further,
we study generalizability under actor shift , which occurs when the “type' of actors changes between
training and test sets. These actor-type shifts can include human-to-animal shifts or synthetic-to-real
shifts. We consider real human actions as InD while animal actions and synthetic videos (e.g.,
video games, animation) are considered OoD. Lastly, we study the distribution shifts caused due to
the changes in the data sources, referred to asource shift . As discussed in [36, 37], datasets of
similar classes also exhibit distribution shifts due to the di erence in curation strategies, annotation
schemes, demographics, geographical locations, and other factors, even when none of the speci ¢ shifts
mentioned earlier apply. To assess the generalizability of video models under real-world distribution
shifts, we also investigate their performance when faced with multiple forms of distribution shifts
occurring simultaneously. For example, we evaluate the model's ability to handle “top-down view
synthetic videos' which causes both viewpoint and actor shifts concurrently. A few examples are
presented in Figure 3.2.

We also investigate the dynamics of video models under output shifts. We perfornzero-shot
recognition on both regular actions and unusual or rare actions. An example of rare actions would
be "hammering watermelon’ as opposed to “cutting watermelon'’, as shown in Figure 3.2. Lastly, we
evaluate performance inopen-set problems where models are required to distinguish between known
vs. unknown classes while correctly predicting the known ones [443,170]. Deep learning models
are known to struggle in such scenarios due to their tendency towards over-con dent predictions.
We note that existing literature has only evaluated video SSL methods under closed-set scenarios,

neglecting the importance of their performance in real-world open-set settings.

3.5 Experiment Setup

3.5.1 Benchmarks

We use two large-scale video action datasets, Kinetics400 [4] and Kinetics700 [84], for pre-training
the video models. The results presented in this Chapter use Kinetics400 for pre-training, while we

provide additional results based on pre-training with Kinetics700 in Appendix A.3. To evaluate
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the video models under distribution shifts, we use a total of 12 real-world benchmarks, comprising:
Mimetics10 and Mimetics50 [26] as the out-of-context validation sets; CharadesEgo [33],
TinyVirat-v2  [171], andSims4Action [172] to investigate viewpoint shifts (egocentric, surveillance
camera, and top-down views, respectively);ActorShift [173] and Sims4action [172], for actor
shifts (animal and synthetic domains, respectively); UCF101 [6] and HMDB51 [7] for source
shift; UCF101 [6], HMDB51 [7], and RareAct [174] for zero-shot recognition;UCF101 and
HMDB51 for open-set recognition while usingKinetics400 and UCF101 as closed-set. For
each OoD validation set, we create an InD training and validation set to measure the change in
performance. We construct the InD splits usingKinetics400 [4], Kinetics700 [84], MiT-v2 [175],
and CharadesEgo [33]. Finally, we also use 3 toy datasets to conduct experiments in controlled
setups, including ToyBox [176],COIL [31], STL-10 [177]. Additional details of the benchmarks

can be found in Appendix A.2.

3.5.2 Pre-training

To ensure a fair comparison between the video SSL methods, we pretrain them in identical
setups with necessary adjustments in hyperparameters. Although some of the methods studied in
this work are already available in the literature [14,62,64, 75], they follow a variety of experiment
setups including di erent architectures (e.g., R2+1D [178], R3D [14], TSM [179], ViT [180]), inputs,
and others. Therefore, they could not be directly adopted for our experiments and are instead
re-implemented. Speci cally, we keep the encoder, inputs, batch sizes, and maximum number of
pre-training epochs the same for all the methods. Furthermore, video SSL methods are tuned based
on the InD validation split, with no exposure to OoD validation sets. We use the ViT-Base [180, 181]
as the encoder, with a patch size of 4 16°. Amongst the 6 video SSL methods studied in this
work, all of them use a Siamese [182] architecture other thaw-MAE. Therefore, the contrastive and
non-contrastive methods are fed with 2 random spatio-temporal augmented crops from the original
videos, similar to [14]. For a fair comparison, thev-MAE which requires a single view as input, is
fed with 3 32 112 inputs, while the other video SSL methods are fed with 3 16 112 inputs per

view. Additional details for video SSL pre-training can be found in Appendix A.1.
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3.5.3 Evaluation

To study input-based distribution shifts, we perform linear evaluation and ne-tuning using the
InD training splits, followed by evaluating on both InD and OoD validation splits. We follow the
standard protocol used in [14, 23, 24,146,147,183,184] for linear evaluation and ne-tuning. To
evaluate the models on zero-shot recognition, we follow [38,39] and jointly train video-text encoders
using the Word2Vec [185] word embeddings. Lastly, we follow [42] for open-set recognition. We report
top-1 accuracy for multi-class classi cation and mean average precision for multi-label multi-class
classi cation. Moreover, for open-set problems, we report the area under the ROC curve (AUC) for
distinguishing known vs. unknown, and accuracy for measuring closed-set performance. Please nd

more details in Appendix A.2.

3.6 Findings

Q1: Dynamics of learned spatial and temporal representations under distribution shifts

Our experiments on context shift show that video models greatly su er in out-of-context gen-
eralization, as OoD performance signi cantly drops for all of the methods as presented in Table
3.1. Notice that v-Supervised achieves the best OoD performance under linear evaluatiorif. )
and v-MAE achieves the best when netuned T ), for both benchmarks. Intuitively speaking,
the models need to learn strong temporal dynamics to generalize well under context shift, as the
background or contextual information may be misleading or absent.v-MAE and v-Supervised show
strong temporal learning capabilities as they learntime-variant representations. This is in contrast
to the other (contrastive and non-contrastive) methods which encourage learningime-invariant or
time-persistent representations by minimizing the embedding distance of the positive pairs sampled
from two di erent timestamps. Additionally, our statistical analysis in Appendix A.3.7 con rms the
higher robustness ofv-Supervised andv-MAE against context shift (10 class) in both linear and
netuned setups. Moreover, in context shift with 50 classes,v-Supervised exhibits more robustness
in linear evaluation, while v-MAE is more robust when netuned.

To further investigate the performance of the video models in learning temporal dynamics,
we conduct a toy experiment in a controlled setup using ToyBox [176]. ToyBox consists of 9
distinct temporal transformations of 12 di erent toy objects and transformations include positive

rotations, negative rotations, and translations across thex, y, and z axes. We use the frozen

22



3.6. FINDINGS

Table 3.1: Comparison undercontext shift.

Context (10 class) Context (50 class)
Lin. FT Lin. FT
OoD InD OoD InD OoD InD OoD InD

Method

v-Supervised 37.0 04 89.2 05 41.2 92.7 15.0 o5 66.3 05 19.0 78.1

V-SIMCLR  31.4 15925 o> 35.3 94.4 14.90s 71.7 0s 19.181.8
v-MoCo 29.7 s 92.2 05 39.0 94.2 15.0 0274.0 o2 20.581.8
v-BYOL 31.6 o7 89.302 41.2 946 14.40. 71.80> 21.1 80.8
v-SimSiam  30.8¢7 89.50s 40.4 93.8 13.80s 67.90s 19.0 78.2

v-DINO 34.8 o8 90.4 01 40.4 93.6 13.00s 68.7 0z 19.0 78.8
v-MAE 33.3 18 82.910 41.295.2 12.3 04 56.4 0. 26.0 81.4
(a) Transformation recognition (b) Object recognition

Figure 3.3: Comparing video models ordisentangled (a) temporal and (b) spatial representations.

video SSL encoders to extract embeddings, which are then used to perform a K-means clustering
to distinguish the transformations. As the static spatial information is non-discriminative to the
temporal transformations, the models have to understand the underlying temporal dynamics to
correctly distinguish the applied transformations. The results, presented in Figure 3.3 (a), show that
v-MAE and v-Supervised outperform the other methods by a large margin on this task, con rming
that they are better temporal learners. Additionally, to ensure that the superiority of v-MAE
and v-Supervised are not due to spatial representations, we also test the frozen encoders in object
recognition using the videos of the same static objects (i.e., no temporal information), and we nd
that v-MAE and v-Supervised are worse among all of them (see Figure 3.3 (b)). This proves that
v-MAE and v-Supervised are indeed strong temporal learners while being weak spatial learners.

These ndings raise an interesting question: if the contrastive and non-contrastive methods are
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Table 3.2: Comparison of video models undeviewpoint and actor shifts.

Viewpoint (ego.)  Viewpoint (surv.+low res) View+Act (t-down+syn.) Actor (animal)
Lin. FT Lin. FT Lin. FT Lin. FT
OoD InD OoD InD OoD InD OoD InD OoD InD OoD InD OoD InD  OoD InD

Method

V—Supervised 11.40: 14.3 02 13.6 17.8 23.102 33402 245 43.4 28.505 62.3 05 44.3 76 64.806 90.0 02 69.6 92.3

V-SIMCLR  12.7 02 14.7 01 15.6 19.6 26.1 06 39.10s 28.0 475 424 1567.8:5 63.1 788 6790 91.702 73.292.9
v-MoCo 13.3 02115.0 02 16.1 19.4 24.8:240.0 » 27.6 48.6 41.104 67.9 os 62.8 80.0 68.10s92.2 o2 71.492.9
v-BYOL 12.0 o1 14401 15.1 18.7 22.707 37.807 247  46.9 37.302 65.6 02 56.2 78.2 68.3 0:91.500 71.492.9
v-SimSiam  11.602 14.10: 13.7 17.6 23.304 34.30: 25.8 454 40.010 65510 53.6 76.0 68.1is 91102 71.4 92.1
v-DINO 12.0 02 14.4 01 13.7 17.4 22.300 35.300 242 451 35.304 62.904 50.3 775  66.70s 90.7 01 71.4 92.2
v-MAE 10.9 o0 13.7 01 142214 23500 32.000 29.1 48.6 37.830 58.0:0 61.1 76.2 59.807 85901 72.692.9

not e ective temporal learners, then how do they perform well on action recognition [14,23,62,64,147,
184,186,187]? We believe that the strong performance of these methods on action recognition can be
attributed to the signi cance of spatial information in classifying human activities. The temporal
sequence of representations might not be as crucial for these tasks, which possibly allows contrastive
and non-contrastive methods to perform well.

The results on viewpoint shifts, presented in Table 3.2 reveal that contrastive methods\{-SimCLR
and v-MoCo) generally achieve superior performance in all three setups in both linear and ne-
tuning schemes. Moreover, based on the statistical analysis in Appendix A.3.4/-SimCLR exhibits
more robustness to all three viewpoint shifts, whilev-MoCo exhibits robustness in egocentric and
top-down viewpoint shifts. We believe the better performance ofv-SimCLR and v-MoCo is due
to the availability of negative samples during pre-training which improves viewpoint invariance
compared to the other approaches. Note that while aggressive cropping also improves viewpoint
invariance as discussed in [188], we do not notice such improvements in non-contrastive methods
although a similar aggressive cropping is applied. It is worth noting that while v-Supervised exhibits
a comparable performance to video SSL methods in egocentric and surveillance camera viewpoint
shifts, its performance decreases signi cantly when multiple shifts are applied concurrently, as evident
in the case of synthetic top-down viewpoint shift. This suggests that supervised learning may not
generalize well in scenarios with more complex and realistic distribution shifts.

For further investigation, we study viewpoint invariance in a controlled setup using the pretrained
video SSL encoders through unsupervised evaluation, avoiding any form of additional training which
may alter the learned representations. Moreover, to limit the in uence of temporal representations
we use an image-based toy dataset COIL100 [31] which is commonly used to test viewpoint invariance

[189,190], as it contains images of similar objects from di erent angles. Our results presented in Figure
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(a) Viewpoint invariance (b) Low-resolution robustness

Figure 3.4: Comparing models on (a)viewpoint invariance  and (b) low-resolution robustness

3.4 (left) show that v-MoCo achieves the best performance, followed by-SimCLR. Additionally,
the results show that v-MAE is susceptible to viewpoint shifts as it performs worse. We believe
that as v-MAE and v-Supervised are trained with a single view of frame sequences, they are more
sensitive to viewpoint shifts. Additionally, amongst the non-contrastive methods, v-DINO shows
a better performance. Notice that our results so far have revealed a trade-o between learning
viewpoint invariance vs. strong temporal dynamics. While single-stream networks learn better
temporal dynamics, Siamese frameworks learn better viewpoint invariance.

Notice that while contrastive methods dominate performance under viewpoint shifts (Table 3.2),
v-MAE shows the best performance only in the case ofow-resolution surveillance cameras. We
hypothesize that this is due to the fact that in addition to v-MAE being a strong temporal learner (see
Figure 3.3), it is also inherently robust to low-resolution inputs. This is likely since it learns strong
pixel-level relations [191] through reconstruction of highly occluded inputs. To further investigate
this, we perform a follow-up study in a controlled toy setup where we systematically decrease the
resolution of input frames from 112 to 16° and measure the robustness as 1 (acgi, acag)=100,
following [165]. Hereacqy refers to accuracy at resolutionN?. We use 112 as the maximum
resolution as this is used during pre-training, and 16 is set as the lowest resolution as we use a patch
size of 16. To limit the interference of temporal representations with the outcome, we use an image
dataset, STL10 [177], to perform unsupervised image classi cation using the frozen pretrained video

SSL encoders. The results presented in Figure 3.4 (right) show that-MAE achieves a more steady
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Table 3.3: Comparison undersource shift.

UCF/HMDB HMDB/UCF
Lin. FT Lin. FT
OoD(H) InD(U) OoD(H) InD(U) OoD(U) InD(H) Oob(U) InD(H)
v-Supervised 45.80s 92.70. 56.3 96.8 50.30s 75900 51.1 84.6
v-SIMCLR  47.7 0 96.00. 53.7 97.7 55.1esa 82.004a 56.7 85.6

Method

v-MoCo 515 o6 97.1 0s 557 98.9 5720 845 o« 58.3 86.3
v-BYOL 51.4 oz 9450, 59.4 975 6312 799. 604 873

v-SimSiam  46.1.0 92.60, 50.6 955 52203 76.20: 53.2 83.0
v-DINO 493 s 94305 514 96.3 53.804 77.50: 55.6 82.8
v-MAE 395 02 89.200 553 96.5 391w 7281 43.6 81.3

Table 3.4: Comparison inzero-shot action recognition.

Method UCF HMDB  RareAct Kinetics400 (InD)

Lin. FT Lin. FT Lin. FT Lin. FT
v-Supervised n/a 374 n/la 190 n/a 9.9 n/a 59.0
v-SIMCLR  37.2 1340.3 18.617 24.9 7.70s 10.4 56.80 69.8

v-MoCo 35.2 30 46.3 19.526 22.3 8.7 s 10.5 58.4 04 69.3
v-BYOL 33.0 14 41.0 22.4 21 24.7 7.504 10.3 57401 69.3

v-SimSiam  34.0 s 38.7 18.810 21.0 7.70:11.1 50.4 oo 64.3
v-DINO 34.3 10 41.3 17.20s 22.8 8.10s 10.5 53402 65.7
v-MAE 25.5 14 42.1 14207 25.8 5.8 05 10.7 35900 68.4

performance on low-resolution inputs compared to the other methods, which is in alignment with our

hypothesis.

rHighIights: (a) Video models generally struggle in out-of-context generalization, whilev-)
Supervised andv-MAE exhibit better performance as they are strong temporal learners. D)
Contrastive methods (v-SimCLR, v-MoCo) exhibit better performance to viewpoint shifts. (c)

v-MAE is robust against extremely low-resolution inputs. (d) v-Supervised shows extreme vulnera

o3
1

bility in complex scenarios when multiple distribution shifts are applied concurrently.

Q2: E ect of ne-tuning under distribution shifts

Our thorough empirical experiments presented in Ta- Table 3.5: Linear vs. ne-tuning  eval-

] ] uation. See Appendix A.3.5 for details.
bles 3.1, 3.2, and 3.3, show several interesting aspects of

ne-tuning under distribution shifts. First, ne-tuning InD OoD
generally results in better InD and OoD performance com- Linear 63.2% 31.5%
pared to linear evaluation (see Table 3.5). Moreover, the Finetuned  71.9%.;  37.4%s:
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3.6. FINDINGS

Figure 3.5: Linear vs. netuned  performance comparison under real-world distribution shifts. We
measure the improvements as the di erence between netuned and linear evaluation accuracy.

bene ts of ne-tuning vary between di erent video SSL methods; for example, v-MAE bene ts
the most from ne-tuning (see Figures 3.5 and 3.6). Second, the bene ts of ne-tuning depend
on the nature of the distribution shift. Speci cally, by comparing OoD and InD performance, we
observe that ne-tuning is more helpful for actor shift in both animal and synthetic domains (see
Figure 3.5), whereas it is less bene cial for zero-shot and viewpoint shift in both egocentric and
surveillance camera view. Moreover, ne-tuning often leads to “in-distribution over tting' where
the InD validation improves with additional training, while leading to poor OoD generalization
(see Appendix A.3). Overall, the results of zero-shot recognition presented in Table 3.4 show that
no single method dominates in all three benchmarks for zero-shot recognitionv-MAE, v-MoCo,
and v-SimSiam achieve the best performances on HMDB, UCF, and RareAct, respectively, when
netuned. Third, the bene ts of ne-tuning also depend on the InD training benchmark. For example,
as shown in Figure 3.5, while ne-tuning is signi cantly bene cial under the source shift of UCF to
HMDB, it interestingly hurts the performance when this shift is reversed (HMDB to UCF). This
can be attributed to the limited utility of small-scale datasets, such as HMDB, in learning strong
representations. Such datasets could potentially even diminish the e ectiveness of robust pretrained
models. For instance, in the case of/-BYOL, the performance of the frozen encoder exceeds that of
the netuned model, as seen in Table 3.3 (HMDB/UCF).

To further investigate scenarios where ne-tuning may impair video SSL pre-training, we evaluate

the video models on temporally perturbed inputs (e.g., freeze frames, random sampling, reverse
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Figure 3.6: Linear vs. netuned  performance comparison under synthetic temporal perturbations.

sampling) in a controlled setup. As the video SSL methods are never trained with temporally
perturbed inputs, this constitutes a distribution shift. The results presented in Figure 3.6 show that
ne-tuning of the contrastive and non-contrastive video encoders diminishes the time-invariance of
the learned representations, which decreases robustness to temporal perturbations. As a result, in
such cases, the frozen encoders perform better than the netuned ones. Moreover, the frozeARMAE
shows the worst performance under temporal shifts as it learns time-variant representations through

self-supervised pre-training.

rHighIightS: (a) As opposed to LLMs, ne-tuning generally helps video SSL in both InD and OoD)
(b) The bene ts of ne-tuning largely vary between di erent video SSL methods and the type of
distribution shifts. ( ¢) Finetuning provides more bene ts against actor shifts in both animal and
synthetic domains in comparison to viewpoint shifts like egocentric and surveillance camera views.
(d) Finetuning degrades robustness to temporal perturbations as it impairs the time-invariant

representations of contrastive and non-contrastive methods. It can also degrade performance under

| source shift depending on the quality of the training benchmark.
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Table 3.6: Comparison inopen-set recognition. v-Supervised trained from scratch with DEAR loss
failed to converge in closed/open-set pair setup of Kinetics/UCF and Kinetics/HMDB.

(a.) Finetuned evaluation.

Open-set Closed-set Closed-set

Method (AUC) w/ DEAR (Acc.) w/ CE (Acc.)
Kinetics/UCF Kinetics/HMDB UCF/HMDB Kinetics UCF Kinetics UCF

v-Supervised - - 77.7 - 86.5 57.6 87.4
v-SImCLR 63.0 60.1 84.3 69.8 90.6 72.5 90.3
v-MoCo 61.3 61.0 85.2 70.1 90.4 72.8 90.7
v-BYOL 60.5 60.1 81.7 69.4 89.4 72.5 90.2
v-SimSiam 60.6 55.9 77.8 64.7 85.9 69.3 87.2
v-DINO 60.0 58.3 81.7 65.9 87.0 71.3 88.5
v-MAE 55.1 55.5 73.1 67.5 87.8 73.3 90.5

(b.) Linear evaluation.

Open-set Closed-set Closed-set

Method (AUC) w/ DEAR (Acc.) w/ CE (Acc.)
UCF/HHMDB UCF UCF

v-Supervised 77.31 80.4 01 81.7
v-SimCLR 49.9 o3 11.6 10 84.1
v-MoCo 50.7 os 32.7 0s 84.9
v-BYOL 56.0 1s 63.7 0s 85.4
v-SimSiam 73.70s3 79.502 82.5
v-DINO 79.4 oo 80.4 o2 80.9
v-MAE 66.0 oo 74.6 02 76.2

Q3: Closed-set vs. open-set performance

We perform open-set recognition in two setups: (1) we use the Kinetics400 for closed-set recognition,
while the non-overlapping classes from the UCF101 and HMDB51 are used for open-set. (2) we
use UCF101 and the non-overlapping classes of HMDB for closed-set and open-set recognition,
respectively. To perform a comprehensive analysis on the performance of closed-set vs. open-
set, we adopt two approaches, i.e, single-objective (closed-set only with cross-entropy error) and
joint-objective (closed-set and open-set recognition simultaneously with DEAR loss [42]) variants.

The results in Table 3.6 (a) demonstrate that the models struggle in open-set recognition when
using Kinetics400 as closed-set in comparison to UCF101. This is due to the large number of known
classes in Kinetics400 compared to the unknowns (400 known classes in Kinetics400 vs. 31 and
22 unknown classes from UCF and HMDB, respectively). Therefore, the models tend to become

over-con dent and make false predictions. Evident from Table 3.6 (a), contrastive methods are robust
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- - d) Relationship between
(®) UCFHMDB (b) Kinetics400/UCF (©) Kinetics400/HMDB closed-st A e B ance

Figure 3.7: (a-c) Comparing open macro-F1 scores of netuned models vs. openness (openness
is measured as the ratio of unknown to known classes). (d) The relationships betweeriosed-set
and open-set recognition performance of frozen pretrained encoders.

to open-set recognition in all setups. This is likely due to the auxiliary information contributed by
the negative samples used in these methods. To verify this hypothesis, we analyze the open macro-F1
scores vs. openness of the video models following [41,42] by incrementally adding more unknown
classes. The results in Figure 3.7 (a-c) show that bothv-SImCLR and v-MoCo consistently achieve
better performances compared to others. An additional statistical analysis on the performance of
contrastive methods in open-set recognition is presented in Appendix A.3.7, which con rms their
better performance relative to other methods.

Next, instead of ne-tuning, we use the frozen encoders to train a linear head for open-set
recognition. The top 3 closed-set performersy-BYOL, v-MoCo, and v-SImMCLR (see Figure 3.7
(d) or UCF in Table 3.6 (b)), show the worst performance in open-set recognition. However,
the pretrained encoders,v-SimSiam, v-DINO, and v-Supervised, which are considered weaker in
closed-set, perform better in open-set recognition, which might be due to their lack of over-con dence.
v-DINO outperforms other methods in open-set recognition achieving 781% while the performance
of v-SImMCLR and v-MoCo drops to almost chance levels. In comparisony-MoCo reports 849% in
standard closed-set recognition, whereag-DINO achieves 809%. The results presented in Figure
3.7 (d) suggest that there is a trade-o0 between closed-set and open-set recognition performances,

particularly when frozen encoders are used without ne-tuning.
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Figure 3.8: The decision similarity  between the video models in InD (top) vs. OoD (bottom). The
lighter color indicates less similarity.

'Highlights: (a) Contrastive methods demonstrate superior performance in open-set recognitid

=)

when netuned. (b) There is a trade-o between closed-set and open-set recognition performange
when frozen pretrained encoders are used.c) Strong frozen encoders {-MoCo, v-SimCLR) have no
open-set generalization performance due to their over-con dent predictions. ¢) On the other hand,

slightly weak video SSL frozen encodersV-DINO, v-SimSiam) show better open-set performancg,

while v-MAE seems to perform poorly in both settings.

Q4: Decision similarity under distribution shifts

To measure “decision similarity' between the video models, we evaluate whether the models make
similar predictions, regardless of their correctness. The results presented in Figure 3.8 demonstrate
that decision similarity varies between the video SSL methods both InD and OoD, but is generally
lower in OoD settings. Speci cally, while we observe only a slight decrease in decision similarity in
the case of animal domain actor shift, we observe signi cant drops in decision similarity in the case
of context shifts and source shifts. Moreover, the results reveal that the decision similarity between
supervised and self-supervised methods signi cantly drops under distribution shifts, indicating that
under such shifts, video SSL methods make considerably di erent decisions than supervised learning.
We also observe low decision similarity betweerv-MAE and other video SSL methods, which can be
due to the generative nature ofv-MAE vs. the others. Lastly, we note that contrastive methods
tend to have greater decision similarities with each other than the similarities observed among

non-contrastive methods. Additional results are presented in Appendix A.3.
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'Highlights: (a) The decision similarity of video models decreases under distribution shifts, which
further varies based on the type of shift. (o) Context and source shifts cause the most dissimilarity
between decisions. ) Overall, the predictions between the supervised and self-supervised methods,

as well as between generative (e.gy-MAE) and non-generative (e.g.,v-SimCLR, v-BYOL) methods

exhibit the least similarity.

3.7 Discussion

Summary. In this work, we thoroughly examine the behavior of video SSL methods under real-world
distribution shifts that commonly occur in videos due to changes in context, viewpoint, actor, and
source. Moreover, our study investigates their generalizability in zero-shot settings, as well as their

e ectiveness in open-set recognition. To rigorously evaluate the robustness of video models, we
introduce a comprehensive OoD test bed curated from existing literature. This test bed is carefully
designed to stress test the robustness of video models and provide a comprehensive evaluation of
their capabilities. Our study uncovers a wide range of interesting dynamics of various video SSL
methods under di erent distribution shifts, which can be instrumental in guiding future research and
algorithm development in video representation learning. To the best of our knowledge, this is the
rst work to systematically investigate video SSL methods under real-world distribution shifts.
Limitations. We consider contrastive, non-contrastive, and generative video SSL methods in
our work, as they are well-established and have demonstrated strong performance in previous
studies [14, 62, 64, 75] on various video benchmarks [14, 75,192]. However, there exists another
category of video SSL methods which uses pretext tasks for self-supervision, e.g., rotation prediction
[21], frame and clip order prediction [54, 193], motion prediction [194], and others [55, 56,59, 195].
While these methods are not included in our study, they are worth exploring in future research.
Moreover, our work primarily focuses on variousself-supervised loss functionsas opposed to network
architectures. It would be valuable to further investigate video SSL under distribution shifts with
larger Transformer [196] or convolutional [197] architectures , which we could not perform due to

resource constraints. Nonetheless, our ndings serve as a foundation for future studies.
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Chapter 4

Multimodal Video Self-Supervised Learning with Relaxed

Cross-Modal Synchronicity

4.1 Introduction

In recent years, self-supervised learning has shown great promise in learning strong representations
without human-annotated labels [11,158,198], and emerged as a strong competitor for fully-supervised
pre-training. There are a number of bene ts to such methods. Firstly, they reduce the time and
resources required for expensive human annotations and allow researchers to directly use large
uncurated datasets for learning meaningful representations. Moreover, the models trained in a self-
supervised fashion learn more abstract representations, which are useful for a variety of downstream
tasks without needing to train the models from scratch. Given the abundance of videos, their
spatio-temporal information-rich nature, and the fact that in most cases they contain both audio
and visual streams, self-supervised approaches are strong alternatives to fully-supervised methods for
video representation learning. Moreover, the high dimensionality and multimodal nature of videos
make them di cult to annotate, further motivating the use of self-supervision.

The common and standard practice in self-supervised audio-visual representations learning is to
learn intra-modal and cross-modal relationships between the audio and visual streams by maintaining
tight temporal synchronicity between the two modalities [24,87,89, 187]. Yet, the impact of learning
temporally asynchronous cross-modal relationships in the context of self-supervised learning has not
been explored. This notion deserves deeper exploration as learning such temporally asynchronous
cross-modal relationships may in fact result in increased invariance and distinctiveness in the learned

representations.
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In this study, in an attempt to explore the notion above, we present CrissCross, a self-supervised
framework to learn robust generalized audio-visual representations from videos. CrissCross is built
upon SimSiam [158] to jointly learn self-supervised audio-visual representations through a mixture of
intra- and cross- modal optimizations. In addition to learning intra-modal and standard synchronous
cross-modal relations, CrissCross introduces the novel idea of learning cross-modal relations through
relaxing time-synchronicity between corresponding audio and visual segments. We refer to this
as “asynchronous cross-modal' optimization, a concept that has not been explored in prior works.
We use 3 datasets of di erent sizes: Kinetics-Sound [199], Kinetics400 [4], and AudioSet [83], to
pretrain CrissCross. We evaluate CrissCross on di erent downstream tasks, namely video action
recognition, audio-visual action recognition, sound classi cation, and action retrieval. We use 4
popular benchmarks UCF101 [6], HMDB51 [7], Kinetics-Sound [199] and Kinetics400 [4] to perform
action recognition, UCF101 [6] and HMDB51 [7] for action retrieval, and ESC50 [86] and DCASE [85]
are used for sound classi cation.

In summary, our contributions are as follows:
We present a novel framework for audio-visual self-supervised learning by relaxing the cross-
modal temporal synchronicity to learn e ective generalized representations. Our method is
simple, data e cient and less resource intensive, yet learns robust audio-visual representations
for a variety of downstream tasks.
We perform an in-depth study to explore the performance of the proposed framework and its
major concepts. Moreover, we perform thorough analyses, both quantitatively and qualitatively,
in di erent setups, showing the benet of learning asynchronous cross-modal relations.
Comparing the performance of our method to prior works, CrissCross achieves state-of-the-art
on UCF101, HMDB, ESC50, and DCASE when pretrained on Kinetics400. Moreover, when
trained with AudioSet, CrissCross achieves better or competitive performances versus the
current state-of-the-art.
Lastly, when pretrained on the small-scale Kinetics-Sound [199], CrissCross outperforms
fully-supervised pre-training [200] by 14% and 7.4%, as well as prior self-supervised state-of-
the-art [200] by 11:1% and 199% on UCF101 and HMDB51 respectively. To the best of our
knowledge, very few prior works have attempted to pretrain on such small datasets, and in
fact, this is the rst time where self-supervised pre-training outperforms full supervision on

action recognition in this setup.

34



4.2. METHOD

We hope our proposed self-supervised method can motivate researchers to further explore the
notion of learning asynchronousrelationships in multimodal learning. The codes and pretrained

models are released on the GitHub'.

4.2 Method

4.2.1 Overview

Let be givenv, a sequence of visual frames, and, the corresponding audio waveform. We can
obtain n augmented views ofv asfv;gl,, and equal number of augmented views o asfa g, .
A common way to learn individual representations from v and a is to minimize the embedding
distances D) between the augmented views of the each modality ak,, = P :’J 0:i6j D(vi;vj) and
Laa = P l”J -0;ej D(ai;a) respectively in a self-supervised setting [13, 158, 2Q203]. Further, to
learn multimodal representations from fv; ag, a standard technique is to simply optimize a joint
intra-modal 10SS Linra = Ly + Laa. Prior works [23,24,184] have demonstrated that in addition to
Linra , @ cross-modal optimization can be performed directly across visual and audio segments to
further learn strong joint representations asL 5, = P {1:0 D(ai; V).

All of these learning procedures maintain a tight synchronicity between the two modalities,
given that both a and v; are segmented from the same timestamps. We conjecture, however, that
relaxing the synchronicity between modalities by a reasonable margin will enable more generalized
representations to be learnedacross time, to achieve better and more robust performance. Accordingly,
we introduce asynchronous cross-modal loss,sync, Which exploits the relationship between audio
and visual segments sampled at di erent timestamps. We de ne the nal objective asL crisscross
which exploits the combination of L , SynchronousL s, (which we refer to asLsync), and Lasync in
an attempt to learn more generalized representations. While we present the detailed experiments
and analysis of our proposed approach in the subsequent sections of this Chapter, here we perform a
quick visualization to demonstrate the bene ts of this concept. Figure 4.1 depicts the distributions
of representations learned with and without L 5sync, demonstrating that indeed relaxing the tight
synchronicity helps in widening the distribution of the learned representations which could result in

improved performance in a wide variety of downstream tasks.

Lhttps://pritamqu.github.io/CrissCross
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Figure 4.1: Distribution of the learned representations with and without the asynchronous cross-modal
optimization.

4.2.2 Training Objective

To accomplish the notion above, let's de ne two neural networks, a visual encodef, and an audio
encoderf,. Here,f, and f, are composed of convolutional backbones and MLP projection heads.
Moreover, we adopt a Siamese [182] representation learning setup, where the networks share weights
on two or more inputs. Next, We obtain two augmented views ofv = fv;gL, , denoted by v, and
Vv,, de ned as fvigiy™ ¥ and fv, g™ ¥ respectively. Here,v; and v, have a duration oft,, and are
sampled at timest, and t, respectively. Note that v; and v, are augmented di erently. Similarly, two
augmented views ofa= fa,gl, can be obtained asa; and a, asfa g} * and fa,gi%™,*, respectively.
Next, to learn intra-modal representations, the distance betweerf, (v1) and f,(v,), as well as,f ;(a1)
and f 5(a2) can be minimized to train f, and f, respectively. However, such a naive approach would
lead to mode collapse as pointed out in [13,158,201,203]. To tackle this, we follow the technique
proposed in [158]. In particular, we minimize the cosine embedding distancB of two output vectors
p and (z), where p is the output vector obtained from the predictor head and z represents the
output vector obtained from the feature encoder followed by thestop-gradient operation. Here,
the predictor head consists of an MLP head, which is used as an identity mapping, while the

stop-gradient  operation prevents the model from collapsing to a degenerated solution [158]. Here,

D is de ned as:
p z
jipiiz Jizii2

D(p;2) = (4.1)

We useh, and h, as the predictor heads corresponding to visual and audio representations. Next,

we obtain py, and z,, ashy(fy(v1)) and f(v2)). Similarly, pa, and z,, are obtained ash,(f a(a1))
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Figure 4.2: Our proposed framework. CrissCross learns strong audio-visual representations by
exploiting intra-modal (La,a,, Lv,v,), as well as, synchronous I(4,v,, La,v,) and asynchronous
(La,v,» Lv,a,) cross-modal relations. For the sake of simplicity, we omit showing the stop-grad and
predictor head connections.

and $(f a(a2)). To calculate the symmetrized loss, we further obtainp,, and z,,, as well as,p,, and

z,,. Therefore, to learn the intra-modal relations, we optimize the intra-modal losSLiw, de ned as:

1

2 D(pv,; Xzv,)) + D(pv,; S2v,)) + D(Pa;; S(Za,)) + D(Pa,; Za,)) (4.2)

Lintra =

Next, to learn synchronous cross-modal relations, we optimize the synchronous cross-modal loss

L sync, de ned as:

(=Y

Lsyne = D(pv,; X(Za,)) + D(pa,; S(2v,)) + D(Pv,: SZa,)) + D(Pay: S2v,)) (4.3)

Additionally, based on our earlier intuition, to relax the temporal synchronicity, we minimize the
distance between the audio and visual segments originated from di erent timestamps. We de ne

asynchronous cross-modal [0Sk async as:

Lasync = % D(p\/l ; S(Zaz )) + D(paz ; S(Zvl )) + D(sz ; S(Zal )) + D(pa1 ; S(ZVz )) : (44)

Finally, to exploit intra-modal, as well as, synchronous and asynchronous cross-modal relations we
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de ne the nal objective function as:

1
LCrissCross = é(l-intra + Lsync + Lasync) : (4-5)

We present the proposed CrissCross framework in Figure 4.2. We present the pseudocode in Appendix

B.1.

4.3 Experiments and Results

The details of the experiment setup and the ndings of our thorough ablation studies investigating
the major concepts of our proposed framework are presented here. Additionally, we extensively
investigate a wide range of audio-visual augmentation techniques capable of learning strong audio-

visual representations within our framework, the details are as follows.

4.3.1 Experiment Setup

Following the standard practice among the prior works [23, 24,63, 89, 200], we use Kinetics-Sound,
Kinetics400, and AudioSet for pre-training. Additionally, Kinetics400, UCF101, HMDB51, ESC50
and DCASE are used for downstream evaluation. We use R(2+1)D [178] and ResNet [204] as the
visual and audio backbones. To pretrain the network in a self-supervised fashion with audio-visual
inputs, we downsample the visual streams to 16 frames per second and feed 8 frames of resolution
112 to the visual encoder. Next, we downsample the audio signals to 16kHz, and segment them into
2-second segments. We transform the segmented raw audio waveforms to mel-spectrograms using
80 mel lters, we set the hop size as 10 milliseconds and FFT window length as 1024. Finally, we
feed spectrograms of shape 80 200 to the audio encoder. We use Adam [205] optimizer with a
cosine learning rate scheduler [206] to pretrain the encoders and use a xed learning rate to train the
predictors. Please note that during the design exploration, we use Kinetics-Sound for pre-training,
while the downstream evaluations are performed on UCF101 and ESC50 unless stated otherwise.
We perform linear evaluations using 8 frames of visual input and 2 seconds of audio input. Next,
a linear SVM classi er is trained using the extracted features, and report the top-1 accuracy for
sample-level predictions. We provide the additional details of the datasets, evaluation protocols, and

implementation in Appendix B.3.
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Table 4.1: We present the linear evaluation top-1 accuracy of CrissCross and its ablation variants, all
models are pretrained on Kinetics-Sound.L crisscross outperforms all of its ablation variants.

Method UCF101 ESCS50
LV1V2 691 -
ajap - 620
Linwa OF (Laja, + Lvgvy) 69:7 718
L sync 70:1 758
L async 69:1 748
Lsync + Lintra 738 780
Lsync + Lasync 69:1 748
Lasync + Lintra 72:4 753
Lviv, + Lsync + Lasync 713 785
Lalag + Lsync + Lasync 70:8 753
L crisscross 748 79:0

Table 4.2: Impact of L 55ync Optimization in di erent pre-training and evaluation setups. In all setups,
optimizing L async bene ts both audio and visual downstream tasks.

Pretrain Downstream without Lasync  With  Lasync
Kinetics-Sound UCF101 73:841 0 748
Kinetics-Sound ESC50 780419 79:0
Kinetics400 UCF101 75:84.1 79:9
Kinetics400 ESC50 785435 82:0
Kinetics400 Kinetics-Sound (a) 43:243.9 47:1
Kinetics400 Kinetics-Sound (v) 53:345.4 55:7
Kinetics400 Kinetics-Sound (a+v) 65 :041.7 66:7

4.3.2 Ablation Study

We present the ablation results in Tables 4.1 and 4.2 to show the improvements made by optimizing
asynchronous cross-modal loss in addition to intra-modal and synchronous cross-modal losses. First,
using Kinetics-Sound, we train the framework in uni-modal setups, denoted as.,y, and La,a,. We
report the top-1 accuracy of UCF101 and ESC50 as 62% and 620% respectively. Next, we train the
network in a multimodal setup, where we nd that Lsync outperforms the other multimodal variants
including Linwa and L async, as well as, uni-modal baselines.,,,, and L, a,. Further study shows
that combining all the multimodal losses improves the model performancel crisscross OUtperforms
Lsync by 4:7% and 32% on action recognition and sound classi cation, respectively.

Further, to study the e ect of Lasync in particular, we perform ablation studies using small-scale
Kinetics-Sound and large-scale Kinetics400. We present the results in Table 4.2, where we observe that
Lasync improves the performance on both the pre-training datasets. In particular, while pretrained

on Kinetics400, optimizing L async in addition to Lsync and Linra improves the performances by4:1%
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and 3:5% on action recognition and sound classi cation respectively, showing the signi cance of
asynchronous cross-modal optimization in a multimodal setup. While pretrained on Kinetics-Sound,
adding L async improves the performances by 1% on both the UCF101 and ESC50. We interestingly
nd that learning asynchronous cross-modal loss signi cantly improves the model performance when
pretrained on large-scale Kinetics400. Our intuition is that as Kinetics-Sound consists of a few
hand-picked classes where both audio and visual modalities are prominently manifested and tightly
synchronized (e.g., playing guitar), the performance gain due td_sync is less prominent. However,
Kinetics400 is considerably larger in scale and comprises highly diverse action classes which are not
always very prominent both audibly and visually. It therefore bene ts more from the generalized
representations learned by asynchronous cross-modal optimization. Moreover, to demonstrate the
bene t of optimizing L async throughout the pre-training process, we present the top-1 accuracy vs.
pre-training epoch in Figure 4.4. It shows that L async Signi cantly improves the model performance
throughout the pre-training.

Multimodal fusion. Next, we investigate if learning asynchronous cross-modal relations helps
in multimodal fusion. To test this, we use Kinetics-Sound as the downstream dataset and Kinetics400
as the pre-training dataset. We choose Kinetics-Sound for downstream evaluation as it consists of
action classes that are represented prominently in both audio and visual domains. The results are
presented in Table 4.2, where it is shown that learning asynchronous cross-modal relations improves
multimodal fusion by 1:7%. Additionally, we show the linear evaluation results obtained from the
uni-modal feature representations for reference. It shows that optimizinglL async improves the action
classi cation accuracy by 24% and 39% using visual and audio representations, respectively.

Qualitative analysis. Lastly, to perform a qualitative analysis on the impact of L async We
visualize the saliency maps obtained from the models when pretrained with and without the presence
of the asynchronous loss. In this experiment, we directly use the models pretrained on Kinetics400
and use Grad-CAM [207] to visualize randomly selected samples from Kinetics400. A few examples
are presented in Figure 4.3, where we observe that learning asynchronous relations helps the model
focus better on the salient information. Speci cally, we notice that optimizing L async helps in correctly
locating the sound sources on the visual streams, as shown by the examples of “dribbling basketball’,

“laughing’, “tapping guitar', etc.
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without asynchronous loss with asynchronous loss

Figure 4.3: Visualization of saliency maps while pretrained without (left) and with (right) asyn-
chronous loss. Here the action categories are as follows: (A) blowing nose, (B) dribbling basketball,
(C) singing, (D): tapping pen, (E) laughing, (F) tapping guitar.

4.3.3 Exploring Relaxed Time-synchronicity

Audio and visual modalities from the same source clip generally maintain a very strong correlation,
which makes them suitable for multimodal representation learning as one modality can be used as a
supervisory signal for the other in a self-supervised setup. However, our intuition behind CrissCross
is that these cross-modal temporal correlations do not necessarily need to follow a strict frame-wise
coupling. Instead, we hypothesize that relaxing cross-modal temporal synchronicity to some extent
can help in learning more generalized representations. To facilitate this idea within CrissCross, we
exploit 5 di erent temporal sampling methods to explore varying amounts of temporal synchronicity

when learning cross-modal relationships.

(i) None: where both the audio and visual segments are sampled from the exact same time window.
(i) Mild: where the two views of the audio-visual segments share 50% overlap amongst them.

(i) Medium: where adjacent frame sequences and audio segments are sampled.
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Figure 4.4: Left : Linear evaluation top-1 accuracy vs. pre-training epochs. We nd that while the
performance of the model optimizingLsync + Linra Nearly plateaus between epoch 60 and 100, it
continues to improve when optimizing L crisscross = Linra + Lsync + Lasync. Moreover, the bene ts of
Lasync Can be noticed throughout the pre-training. Right : Exploring di erent temporal relaxation
techniques. We nd that the "Mild' temporal relaxation works best for both audio and visual
downstream tasks.

(iv) Extreme: in which we sample one view from the rst half of the source clip, while the other
view is sampled from the second half of the source clip.

(v) Mixed: where the two audio-visual segments are sampled in a temporally random manner.

The results presented in Figure 4.4 show that themild relaxation works best for both action
recognition and sound classi cation. Interestingly, we nd that medium relaxation shows worse

performance in comparison to others, whereasxtreme relaxation works somewhat well in our setup.

4.3.4 Exploring Design Choices

Predictor.  Our empirical study shows that the predictor head plays an important role in
e ectively training the audio and visual encoders to learn good representations. The predictor
architecture is similar to [158]. For the sake of completeness, we provide the details of the predictor
head in Appendix B.3. We explore () di erent learning rates, and (ii ) using a common vs. a separate
predictor in the multimodal setup. It should be noted that none of the variants cause a collapse,
even though we notice considerable di erences in performance. We present the ndings below.

Following [158], we use a constant learning rate for the predictors. However, unlike [158], where
the predictor learning rate is the same as the base learning rate of the encoder, we nd that a higher
predictor learning rate helps the network to learn better representations. In particular, setting the

predictor learning rate to be the same as the base learning rate results in unstable training, and the
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Table 4.3: A comparative study of di erent
predictor and projector setups. “The rest of
setups remains the same as the default.

UCF101 ESC50

Base LR = Pred LR~ 59:0 623

Common predictor” 736 753

2 layers projector” 72:4 75.0

Default Figure 4.5: Loss curves of predictor head design
(Base LR =10 Pred LR 748 790 exploration. Setting the predictor learning rate
Separate predictor ) ' higher than the base learning helps in mitigating

3 layers projector) oscillatory model updates, and using separate

predictor heads further stabilizes the training.

loss curve shows oscillating behavior. We empirically nd that setting the predictor learning rate to
10 times the base learning rate works well. We present the results in Table 4.3 and training curves in
Figure 4.5.

Next, we evaluate whether the framework can be trained with a common predictor head instead
of separate predictor heads (default setup). In simple terms, one predictor head would work towards
identity mapping for both audio and visual feature vectors. To test this, L2-normalized feature
vectorsf, (v) and f ;(a) are fed to the predictor, which are then used in a usual manner to optimize
the cost function. The results are presented in Table 4.3. We observe that though such a setup
works somewhat well, having separate predictors is bene cial for learning better representations. We
present the training curves in Figure 4.5, it shows using common predictor head results in training
losses saturate very quickly ultimately yielding worse performance compared to the use of separate
predictor heads.

Projector. We present a comparative study of projection heads with 2 layers vs. 3 layers (default
setup). We notice 24% and 4% improvements in top-1 accuracies when using 3 layers instead of 2 on

action recognition and sound classi cation respectively (please see Table 4.3).

4.3.5 Exploring Audio-Visual Augmentations

We perform an in-depth study to explore the impact of di erent audio and visual augmentations.
Visual augmentations. We explore a wide range of visual augmentations. As a starting point,
we adopt the basic spatial augmentations used in [23], which consists of Multi-Scale Crop (MSC),

Horizontal Flip ( HF, and Color Jitter ( CJ. Additionally, we explore other augmentations, namely
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Table 4.4: Exploring audio-visual augmentations. Here, MSCMulti-Scale Crop, HF Horizontal Flip,
CZ Color Jitter, GS Gray Scale, GB Gaussian Blur, C Cutout, VJ Volume Jitter, M Time and
Frequency Masking, RC Random Crop, TWTime Warping.

Visual UCF101 Audio ESC50
MSC-HF-CJ 62.3 \A 44.8
_ MSC-HF-CJ-GS 68.1 VJ-M 49.5
5 MSC-HF-CJ-GS-C 68.3 VI-M-TW 495
MSC-HF-CJ-GS-GB 68.7 VJ-M-RC 62:0
MSC-HF-CJ-GS-GB-C  69:1
Visual + Audio UCF101 ESC50
_ MSC-HF-CJ-GS-& VJ-M-RC 739 79.0
S  MSC-HF-CJ-GS-GB VJ-M-RC 735 790
=  MSC-HF-CJ-GS-GB-€ VJ-M-RC 74:8 79:0

Gray Scale G3, Gaussian Blur (GB [11], and Cutout (O [208], which show great performance
in image-based self-supervised learning [11,209]. We explore almost all the possible combinations
of di erent visual augmentations in a uni-modal setup and present the results in Table 4.4. The
results show that strong augmentations improve the top-1 accuracy by 8% in comparison to basic
augmentations used in [23].

Temporal consistency of spatial augmentations. While investigating di erent spatial augmen-
tations, we are also interested to know if the spatial augmentations should be consistent at the frame
level or whether they should be random (i.e., vary among consecutive frames within a sequence). We
refer to these concepts asemporarily consistent or temporarily random. We perform an experiment
where we apply MSG HF- CJ- GS randomly at the frame level and compare the results to applying
the same augmentations consistently across all the frames of a sequence. Our results show that
maintaining temporal consistency in spatial augmentations across consecutive frames is bene cial,
which is in line with the ndings in [64]. Speci cally, Temporally random augmentations, results

in top-1 accuracy of 5369%, whereas, the same augmentations applied in @mporally consistent
manner results in 6809%.

Audio augmentations. Similar to visual augmentations, we thoroughly investigate a variety of
audio augmentations. Our audio augmentations include, Volume Jitter (VJ), Time and Frequency
Masking (M [210], Random Crop (RQ [203], and Time Warping (TW[210]. We also explore almost all
the possible combinations of these augmentations and present the results in Table 4.4. Our ndings
show that time-frequency masking and random crop improve the top-1 accuracy by 125% compared

to the base variant. We also notice that time warping doesn't improve performance and is also quite
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Table 4.5: We present the top-1 accuracy of linear evaluation on action recognition and sound
classi cation across di erent pre-training dataset sizes. We observe considerable performance
improvements across all downstream datasets as we pretrain on larger datasets, demonstrating the
excellent scalability of our method.

Pre-training
Downstream Kinetics-Sound Kinetics400 AudioSet
(22K) (240K) (1.8M)
HMDB51 45:7 500 56.2
UCF101 781 83.9 877
Kinetics400 39.0 445 501
ESC50 828 86.8 90:5
DCASE 93:0 96.0 97.0

computationally expensive. Hence, going forward we do not use time warping during pre-training.
Audio-visual augmentations. We conduct further experiments on a few combinations of aug-
mentations in a multimodal setup. We pick the top-performing augmentations obtained from the
uni-modal variants and apply them concurrently. The results are presented in Table 4.4 where we nd
that the results are consistent with the uni-modal setups, as the combination ofMSC-HF-CJ-GS-GB-C
and VJ-M-RCperforms the best in comparison to the other combinations. Finally, We summarize

the augmentation schemes used for pre-training and downstream tasks in the Appendix B.3.

4.3.6 Scalability

To evaluate the quality of the self-supervised representations, we perform linear evaluations
on action recognition (HMDB51, UCF101, and Kinetics400) and sound classi cation (ESC50 and
DCASE). We use 3 di erent-sized datasets, i.e., Kinetics-Sound, Kinetics400, and AudioSet for
pre-training. In Table 4.5 we report the top-1 accuracies averaged over all the splits. We notice a
steady improvement in performance as the pertaining dataset size increases, which shows CrissCross
can likely be scaled on even larger datasets like IG65M [211]. Please note that in order to evaluate
scalability we choose linear evaluation accuracy instead of full ne-tuning as it gives more accurate
measurements of learned representations obtained through self-supervised pre-training. Due to

computation limitations, we could not experiment with larger backbones.

4.3.7 Video Action Recognition

In line with [23,24,63,89,200], we benchmark CrissCross using UCF101 and HMDB51 on action

recognition. For a fair comparison to earlier works, we adopt 2 setups for ne-tuning, once with 8
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Table 4.6: State-of-the-art comparison on action recognition. CrissCross outperforms supervised pre-
training when pretrained on Kinetics-Sound. Moreover, it outperforms prior works when pretrained
on Kinetics-400 and AudioSet, despite being pretrained at a lower resolution and with fewer frames
than previous methods. Refers to 240K samples from Kinetics700. Pretrained with very high
temporal resolutions (2 views of 32 & 128 frames) compared to others €46=32).

Method Compute Backbone UCF101 HMDB51
Pretrained Dataset: Kinetics-Sound (Finetune input 32 224)
CM-ACC [200] 40 GPUs  3D-ResNet-18 772 406
CrissCross 4 GPUs R(2+1)D-18 88:3 60:5
Supervised [200] - 3D-ResNet-18 8@ 531
Pretrained Dataset: Kinetics400 (Finetune input 8  224%)

XDC [24] 64 GPUs R(2+1)D-18 74:2 390
AVID [23] 64 GPUs R(2+1)D-18 83 :7 495
Robust-xID [184] 8 GPUs R(2+1)D-18 81:9 495
CrissCross 8 GPUs R(2+1)D-18 86:9 54:3
Pretrained Dataset: Kinetics400 (Finetune input 32  224%)

SelLaVi [89] 64 GPUs R(2+1)D-18 83:1 47:1
XDC [24] 64 GPUs R(2+1)D-18 86:8 526
CM-ACC [200] 40 GPUs  3D-ResNet18 902 618
AVID [23] 64 GPUs R(2+1)D-18 87 5 60:8
GDT [63] 64 GPUs R(2+1)D-18 90 :9 62:3
CMAC [212] 8 GPUs R(2+1)D-18 90 :3 611
Robust-xID [184] 8 GPUs R(2+1)D-18 85 :6 550
CrissCross 8 GPUs R(2+1)D-18 91:5 64:7
Supervised [63] - R(2+1)D-18 95.0 74.0
Pretrained Dataset: AudioSet (Finetune input 8  224)

XDC [24] 64 GPUs R(2+1)D-18 84 :9 488
AVID [23] 64 GPUs R(2+1)D-18 88 6 57:6
CrissCross 8 GPUs R(2+1)D-18 89:4 58:3
Pretrained Dataset: AudioSet (Finetune input 32  224%)

XDC [24] 64 GPUs R(2+1)D-18 93:.0 637
MMV [187] 32 TPUs R(2+1)D-18 91 5 701
CM-ACC [200] 40 GPUs R(2+1)D-18 935 67:2
BraVe [186] 16 TPUs R(2+1)D-18 93:6 70:8
AVID [23] 64 GPUs R(2+1)D-18 91 :5 64.7
CrissCross 8 GPUs R(2+1)D-18 92:4 674
Supervised [186] - R(2+1)D-18 96.8 75.9

frames, and the other with 32 frames. In both these setups, we use a spatial resolution of 224wWe
tune the model using the split-1 of both datasets and report the top-1 accuracy averaged over all
the splits. We notice large variability in experimental setups in the literature in terms of di erent
backbones (e.g., deeper ConvNets, Transformer-based architectures, etc.) [64,213,214], pre-training
inputs (e.g., the addition of optical ow or text in addition to audio-visual data, etc.) [64,187,213],
and pre-training datasets, making it impractical to compare to all the prior works. Following the

inclusion criteria of earlier works [23, 24, 63], we compare CrissCross with methods that use similar
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Table 4.7: State-of-the-art comparison on action retrieval. CrissCross outperforms or achieves
competitive results in action retrieval.

UCF101 HMDB51
R@1 R@5 R@20 R@1 R@5 R@20

ST Order [151] 257 362 492 - - -

Method

SpeedNet [58] 130 281 495 - - -

Clip Order [193] 14:1 303 511 7.6 229 488
VCP [153] 186 336 535 7:6 244 536
VSP [152] 246 419 769 103 266 54.:6
CoCLR [215] 559 708 825 261 458 69.7
SelaVi [89] 520 686 845 248 476 755
Robust-xID [184] 60:9 794 90.8 30:8 5538 797
GDT [63] 57:4 734 881 254 514 75.0
CrissCross 63 8 787 899 264 505 777

backbones, inputs, and pre-training datasets.

The comparison of CrissCross with recent works is presented in Table 4.6. When pretrained with
Kinetics400, CrissCross outperforms all the prior works by considerable margins on UCF101 and
HMDB51 in both the ne-tuning setups. Moreover, CrissCross outperforms the current state-of-
the-art AVID [23], when pretrained on AudioSet and netuned with 8-frame inputs, on both the
UCF101 and HMDB51. When netuned with 32-frame inputs, CrissCross achieves competitive
results amongst the leading methods. We note that some of the prior works show slightly better
performance compared to ours in some settings. We conjecture this to be due to the use of higher
spatio-temporal resolution pre-training inputs in these models. E.g., BraVe [186] is pretrained with 2
views of 32 112 and 128 112, and the input size for MMV [187] and CM-ACC [200] are 32 224
and 16 224, respectively. In comparison, CrissCross is pretrained with visual inputs of size 8112°.
However, we expect the performance of our model to improve further by using such higher resolutions,
given the trend shown in [186].

In addition to the commonly used Kinectis400 and AudioSet, we further evaluate CrissCross while
pretrained on the small-scale Kinetics-Sound. Here, we observe signi cant improvements compared
to the current state-of-the-art CM-ACC [200] on both UCF101 (88:3 vs. 77.2) and HMDB51 (60:5
vs. 406). Additionally, CrissCross outperforms fully-supervised pre-training by 1:4% and 74% on
UCF101 and HMDB51 respectively when both the fully-supervised and self-supervised methods are
pretrained on Kinetics-Sound. To the best of our knowledge, this is the rst time that self-supervision
outperforms fully-supervised pre-training on action recognition using the same small-scale pre-training

dataset, showing that our method performs well on limited pre-training data.
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Table 4.8: State-of-the-art comparison on sound classi cation. CrissCross outperforms prior works in
sound classi cation on both ESC50 and DCASE.

ESC50 DCASE
Method
Kinetics400 AudioSet Kinetics400 AudioSet

AVTS [87] 767 80.6 91 93
XDC [24] 78:0 84.8 91 95
AVID [23] 79:1 891 93 96
MMV [187] - 85:6 - -
BraVe [186] - 90:4 - -
CrissCross 86 :8 90:5 96 97

4.3.8 Video Action Retrieval

In addition to full ne-tuning, we also compare the performance of CrissCross in an unsupervised
setup. Following prior works [63,89, 184], we perform action retrieval using the split-1 of both UCF101
and HMDB51. The results are presented in Table 4.7 shows that CrissCross outperforms the current

state-of-the-art on UCF101 while achieving competitive results for HMDB51.

4.3.9 Sound Classi cation

We use two popular benchmarks ESC50 and DCASE to perform sound classi cation. We nd large
variability of experimental setups in the literature for evaluating audio representations. For instance,
di erent backbones, input lengths, datasets, and evaluation protocols (linear evaluation, full- ne-
tuning) have been used, making it impractical to compare to all the prior works. Following [186,187],
we perform linear evaluations using 5-second inputs on ESC50 and 1-second input for DCASE. As
presented in Table 4.8, CrissCross outperforms current state-of-the-art AVID [23] and BraVe [186]
on ESC50, while pretrained on Kinetics400 and AudioSet respectively. Additionally, CrissCross
sets new state-of-the-art by outperforming all the prior works on DCASE when pretrained on both

Kinetics400 and AudioSet.

4.4 Related Work

Typically in multimodal self-supervised learning, multiple networks are jointly trained on the
pseudo tasks towards maximizing the mutual information between multiple data streams [23, 24, 60,
87,193,216,217]. Following, we brie y discuss some of the prior works [23,24,87,200] on audio-visual
representation learning. A multimodal self-supervised task is introduced in AVTS [87], leveraging
the natural synergy between audio-visual data. The network is trained to distinguish whether the
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given audio and visual sequences are “in sync' or “out of sync'. In XDC [24], the authors introduce a
framework to learn cross-modal representations through a self-labelling process. Speci cally, cross-
modal pseudo labelling is performed where the pseudo-labels computed from audio embeddings are
used to train the visual backbone, while the pseudo-labels computed using visual embeddings are
used to train the audio network. A self-supervised learning framework based on contrastive learning
is proposed in AVID [23] to learn audio-visual representations from videos. AVID performs instance
discrimination as the pretext task by maximizing the cross-modal agreement of the audio-visual
segments in addition to visual similarity. Though earlier works focus on learning cross-modal relations
while maintaining a tight synchronicity between the audio and visual data, our proposed framework
also considers asynchronous cross-modal relationships in addition to the standard synchronous

relations.

4.5 Summary

We propose a novel self-supervised framework to learn audio-visual representations by exploiting
intra-modal, as well as, synchronous andasynchronouscross-modal relationships. We conduct a
thorough study investigating the major concepts of our framework. Our ndings show that relaxation
of cross-modal temporal synchronicity is bene cial for learning e ective audio-visual representations.
These representations can then be used for a variety of downstream tasks including action recognition,
sound classi cation, and action retrieval. We believe that our approach can be further extended to
study asynchronous relationships in long videos, as well as across other modalities (e.g., vision and

language), which could be investigated in the future.
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Chapter 5

Cross-modal Knowledge Distillation with Domain Alignment

for Multimodal Video Self-supervised Learning

5.1 Introduction

Self-supervised learning aims to learn meaningful representations from unlabelled data with
no human supervision [11, 13, 25, 158, 218]. Using self-supervision, recent multimodal methods
[23,24,147,184,200,212] have shown great promise in learning e ective representations from videos.
In general, multimodal frameworks leverage the existing information in multiple data streams to
learn better representations for downstream tasks toward either modality (or all). Recent audio-
visual frameworks aim to perform information sharing between networks to further enrich the
learned representations [219223]. However, e ective knowledge sharing between audio and video is
particularly challenging due to the inherent diversity, complexity, and domain-speci ¢ nature of each
modality, as well as the existence of substantial domain gaps between them [220, 221].

In this work, we aim to perform e ective information sharing between audio and video streams
to obtain more generalized representations for downstream tasks. To this end, we propose a novel
self-supervised framework called XKD, which stands for Cross (X)-modal Knowledge Distillation.
Our approach consists of two sets of pseudo-tasksj )X masked data modelling and (i ) cross-modal
knowledge distillation. The former is performed to learn modality-speci ¢ (MS) information, while the
latter distills and transfers knowledge across modalities to further enrich the learned representations.
To allow for stable and e ective information exchange between modalities, we introduce a domain
alignment strategy. The proposed strategy involves 2 stepsi{ feature re nement that identi es

‘what to transfer' based on cross-modal feature relevance andi { minimizing domain discrepancy
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to align the two representations. Additionally, we introduce modality-agnostic (MA) variants of
our method to tackle the challenging task of learning from both modalities using a uni ed network
(shared backbone). Modality-agnostic methods are particularly useful given their ability to accept
di erent data streams and solve a variety of tasks using the same backbone. Moreover, they ease
the challenge of designing individual models for each modality, thus attracting attention in recent
studies [183,224,225].

Inspired by the recent success of Transformers in di erent domains [25,53,77,226], we use ViT [180]
as the backbone of our framework for both audio and visual modalities. We use the 3 di erent sizes
of datasets to pretrain the framework, including AudioSet, Kinetics400, and Kinetics-Sound. The
pretrained backbones are then evaluated on multiple datasets on a variety of downstream tasks.
More speci cally, UCF101, HMDB51, and Kinetics400 are used for video-related tasks; ESC50 and
FSD50K are used for audio-related tasks; and Kinetics-Sound is used for multimodal evaluation.

In summary, our contributions are as follows:

" We introduce XKD, a self-supervised framework for video representation learning, which uses
a novel domain alignment strategy to enable self-supervised cross-modal knowledge distillation
between audio and video as two heterogeneous modalities. The proposed domain alignment strategy
minimizes the domain gap and identi es the most transferable features between the two domains
for e ective cross-modal knowledge distillation.

Rigorous experiments and thorough ablations are performed to analyse the proposed method. XKD
achieves state-of-the-art or competitive performance on a variety of downstream tasks including
video action recognition, sound classi cation, and multimodal fusion.

Our proposed modality-agnostic variants achieve very competitive performance compared to the
modality-speci ¢ ones, enabling the use of a single pretrained encoder for a variety of audio and
visual downstream tasks.

The codes and pretrained models are released on the GitHuh

Lhttps://github.com/pritamqu/XKD
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Figure 5.1: An overview of our proposed framework, which consists of 3 steps. Masked reconstruction:
autoencoders are used to learn representations from individual modalities through reconstruction of
highly masked inputs. Domain alignment: To enable cross-modal knowledge distillation, two domains
are aligned through feature re nement and minimizing domain discrepancies. Cross-modal knowledge
distillation: The students are used to distil knowledge from their respective cross-modal teachers.

5.2 Method

5.2.1 Overview

We present an overview of our framework in Figure 5.1. Our method consists of two sets of
autoencoders for audio (2,) and video ( }.). First, we train these autoencoders to reconstruct from
the masked inputs, which helps the encoders ¢ and Y) to learn modality-speci ¢ information.
Next, to transfer knowledge between modalities to learn complementary information, we align the
two domains by identifying the most transferable features and minimizing the domain gaps. Finally,
audio ( &) and video ( ) teachers are employed to provide cross-modal supervision to the opposite

modalities. The details of our proposed method are mentioned below.

5.2.2 Data Embedding

Let be given video clip x, where the visual frames and audio spectrograms are denoted as and
Xa, respectively. We create “global' and “local' views from each modality which are then used by
the teachers and students respectively. First, we apply augmentations o, and x, to generate the

global views asxg and xg. Next, we generaten local viewsx!, and x!, from x, and x, respectively,
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wherex!, = fx};:: 0 xb gand xh = fx4,;::0;xh, 9. Speci cally, x}; is an augmented time-frequency
crop of x4 and x!; is an augmented spatio-temporal crop ofx,. To further elaborate, x!, and x., are
di erently augmented than x¢ and xJ. Both local and global views of audio and visual inputs are
projected into an embedding space. For examplex, 2 RF T= are reshaped intoN, smaller patches
of sizef  t,, whereN, = F=f  T,=t,. Similarly, we reshape the videosx, 2 R™ H W Cinto N,
smaller cuboids of size¢, h w C, whereN, = T,=t, H=h W=w C. Finally, the spectrogram
patches and visual cuboids are attened into vectors and linearly projected onto the embedding

space, which are then fed to the encoders.

5.2.3 Masked Data Modelling

Inspired by the recent success and scalability of pre-training with masked reconstruction in
di erent domains [25,53,75,76,22§229], we adopt masked data modelling in our framework to learn
modality-speci ¢ representations. The masked reconstruction employs an autoencoder,e, which
consists of an encoder, and a decoder 4. Let x be the input, which can be further expressed as
a sequence of token$x;gl, , as described in Section 5.2.2. Here, we randomly mask some of the
input tokens with m 2 f 0; 1N, hence the masked tokenx[™! are represented ad x;jm; = 1g\\;
while the corrupted inputs % are represented ad x;jm; = 0gl, . Further, we drop the masked tokens
x[M1 before feeding the input to .. for computational e ciency [25,183]. We train 4. to reconstruct

X, based on inputX. Here, . is trained to minimize the reconstruction 10SSL recon aS:

1 Xe
L recon ( ae(k);x[m]) = N ( ae(Ri) Xi[m])z: (5.1)

mi=1
In particular, using Equation 5.1, we de ne the video and audio reconstruction losses a& [,.,, and
L&con for given inputs x¢ and x4, to train Y, and 5., respectively. Here Y, and 3. denote video

and audio autoencoders. To jointly train the audio-visual masked autoencoder, we de ne the nal

reconstruction lossL e as:

Lae= Lyecon ( Xe(?3)§X3[m])+ L recon ( Se(%g);xg[m])I (5.2)
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5.2.4 Knowledge Distillation with Domain Alignment

To facilitate cross-modal knowledge sharing, we adopt a teacher-student setup [167]. The teacher
( t) and student ( s) are comprised of a backbone and a projector head ), where the teacher and
student network architectures are the same but di erently parameterized. Moreover, we parameterize

s asf ¢, h0, where . is the same encoder used in reconstruction (explained in the previous

subsection) and  is a newly added projector head. We de ne { and g as video and audio students,
whereas, { and { are denoted as video and audio teachers.

As mentioned earlier, cross-modal knowledge distillation between audio and video is particularly
di cult due to the inherent diversity, complexity, and domain-speci ¢ nature of these two modalities.
To tackle this, we perform domain alignment by identifying the most transferable features and
minimizing the domain discrepancy. The proposed domain alignment ensures meaningful target
distributions are set by the teachers in order to perform successful cross-modal knowledge distillation.
Domain alignment. Both the audio and video carry a rich and diverse set of information
about the source. Therefore, rst, we identify the most transferable features by re-weighting the
teachers' representations based on their cross-modal feature importance through a soft-selection
process. Speci cally, we obtain the cross-modal attention maps to calculate the cross-modal feature
importance with respect to the corresponding modalities. In order to calculate the cross-modal
attention maps, we rst extract the modality-speci ¢ attention maps ( A) from the last attention
layers of the teacher networks as:

K T

A = softmax( QI°*S! pi): (5.3)

Here, Q denotes the query,K is the key, andV is the value. Speci cally, A 2 R" N is calculated
as the correlation between the query Q) embedding of the class token CLS and the key (K)
embeddings of all the other patches or cuboids. NoteH denotes the number of attention heads and
N denotes the number of patches or cuboids. We obtain the visual attentiomA, 2 R" Nv and audio
attention A, 2 R Nz as per Equation 5.3. Next, we obtain the respective cross-modal attention

maps asA, and A, as:

A, =MeanPool(A, Al)=scalg;
(5.4)
A, =MeanPool(A, Al )=scalg:
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Here,A, Al 2 RH Nv Nagnda, Al 2 RM Na Nv we apply MeanPoolacross the last dimension.
Additionally, scalg and scalg are scaling factors, obtained asﬁv P iszl A, and Ni P ile A,, used

to re-scale the computed cross-modal attention maps back to their original range for numerical
stability. We identify the most transferable features obtained from the teachers asf) and f 2, as

rene( Y(x9);A,) and re ne( 2(x9);A,) respectively. HereA, and A, are used to re-weight the

visual and audio representations respectively. We formulate re ne as:

1 X
rene( (XA )= (X9 — A, (5.5)

where A, represents the cross-modal attention of each head and is a non-negative scalar de ned

as the ratio of prior and posterior energy, expressed as:

_ k (x9)ks
T k(X9 A K (>.6)

Next, to improve the knowledge transferability, we reduce the domain gaps by minimizing the

Maximum Mean Discrepancy (MMD) [230] loss, estimated as:

Lmma (P;0) =KEp p[K(;P)]  Eq olk(;0)] Ku,: (6.7)

Here p and g are drawn from distributions P and Q respectively. Additionally, k ky, is the RKHS

norm [230] and andk represents the Gaussian kernel with bandwidth , written as:

k K2
k(p; g) = exp 72 2q : (5.8)
Using Equation 5.7, we de ne domain alignment lossL 4, as:
Laa = med(fg;fsa)"' med(ftv;fta): (5.9

Here,f 2 and f¢ refer to audio and visual representations obtained from 2 and ¢ respectively.
Knowledge distillation. We perform knowledge distillation between modalities to provide cross-
modal supervision in order to learn complementary information. We train the student networks to

match the distribution of the cross-modal teacher networks. Speci cally, we train ¢ to match the
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distribution of 2, while 2 is trained to match the distribution of Y. Following [10], we normalize
f& and f’ with a ‘mean’ calculated based on the current batch statistics, which helps the teachers'
outputs be more uniformly distributed. Additionally, to prevent abrupt updates of batch means, we
slowly update the “'means' using an exponential moving average (EMA). Finally, we minimize the
cross-entropy lossH (a; b) formulated as aloghb, where a and b represent the output probability
distributions of  and ¢ respectively. Here, the probability P over K dimensions is obtained by
using a softmax function with the temperature parameter , where 0< < 1 is used to sharpen the

distribution as:

(i) —
pfy= p &XPET=) . 5.10
(f7) K exp(f (0= ) (5.10)
Accordingly, we de ne the cross-modal knowledge distillation loss. g as:
L = P(f)log(P(f))  P(f)log(P(fs)): (5.11)

5.2.5 Final Loss

To train XKD, we de ne the nal loss function as the combination of reconstruction, domain

alignment, and cross-modal knowledge distillation losses expressed as:

Lxkd = ael aet dal dat kd L ka: (5.12)

Here, e, da, @and q are the loss coe cients corresponding to the three loss terms, respectively.
Empirically, we set 4, 4a, and g as 5, 1, and 1 respectively. It should be noted thatl yq is only

used to train s and 4, not . EMA [12,13,167] is used to slowly update & and } as:

a a 2+(1 a) oand ¢ vit(@ v) (5.13)

where , and , are the EMA coe cients corresponding to & and . We present the pseudocode

in Appendix C.1.

5.2.6 Modality-agnostic Variant

We take our proposed approach a step forward and attempt to train it in a modality-agnostic

fashion with the goal of developing a "general' network capable of handling both modalities. This is
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a very challenging task in the context of our work given the very diverse nature of audio and video
streams. We introduce two modality-agnostic variants XKD-MATS and XKD-MAS. As the name
suggests, in XKD-MATS the audio and visual teachers share their backbones, and so do the audio
and visual students. In the case of XKD-MAS, the audio and visual students share their backbones,
while the audio and visual teachers use modality-speci ¢ backbones. Please note that in all the
setups, we use the Equation 5.13 to update the teachers using their respective students. Moreover,
given the need to reconstruct di erent modalities, all of the variants use modality-speci ¢ decoders
and input projection layers. The rest of the setups remain the same as the original XKD. Both

variants are trained with L,y (see Equation 5.12).

5.3 Experiments and Results

5.3.1 Experiment Setup

We pretrain XKD on 3 datasets of di erent sizes including the small-scaleKinetics-Sound  [199],
large-scaleKinetics400 [4], and very large-scaléAudioSet [83]. We evaluate our proposed method on
a variety of downstream tasks including video action recognition, sound classi cation, and multimodal
action classi cation. We use a total of 6 datasets for downstream tasks, namelKinetics400 [4],
Kinetics-Sound  [199], UCF101 [6], HMDB51 [7], ESC50 [86], and FSD50K [92]. The dataset
details are provided in the Appendix C.3.1. Unless mentioned otherwise, Kinetics400 is used for
pre-training. During pre-training, to save computation we downsample the video input at 8 FPS and
resize the frame resolution at 112. Additionally, we re-sample the audio waveforms at 16 kHz. and
generate mel-spectrograms using 80 mel Iters. Next, we create global and local views for both audio
and video. We use 4 seconds of audio-visual input for the global views. Followed by the local views
are generated by taking random temporal segments of 1 second unless stated otherwise. The nal
input sizes to the teachers are 3 32 112 and 80 448. Similarly, the input sizes to the students are
3 8 962 and 80 112, for video and audio respectively. Moreover, the inputs to the encoders for
masked reconstructions are the same as the input to the teacher networks, except they are heavily
masked. We use a patch size of 416 for audio spectrograms and a cuboid size of 416 for video
input. We choose ViT-B [180] as the backbone for both audio and video, due to its stability in
performance across di erent data streams [183]. Following [23,24,147,186], we evaluate XKD in both

linear and ne-tuning setups. The additional implementation details and evaluation protocols are
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Table 5.1: E ect of cross-modal knowledge distillation in video action recognition (UCF101, HMDB51,
Kinetics-Sound, and Kinetics400) and sound classi cation (FSD50K and ESC50). We perform linear
evaluation and report the top-1 accuracy for all datasets except FSD50K, for which we report the
mean average precision (mAP).

Loss UCF101 HHDB51 Kinetics-Sound Kinetics400 FSD50K ESC50

L recon 76.145:6 51.15.2 56.8:13 9 30.7415.7 44.6412 90.041:0
L ae 76.345:4 51.2%5.1 56.9:13 8 32.2414 2 44341 5 90.0410
L xkd 84.7 59.3 70.7 46.4 45.8 91.0

Table 5.2: E ect of domain alignment. Ly, and Lyy are complementary to each other. WhileL 44
and Lq are not e ective when applied separately, their combined optimization signi cantly improves
the performance.

Loss UCF101 HMDB51 Kinetics400 Remarks

L ae 76.3 51.2 32.2 multimodal baseline.

Lae + Lid 76.3 51.2 32.2 without L 42, knowledge distillation fails.
Lae + Lga 77.8 51.4 33.7 without Lq, Lga has marginal impact.

Lae + Lkd + Laa 84.7 59.3 46.4 Lga + Lka improves the accuracy by 8 14%.

mentioned in Appendix C.3.

5.3.2 E ect of Cross-modal Knowledge Distillation

As discussed, the proposed XKD is pretrained to solve masked data modelling and cross-modal
knowledge distillation. Therefore, to obtain an accurate understanding of the impact of cross-modal
knowledge distillation, we compare XKD (Lkg ) With respect to the following baselines:

" masked video reconstruction [ }econ

masked audio reconstruction (&,
~ audio-video masked autoencoderlse).

We pretrain the above variants for the full training schedule of 800 epochs and report linear evaluation
results on the split-1 of downstream benchmarks.

Visual representations. The results presented in Table 5.1 show that video representations
signi cantly bene t from the cross-modal supervision obtained through knowledge distillation. In
comparison to L y..on, Lxkda improves video action recognition by 86%, 82%, and 139% on UCF101,
HMDB51, and Kinetics-Sound, respectively. Furthermore, we challenge XKD on Kinetics400 in a
linear evaluation setup which improves the top-1 accuracy by 15%. We interestingly notice that

the joint audio-visual masked reconstruction (L z¢) does not make considerable improvements, e.g., it

improves top-1 accuracies by only @1% 0:2% on UCf101, HMDB51, and Kinetics-Sound.

58



5.3. EXPERIMENTS AND RESULTS

Figure 5.2: Visualizing the distribution of audio and visual representations, obtained from Kinetics400.
It shows that audio has a sharper distribution compared to video. We nd that a sharper distribution
inherently provides better cross-modal supervision as a result we nd audio-to-visual supervision is
more e ective than video-to-audio supervision.

Audio representations. In Table 5.1, we notice that cross-modal knowledge distillation improves
the performance in sound classi cation by 15% and 1% on FSD50K and ESC50 respectively. We
note that the improvement is relatively less prominent compared to visual representations. Our
thorough literature review in this regard reveals that a similar phenomenon has also been noticed
amongst earlier works [220, 221] that have attempted cross-modal knowledge distillation between
audio and video in a semi-supervised setting. We conclude that while audio-to-video knowledge
distillation is highly e ective, video-to-audio provides a less substantial improvement. This is likely
since a sharper distribution is preferred to provide supervision [10,12]. As shown in Figure 5.2, the
distribution of audio is sharper while the distribution of video is quite wider in nature. We nd
that such constraints can be overcome to some extent by applying aggressive sharpening of visual

representations, please see related experiments in Appendix C.2.1.

5.3.3 E ect of Domain Alignment

We conduct a thorough ablation study investigating the impact of domain alignment in our
proposed framework, as presented in Table 5.2. First, without domain alignment, the model fails to
perform cross-modal knowledge distillation due to domain discrepancy, and the model behaves as
an audio-visual masked autoencoder. Second, quite expectedly, naively aligning the two domains
without knowledge distillation has a minor impact. Last, our results exhibit that the proposed

Lg4a and Ly are complementary to each other, and their combined e ect signi cantly improves the

59



5.3. EXPERIMENTS AND RESULTS

without re ne with re ne

Table 5.3: Eect of rene . It signi- o
cantly improves downstream task perfor- §
mance on both audio and video tasks. ©
without  with =]

HMDB51 53.5 #5:8) 59.3 %
UCF101 81.0 #3:7) 84.7 &

ESC50 88.0 #3.0) 91.0

Figure 5.3: Visualizing the e ect of re ne in identifying
the most transferable visual features.

Table 5.4: Comparison between modality-agnostic  Table 5.5: Comparison between students

(MATS, MAS) and modality-speci ¢ (MS) variants. and teachers.
MATS MAS MS Student  Teacher
HMDB51 53.5#5:8) 55.2(#4:1) 59.3 HMDB51 57.8#1:5) 59.3
UCF101 80.3#4:4) 81.5#3:2) 84.7 UCF101 84.4(#0:3) 84.7
ESC50 90.3@#0:7) 89.5¢1.5) 91.0 ESC50 90.3(#0:7) 91.0

performance, e.g., by 81 14:2% on UCF101, HMDB51, and Kinetics400. In addition to the absence
of domain alignment, we identify two more factors that could cause training instability, discussed
in the Appendix 5.3.8 and C.2.5. Please see alternative design choices for domain alignment in the

Appendix C.2.6.

5.3.4 E ect of Feature Re nement

To study the impact of re ne in cross-modal knowledge distillation, we modifyL 44 in the nal
loss function (Equation 5.12) asLmma ( 2(X2); {(X?)) + Lmma (fY;f2). The results presented in
Table 5.3 demonstrate that re ne improves downstream performance by 8%, 37%, and 30% on
HMDB51, UCF101, and ESC50 respectively. In Figure 5.3, we visualize the attention from the last
layer with and without re ne, which further con rms the ability of re ne in identifying the most
transferable and key features for enhanced downstream performance. Please see alternative design

choices of feature re nement Appendix C.2.7.

5.3.5 Comparing Modality-Agnostic vs. Modality-Specic

In Table 5.4, we compare the performance of modality-agnostic (MA) variants with the modality-

speci ¢ (MS) one. Amongst the MA variants, XKD-MATS works slightly better on ESC50, whereas,
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XKD-MAS shows better performance on both UCF101 and HMDB51. The results are promising, as
these variants show minor performance drops (e.g.,:0% 4:1%) in comparison to the default XKD.
Please note that such performance drops are expected as we keep the encoder size xed for both
MA and MS variants [183]. To further elaborate, while we dedicate 2 separate backbones of 87M
parameters to learn audio and visual representations for the MS variant, we use just one backbone of
87M parameters forboth audio and visual modalities in the MA variants. Therefore, the network
parameters or model weights become saturated relatively quickly, limiting their performance. A

simple solution could be to use a larger backbone for MA variants, which could be explored in future.

5.3.6 Comparing Teacher vs. Student

In Table 5.5, we present the comparison between teachers and students. Our results exhibit
that due to the slow weight update schedule using EMA (see Equation 5.13), the teachers become
slightly stronger learners compared to the students. We study the impact of di erent EMA schedules
(presented in the Appendix C.2.2) and nd that EMA coe cients as 0 :997 work best in our setup.
As presented in Table 5.5, the video teacher outperforms the video student by:8% and 15% on
UCF101 and HMDB51. Next, the audio teacher outperforms the audio student by 07% on ESC50.
Please note that by default, we use the teachers to perform downstream tasks. We present a detailed
comparison between the modality-speci ¢ and modality-agnostic variants using both teacher and

student encoders in the Appendix C.2.8.

5.3.7 Scalability

We study the scalability of XKD on 3 pre-training datasets of di erent sizes, similar to [147,200],
i.e., Kinetics-Sound (22K), Kinetics400 (240K), and AudioSet (18M). We report the linear evaluation
top-1 accuracy averaged over all the splits on UCF101, HMDB51, and ESC50. Figure 5.6 shows that
XKD continues to perform better as we increase the number of training samples. Such scalability
is a much-desired property, which shows XKD can likely be scaled on even larger datasets like
HowTo100M [103]. We also study the e ect of longer pre-training of XKD, presented in the Appendix

C.2.9. Due to computation limitations, we could not experiment with larger ViT backbones.
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Table 5.6: We present the top-1 accuracy of linear evaluation on action recognition and sound
classi cation across di erent pre-training dataset sizes. We observe considerable performance
improvements across all downstream datasets as we pretrain on larger datasets, demonstrating the
excellent scalability of our method.

Pre-training
Kinetics-Sound Kinetics400 AudioSet
(22K) (240K) (1.8M)
HMDB51 42:6 574 60.0
UCF101 69:8 838 86.6
ESC50 806 894 935

Figure 5.4: Visualizing pre-training instability and collapse in cross-modal knowledge distillation.

5.3.8 Avoiding Collapse and Training Instability

Here we summarize the setups that cause a collapse and instability in cross-modal knowledge
distillation. We identify three such instances, (i) without normalization layer in the projectors,
(ii ) without Lga, and (iii ) without normalizing the teacher's representations based on the current
batch statistics, i.e., Centering [10]. To identify collapse, we mainly track (not optimize) the
Kullback{Leibler divergence between teacher and students I[( xig ) and Knowledge Distillation ( Lyq)
losses, as shown in Figure 5.4. A collapse can be identi ed if eithdryy or Lyg is zero. First, when
no normalization layer is added in the projector head, thelL ¢ becomes zero, which indicates that
the models output a constant vector. Second, withoutL 45, the Lyq also reaches zero (with minor
spikes), which indicates training collapse. Third, we notice that without the Centering, L g does not
become zero, while thel 4 reaches zero, which also indicates training collapse. In addition to the
ablation studies presented in Table 5.1, we attempt to train XKD without the masked reconstruction
loss (i.e., setting 4 to O in Equation 5.12), and quite expectedly we face training collapse. This

is due to the fact that in order to perform e ective cross-modal knowledge distillation, the model
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Figure 5.5: Stable training curves are presented.

rst needs to learn meaningful modality-speci c representations. To provide more insights into the

training process, we present the default training curves in Figure 5.5.

Table 5.7: Comparison on video action recognition. XKD outperforms or achieves competitive
performance compared to state-of-the-art methods. Lin.: Linear evaluation, FT.: ne-tuning, V:
Video, A: Audio, T: Text, F: Flow. computed by us using o cial checkpoints.  industry-level
computation, e.g., VideoMAE uses 64 vs. ours 8 GPUs, BraVe pretrains with very high temporal
resolutions (128 frames) compared to others (8-32). More comparisons with VideoMAE are in the
Appendix C.2.10.

Method Pretrain Modality UCF101 HMDB51 Kinetics400

Lin.  FT. Lin.  FT. Lin.  FT.
AVSlowFast [231] Kinetics400 VA 77.4 87.0 44.1 54.6 - -
SeLaVi [89] Kinetics400 VA - 83.1 - 47.1 - -
XDC [24] Kinetics400 VA - 86.8 - 52.6 - -
CMACC [200] Kinetics400 VA - 90.2 - 61.8 - -
AVID [23] Kinetics400 VA 72.3 87.5 414  60.8 44.5 -
CMAC [212] Kinetics400 VA - 90.3 - 61.1 - -
GDT [63] Kinetics400 VA 70.1 90.9 385 623 - -
STICA [214] Kinetics400 VA - 93.1 - 67.0 - -
CrissCross [147] Kinetics400 VA 83.9 915 50.0 64.7 445 -
XKD Kinetics400 VA 83.8 94.1 57.4 69.0 514 77.6
XKD-MAS Kinetics400 VA 81.7 93.4 55.1 65.9 50.1 75.9
XKD-MATS Kinetics400 VA 80.1 93.1 53.1 65.7 488 757
XDC [24] AudioSet VA 85.3 93.0 56.0 63.7 - -
MMV [187] AudioSet VA 83.9 91.5 60.0 70.1 - -
CM-ACC [200] AudioSet VA - 93.5 - 67.2 - -
BraVe [186] AudioSet VA 90.0 93.6 63.6 708 - -
AVID [23] AudioSet VA - 91.5 - 64.7 48.9 -
CrissCross [147] AudioSet VA 87.7 92.4 56.2 67.4 50.1 -
XKD AudioSet VA 88.4 95.8 62.2 757 56.5 80.1
VideoMAE [75] U101/H51 \% - 91.3 - 62.6 - -
BEVT [76] Kinetics400 \% - - - - - 76.2
VideoMAE  [75] Kinetics400 \% 80.0 96.1 54.3 73.3 - 80.0
CPD [232] Kinetics400 VT - 90.5 - 63.6 - -
CoCLR [215] Kinetics400 VF 74.5 - 46.1 - - -
BraVe [186] AudioSet VFA 93.2 96.9 69.9 79.4 - -
MIL-NCE [233] HowTo100M VT - 91.3 - 61.0 - -
VATT [183] AudioSet+HowTo100M VAT 89.6 - 65.2 - - 81.1
VATT-MA [183] AudioSet+HowTo100M VAT 84.4 - 63.1 - - 79.9
ElLo [213] YouTube8M VFA - 93.8 - 67.4 - -
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5.3.9 Video Action Recognition

Following the standard practice in [24,147,200], we compare XKD with other leading audio-
visual self-supervised frameworks in Table 5.7 in both linear evaluation and ne-tuning on UCF101,
HMDB51, and Kinetics400. We note a large variability in the experiment setups amongst the prior
works, however, they are included for a more inclusive and thorough comparison. We report top-1
accuracy averaged over all the splits for both UCF101 and HMDB51.

The results presented in Table 5.7 show that XKD (ViT-B) outperforms or achieves competitive
performance amongst the leading audio-visual self-supervised methods. For example, XKD pretrained
on Kinetics400 outperforms AVID and CrissCross in linear evaluation on Kinetics400, by a very
large margin. Moreover, XKD outperforms powerful state-of-the-art models like STiCA, BraVe, and
CrissCross among several others when netuned on UCF101. Additionally, XKD outperforms prior
works that are pretrained with massive datasets and tri-modalities like Elo pretrained with video,
audio, and optical ow from YouTube8M [234], compared to XKD pretrained with audio and video
from AudioSet 2M. Our modality-agnostic variants also achieve encouraging results, e.g., a minor
performance drop is noticed between XKD-MAS and XKD, e.g., 07% on UCF101 and 17% on

Kinetics400, when netuned.

5.3.10 Sound Classi cation

In Table 5.8, we compare the performance of our proposed method using linear evaluation
and ne-tuning on sound classi cation using 2 popular audio benchmarks ESC50 and FSD50K.
Following [86,92], we report top-1 accuracy averaged over all the splits on ESC50 and mean average
precision on FSD50K. XKD outperforms prior works like XDC, AVID, and CrissCross on ESC50
in both linear evaluation and ne-tuning. Moreover, XKD and its MA variants outperform VATT
and VATT-MA on ESC50 by 4:7% and 75%, even though VATT is pretrained with 136M videos,
compared to XKD which is only trained on 240K samples. Additionally, when evaluated on FSD50K,
XKD outperforms BYOL-A, AudioTransformer, and PSLA among others. Lastly, XKD shows
state-of-the-art performance on ESC50, achieving top-1 netuned accuracy of 96% when pretrained

with AudioSet.
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Table 5.8: Comparison on sound classi cation. XKD outperforms the prior state-of-the-art methods.

V: Video, A: Audio, I: Image.

Method Pretrain Modality ESCS0 FSD50K
Lin. FT. Lin. FT.
XDC [24] Kinetics400 VA 78.0 - - -
AVID [23] Kinetics400 VA 79.1 - - -
STICA [214] Kinetics400 VA 81.1 - - -
CrissCross [147] Kinetics400 VA 86.8 - - -
XKD Kinetics400 VA 89.4 93.6 458 54.1
XKD-MAS Kinetics400 VA 87.3 927 430 523
XKD-MATS Kinetics400 VA 88.7 929 434 538
AVTS [87] AudioSet VA 80 :6 - - -
AVID [23] AudioSet VA 89 :2 - - -
GDT [63] AudioSet VA 88 5 - - -
CrissCross [147] AudioSet VA 90:5 - - -
XKD AudioSet VA 93.6 96.5 51.5 585
AudioMAE [235] AudioSet A - 93.6 - -
MaskSpec [236] AudioSet A - 89.6
MAE-AST [237] AudioSet A - 90.0 -
BYOL-A [203] AudioSet A - - 44 8
Aud. T-former [238] AudioSet A - - 53.7
SS-AST [226] AudioSet A - 88.8 -
PSLA [239] AudioSet A - - 55.8
VATT [183] AudioSet+HowTo100M VAT 84 7 - - -
VATT-MA [183] AudioSet+HowTo100M VAT 81 2 - - -
PaSST(SL) [240] AudioSet+ImageNet Al - 95.5 58.4

5.3.11 Multimodal Fusion

Following [147], we evaluate XKD in multimodal action classi cation using Kinetics-Sound. We

extract xed audio and visual embeddings from the pretrained encoders and concatenate them

together (i.e., late fusion), followed by a linear SVM classi er is trained and top-1 accuracy is

reported. The results presented in Table 5.9 show that XKD outperforms CrissCross by 15% and

baseline audio-visual masked autoencodef(z) by 5:5%.

5.3.12 In-painting

We present reconstruction examples in Figure 5.6, which shows that XKD retains its reconstruction

ability even when a very high masking ratio is applied, for both audio and video modalities. This

makes XKD also suitable for in-painting tasks. More examples are in the Appendix C.2.11.
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Original Masked Reconstructed

Table 5.9: Multimodal action classi ca- S
tion by late fusion on Kinetics-Sound. 'g
Method Audio + Video
CrissCross 66.7
Lae (AV-MAE) 75.7 2
XKD 81.2 3
XKD-MAS 78.8
XKD-MATS 78.3

Figure 5.6: Reconstruction from highly masked inputs
(video: 80%, audio: 70%).

5.4 Related Work

Masked data modelling. Inspired by the success of BERT [53] in natural language processing,
several prior works have attempted to learn meaningful representations through the reconstruction
of masked (corrupted) inputs. Such methods employ encoder-decoder setups, where the encoder
compresses the inputs into a lower dimension, while the decoder is trained for reconstruction. This
simple approach shows promise in di erent domains including image [25,227,241], video [&7], and
audio [226,229, 236] among others.

Cross-modal knowledge distillation. The main goal of cross-modal knowledge distillation is to
transfer knowledge across di erent modalities [213, 218223, 242]. For example, [219,221] attempted
knowledge distillation between audio teachers and video students to improve visual representations.
Cross-modal knowledge distillation amongst di erent visual modalities has been performed in [242],
where a pretrained optical ow teacher is used to improve RGB student's representation.
Modality-agnostic networks. While modality-speci ¢ models have been the preferred approach
toward developing representation learning solutions due to their strong performance, they do not
have the ability to learn from multiple modalities using the same backbone, which makes them harder
to develop. Recently, [183,224] introduced modality-agnostic models capable of learning di erent
modalities using the same backbones. In our work, we attempt to develop modality-agnostic variants
of our solution which can handle 2 very di erent modalities, i.e., audio and video to solve a variety

of downstream tasks.
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5.5 Summary

In this work, we propose XKD, a novel self-supervised framework to improve video representation
learning using cross-modal knowledge distillation. To e ectively transfer knowledge between audio
and video modalities, XKD aligns the two domains by identifying the most transferable features and
minimizing the domain gaps. Our study shows that cross-modal knowledge distillation signi cantly
improves video representations on a variety of benchmarks. Additionally, to develop a general network
with the ability to process di erent modalities, we introduce modality-agnostic variants of XKD
which show promising results in handling both audio and video using the same backbone. We believe
that our approach can be further expanded to perform cross-modal knowledge distillation between

other modalities as well (e.g., vision and language), which could be investigated in the future.
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Chapter 6

Mitigating Object Hallucination in Multimodal Large

Language Models via Data-augmented Phrase-level Alignment

6.1 Introduction

Recent advancements in Large Language Models (LLMs) [19, 20, 109, 24216] have laid the
foundation for the development of highly capable Multimodal LLMs (MLLMs) [15, 16,109{111,
132]. MLLMs can process additional modalities such as image or video, while retaining language
understanding and generation capabilities. Despite their impressive performance across a variety of
tasks, the issue ofobject hallucination in MLLMs presents a signi cant challenge to their widespread
and reliable use [247250]. Object hallucination refers to generated language that includes descriptions
of objects or their attributes that are not present in, or cannot be veri ed by, the given input. We
illustrate a few examples of object hallucinations in Figure 6.1, where on the left LLaVA-v1.535
inaccurately describes a “toothpick' in an image of utensils (knife, spoon, fork) as these items
frequently appear together, while it missed identifying "Legos' due to their rare occurrence with
utensils. On the right, LLaVA-v1.5 135 incorrectly con rms the presence of a ‘tie' for the image of a
‘wedding cake'. This is likely due to two reasons: rst, the frequent co-occurrence of wedding attire
such as ‘ties' and "wedding cakes', and second, MLLMs tend to answer “Yes' for most instructions
presented due to positive instruction bias in the training data [250, 251].

Prior research has attempted to address object hallucination in one of three key stages: inference
[25Z 257], pre-training [251, 258, 259], and ne-tuning [260, 261]. Inference-based methods aim
to mitigate hallucinations during text generation, either through specialized decoding [252, 254,

262] or through iterative corrections [255, 256, 263], among others. One of the key limitations of
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Figure 6.1: Examples of object hallucinations.

such approaches is that they can substantially increase inference time and cost, and often require
modi cations to the serving infrastructure [250, 255]. Pre-training techniques, such as negative
instruction tuning or contrastive learning, have also been used to mitigate object hallucination
[251,259]. The main limitation of such approaches is that they require massive training dataX 500K
samples) and can not be applied to o -the-shelf MLLMs. Finally, ne-tuning-based approaches
attempt to mitigate object hallucination through preference optimization [260] or human feedback
[258,264], among others [261, 265].

We note that hallucinations typically occur locally and can be pinpointed to speci ¢ words or
phrases, such as "tooth-pick' in Figure 6.1. This is in contrast to other alignment problems such as
helpfulness, where it is di cult to identify if a particular word contributes to the overall helpfulness
(or lack thereof) in a response. Existing alignment methods (e.g., DPO [45]) do not leverage this
and instead attempt to mitigate hallucinations using a sequence-level loss. Such sequence level loss
provides a coarse and noisy signal, making it less e ective and causing the model to degenerate from
its initial state, leading to a deterioration in general vision-language capabilities (see Figure 6.2).

Our goal is to achieve a ne-grained mechanism to mitigate hallucinations that allows to tackle
hallucinations while not hurting the general capabilities of the model without adding to inference time

or requiring substantial re-training.To this end, we rst use generative data augmentation [266,267] to
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(A) (B)

Figure 6.2: (A) : A high-level overview comparing the performance of HALVA (the netuned model
with DPA) with existing ne-tuning methods in mitigating object hallucination, and their ability
on general vision-language tasks.(B) : Unlike HALVA, the existing ne-tuning approaches (e.g.,
HA-DPO and EOS) substantially diverge from their base model (LLaVA-v1.5:g).

construct a training set of “hallucinated' and “correct' response pairs, by selectively altering the ground-
truth phrases in the correct responses, while keeping the overall structure intact. Next, to reduce the
likelihood of hallucinations, we introduce a training objective called Data-augmented Phrase-level
Alignment (DPA ), to netune MLLMs using the constructed correct and hallucinated response pairs.
Our proposed DPA loss consists of two terms: the rst term computes the relative log-probability of
the hallucinated tokens compared to the correct ones, and the second term calculates the token-wise
KL divergence using a frozen reference model. Accordingly, the MLLM is trained to minimize the
likelihood of hallucinated tokens while keeping the divergence minimal. As a result, while DPA is
e ective in mitigating hallucination it closely retains the general capabilities of the base MLLM.
We refer to MLLMs trained with our proposed DPA loss as Hallucination A ttenuated L anguage
and Vision Assistant (HALVA ). We perform rigorous evaluations on hallucination benchmarks,
showing the bene ts of our method in mitigating hallucination in both generative and discriminative
vision-language tasks. While the primary goal of this work is to mitigate object hallucinations, we
take a further step to also evaluate on general vision-language hallucination benchmarks. The results
show that DPA also provides bene ts toward other forms of vision-language hallucinations that
may arise due to visual illusions among others. Finally, to ensure that the proposed DPA does not
adversely a ect the general capabilities of MLLMs, we evaluate HALVA on popular vision-language
benchmarks. Our extensive studies con rm the e ectiveness of the proposed method in mitigating
object hallucinations while retaining or improving the performance in general vision-language tasks.
In summary, our main contribution is DPA, a novel method to netune MLLMs for mitigating
object hallucination in vision-language tasks. Unlike existing ne-tuning-based hallucination miti-

gation methods, DPA works at a phrase-level and penalizes the tokens where hallucination occurs
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Figure 6.3: An example of correct and hallucinated response pairs constructed through our generative
data-augmentation. The hallucinated responses are generated by selectively altering the true concepts
in the correct response. For instance, we alter “objects": shirf dress, & jeans) sneakers; "attributes":
white ) black, & blue ) red; “actions': skateboarding) rollerblading; and other object-related
information such as “location’: skate park) roller rink. Best viewed in color.

and not across all the tokens. Such localized and ne-grained feedback reduces object hallucination
while retaining the general performance of MLLMs. We open-source the code, checkpoints, and the

generated response pairs used in training on the GitHub.

6.2 Method

Consider an MLLM, denoted as , trained in an auto-regressive manner to predict an outputy

for a given vision-language instructionx = f x, ; x40, where x, is an image andx, is the corresponding

where eacht; represents a language token. The sequenceis said to contain hallucinations if the
occurrence oft; is not grounded in, or cannot be veri ed from, the input x. If the data used to
train comprises frequent appearance of certain concepts (e.g., objects, object-attribute pairs),
the MLLM may generate responses based on learned spurious correlations while ignoring the given
inputs [249, 250, 256, 268]. Here, we present our strategy to mitigate object hallucinations that may
occur due to such co-occurrences.

Generative data augmentation. We discuss our strategy to construct “hallucinated' and
“correct' response pairs through generative data augmentation. Ley* andy be a correct and
hallucinated response, respectively, to a vision-language instructiorfix,; Xqg. We design a generative

data-augmentation setup to generatey by selectively altering the ground-truth concepts in y*,

Lhttps://github.com/pritamqu/HALVA
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Figure 6.4: Overview of our method: Given a vision-language instruction and its correct and
hallucinated response pair, the alignment objective ;) reduces the log-likelihood of hallucinated
tokens compared to the correct ones. Also, a token-wise KL divergence regularizet §) is employed
using a reference model (¢f), to restrict the divergence of the MLLM () during DPA training.

thus introducing hallucinated concepts that are not present in the vision input x,. Note that there

is no overlap between the correct and the induced hallucinated concepts. Formally, we generate
y , by replacing the ground-truth set o containing the true concepts iny*, with the hallucinated
set 0® whereo®2 O and o® 2 x,. Here, O is a set containing hallucinated concepts. We de ne
O=f(o;¢c)jog 2Uand¢g Ug, whereg is a concept (e.g., object, attribute, or action), ¢ is a
subset of concepts that co-occur withg;, and U represents the universal set of all possible concepts
of objects and object-related attributes. See an example in Figure 6.3.

We approximate O for hallucinated concepts that are both closed set Q..) and open-set Oqc).
We prepare O, based on the co-occurring concepts in a large object-centric dataset. FdD,. we
sample hallucinated concepts by directly prompting an LLM. In addition to generating descriptive
responses, we also use a small set of Yes-or-No questions based on an existing visual question-answering
dataset, for which we generatey by simply inverting y*. This yields the correct and hallucinated
response pairdy*;y g, which we subsequently use in DPA. Additional details of generative data
augmentation, including the templates for generating correct and hallucinated responses, as well as
end-to-end examples of the entire augmentation process, are presented in Appendix D.4.3.

Proposed phrase-level loss.  Given an o -the-shelf trained MLLM susceptible to hallucinations,
our objective is to minimize the likelihood of generating hallucinated tokens using the correct and
hallucinated response pairfy* ;y g obtained through generative data-augmentation. To this end,

we de ne an alignment objective based on the relative probabilities of correct and hallucinated
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