
Data-Driven Bottleneck Identification for

Serial Production Lines

by

Gavin McClelland

A thesis submitted to the

Department of Mechanical and Materials Engineering

in conformity with the requirements for

the degree of Master of Applied Science

Queen’s University

Kingston, Ontario, Canada

July 2022

Copyright © Gavin McClelland, 2022



Abstract

Bottleneck identification is an important challenge for manufacturing firms to address

in pursuit of increased manufacturing capacity. Prominent efforts used simulation-

based approaches but are seldom extended to industry due to lack of data availability.

This thesis presents an application of three methods to an industrial data set. A data

pipeline was developed to automate data collection from machinery, which was used

to realize the first data-driven application of bottleneck identification methods in the

electronics industry. It was determined that three methods agreed on the identified

bottleneck machine for just 8% observed production runs.

Once different perspectives on bottleneck machines were explored, diagnostic in-

sights were sought to identify root causes of capacity loss. Fault events collected

by the data pipeline were analyzed using first principles and unsupervised learning

techniques. Four data visualization approaches were explored, and a web interface

was developed to communicate these insights. The principal causes of unplanned

downtime were identified and aligned with domain knowledge at the case company.

Improved data quality will improve the quality of bottleneck identification results,

and further data collection will improve the understanding of fault behaviour. Ulti-

mately, the work reveals the opportunities and challenges associated with data-driven

applications in manufacturing.
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Chapter 1

Introduction

1.1 Motivation

Bottleneck identi�cation is a challenge that pervades manufacturing plants in every

industrial sector as it pertains to throughput. The bottleneck machine in a process

has undertaken many de�nitions through the evolution of production research with-

out a clear consensus. Early works by Lawrence and Buss de�ned the bottleneck as

a \resource for which demand temporarily exceeds capacity", or \for which the long

run utilization is maximum" [1, 2]. For the purpose of this work, the bottleneck ma-

chine is de�ned as the machine most strongly impacting production throughput. As

such, it is understood that improving the performance of the bottleneck results in the

greatest improvement of the system under consideration [3]. Identifying bottlenecks

in manufacturing processes is therefore critical such that throughput limitations can

be addressed in pursuit of increased manufacturing capacity. Moreover, diagnosing

the root cause of bottlenecks is crucial in maximizing machine availability to realize

capacity gains in this e�ort. The proliferation of modern software tools and available
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data make this problem especially compelling to tackle. Novel insights can be cre-

ated and dovetailed with traditional approaches in production research to optimize

throughput and prioritize maintenance.

This thesis presents exploratory research focused on bottleneck identi�cation and

diagnostics in industry using real data from a serial production line. The research is

conducted on-site at a Canadian Electronics Manufacturing Services (EMS) provider.

Moreover, this research seeks to apply methods from other manufacturing sectors

(automotive, aerospace) to the electronics sector where there is less archived work in

this space. The system under consideration is one Surface Mount Technology (SMT)

assembly line consisting of �ve machines in series. This work is one of many initia-

tives the manufacturer is supporting in the e�ort of unlocking hidden manufacturing

capacity using data-driven methods.

The motivation for this work becomes more clear when considering the appetite for

manufacturing �rms to adopt a data-driven decision-making culture. This research

attempts to create value in this space through the following three avenues:

1. Creating a Ground Truth : Using software and data from production equip-

ment to digitally represent processes that are manually analysed at present.

Newfound data sets can be used to create synergy between software and tradi-

tional operations management principles.

2. Unlocking Hidden Performance : Increasing manufacturing capacity through

quantifying existing waste on the SMT line such that it can be addressed.

3. New Software : Any novel developments in solving this problem might be

amenable to similar problems at other EMS providers. This creates opportunity

for collaboration and contributions to the world of open source software.
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The aspect of change management alone is enough of a deterrent preventing in-

dustry leaders from achieving their goals in creating a data-driven culture. A study

by Forrester (2016), \found that while 74% of �rms say they want to be `data-driven',

only 29% say they are good at connecting analytics to action" [4]. It is especially

challenging for �rms to extract value from their e�orts. Pertinent data are available

to capture the essence of manufacturing processes to study, but the quality of the

data is suspect, and simulation studies are often pursued as a compromise [5]. Re-

cent advancements in standardized protocols for data exchange have addressed this

issue by making cleaner data available from manufacturing execution systems and

enterprise resource planners. This increase in data availability has resulted in more

application of bottleneck identi�cation theory to real production data, mainly in the

automotive and aerospace industries.

In the electronics manufacturing space, the IPC Connected Factory Exchange

(CFX) standard is in early development to address this problem, and is challeng-

ing for EMS providers to adopt due to compatibility with older equipment [6]. As

such, this work tries to leverage data available from production equipment that is

not standardized from a series of machines to represent the 
ow of product through

an assembly line. Once this foundation is laid, bottleneck identi�cation methods

from the literature are applied to the data collected to explore how results compare

with expectation at the case company. Many related works often omit any diagnostic

insights on the identi�ed bottlenecks. For instance, insights clarifyingwhy bottle-

necks exist due to stoppage or maintenance requirements would make them easier

to address. The nature of the data collected allows for exploration in this direction

as an extension of the bottleneck identi�cation experiments. Speci�cally, unplanned
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stoppages are visualized to highlight the most prominent high-level root-causes of

capacity loss, and experiments using unsupervised learning techniques are conducted

to create interpretable groups of similar causes.

The electronics manufacturing sector is well positioned to take advantage of this

theory to experiment and develop concept applications. Moreover, this work is es-

pecially appealing to the case company as they support thirty client portfolios and

build over one thousand unique products, where the bottleneck machine can vary

across each product. Therefore, this research seeks to capitalize on the application of

existing theory to a new industry sector and devise a framework that can be scaled

to other production lines and industrial settings.

1.2 Problem Statement

The research problem is driven primarily by the industrial challenges of the case

company. At present, the bottleneck machine for a product at the case company is

designated as the slowest machine using empirically measured fastest times it takes for

each machine to process one unit. There is no visibility of unplanned stoppages and

how they in
uence variability in machine performance. Furthermore, any faults are

recorded manually by SMT line operators, and Key Performance Indicators (KPIs)

for a production run are expressed as a result of these manually recorded faults

and other information about the run (total time, breaks, and changeovers). These

manually recorded data are used in a purely reactive manner, and are not used to

drive decisions surrounding SMT line optimization.

The hypothesis is therefore that the planned bottleneck machine on the SMT is

not always the actual bottleneck. Therefore, novel perspectives from the literature
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can be used to develop di�erent perspectives on the bottleneck machine, and the

collection of fault data can be used to quantify downtime and further understand the

behaviour of the SMT line.

1.3 Objectives and Contributions

The general objective of this research is to apply novel data-driven approaches to

bottleneck identi�cation in the context of a serial SMT line at an EMS provider.

The academic contributions to the �eld of manufacturing engineering and production

research are discussed in more detail, along with the practical contributions adding

immediate value to the case company.

1.3.1 Academic Contributions

This is the �rst documented e�ort in this space, and the novelty of the contribution

to production research is the domain in which this work was applied. Previous indus-

trial applications have taken place in the automotive sector, speci�cally at Original

Equipment Manufacturers (OEMs) [7]. EMS providers are contract manufacturers,

and therefore support a broader scope of customer demands. This results in the

scope of the bottleneck identi�cation challenge becoming more complex, as the bot-

tleneck machine on the SMT line may be di�erent for each product. Failing to meet

throughput targets through e�ective bottleneck management across many products

can therefore have serious impacts on production scheduling and planning. Moreover,

these existing studies at automotive manufacturers leverage data from operational en-

terprise software infrastructure integrated with machine data. The case company does

not have these data readily available, and as a result, a concept data management
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solution needed to be conceptualized from scratch. Therefore, the desired academic

contributions of this work can be summarized by the following three \aims":

Aim 1 - Data Engineering : Create a pipeline to collect appropriate data

from SMT machines.

Aim 2 - Bottleneck Identi�cation : Identify bottleneck machine on an SMT

line using real data.

Aim 3 - Fault Analytics : Use an exploration of di�erent SMT line faults to

improve the understanding of production line behaviour.

1.3.2 Practical Contributions

By collecting data directly from SMT machine event logs, the ground truth of machine

performance and faults can be quanti�ed from di�erent perspectives. The objective

is that these insights cansupplement(not replace) existing decision making processes

by quantifying true capacity loss, and di�erent data-driven perspectives on the bot-

tleneck machines.

In addition, there is great advantage in this research being performed with on-

site at the case company's facility. Experimental applications have been developed

with real production data using industry standard technologies and cloud services.

This will allow for long-term scalability and use of this research if there is a desire

for adoption. The sole caveat is the data pipeline was designed to meet minimum

requirements as a proof of concept. However, this concept can be extended to leverage

more robust technologies to realize such an application at scale once requirements are

made clearer by the case company.
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1.4 Organization of Thesis

This thesis is divided into six chapters, organized as follows. Chapter two presents a

review of the literature encompassing the EMS setting, relevant Lean manufacturing

techniques, bottleneck identi�cation approaches applied to other settings, and fault

diagnostic techniques. Chapter three presents an overview of the data engineering

challenges addressed, bottleneck identi�cation techniques applied, others that were

considered, and unsupervised learning techniques used to glean diagnostic insights

from production data. Chapter four discusses results obtained from the methods

applied. Chapter �ve explores a concept framework of an analytics application applied

to a real production environment. Finally, this work is summarized and suggestions

for future work are outlined in Chapter six.
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Chapter 2

Background and Literature Review

This section reviews the pertinent background material on the case company and

related works in bottleneck identi�cation and fault diagnostics.

2.1 Surface Mount Technology (SMT) Electronics Assembly

The case company for this work is a Canadian EMS provider. EMS providers o�er

turnkey solutions to their clients, o�ering a variety of assembly solutions. In the

printed circuit board (PCB) assembly process, the SMT line at the case company is

recognized as the bottleneck of material 
ow from material receipt to the moment it

a �nished product is shipped. The other steps required outside of the SMT process

include (but are not limited to) inventory control and material management, post-

SMT assembly, and a variety of tests. The SMT line is also an automated process

consisting of a series of programmed machines. As such, it is the focus area for

this research. A brief overview of an SMT line is presented in Figure 2.1.While an

exhaustive list of possible machines and equipment on an SMT line is depicted, the

essential machines for any SMT process are underlined.

The general SMT assembly process can be summarized as follows. First, PCBs
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are placed in a board loader such that they need not be manually placed into each

machine. The �rst step in the SMT assembly process is stencil printing. The stencil

printer applies solder paste to designated locations on a PCB by squeegeeing paste

through �ne apertures in a laser cut stencil designed for the board. Ideally, the board

emerges with paste properly aligned on each pad. Next, the PCB proceeds through

a series of programmed pick and place machines. These machines populate the PCB

with electrical components as required. The populated PCB is then passed through

a convection re
ow oven. The re
ow oven raises the solder paste to its melting

temperature to create solder joints and secure components to the board. Lastly, the

assembled PCB is veri�ed by an automated optical inspection (AOI) machine, and

optional x-ray for components with connections that are not visible. This concludes

the SMT assembly process, where subsequent steps include product speci�c testing

and mechanical assembly if required.

The case company has �ve SMT assembly lines, one of which was used for this

research. This line consists of a stencil printer, four component placement machines,

a re
ow oven, and an AOI machine. For the purpose of this work, we consider the

simpli�ed representation in Figure 2.2. For bottleneck analysis, it is only necessary

to analyse the stencil printer and placement machines as the placement machines are

often the bottleneck of the SMT process due to variation [8]. Therefore, the case

company designs machine programs such that the stencil printer is the bottleneck

machine; this is because the machine has limited variation in processing times for

a unit. More importantly, the system under study is limited to these �ve machines

because there is no constraint at the re
ow oven as it is simply a conveyor with

a consistent processing time. Domain knowledge from the case company has also



2.1. SURFACE MOUNT TECHNOLOGY (SMT) ELECTRONICS
ASSEMBLY 10

Figure 2.1: General structure of an SMT assembly line used in EMS facilities.

Figure 2.2: Simpli�ed view of the SMT assembly line under consideration at the case
company.

indicated that the re
ow oven or AOI machines are the bottleneck of the SMT process

in extreme cases for highly optimized products where bottlenecks are well understood.

2.1.1 Industry 4.0

Work of this nature seeks to take encouraging strides to realize the objectives of the

Fourth Industrial Revolution{or Industry 4.0. The rapid development and adoption

of new technologies is encouraging industry sectors en masse to use data to drive

decisions, and even create closed-loop processes. This is accomplished through the
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concept of a Digital Twin (DT), which is de�ned by Tao et al. as \a virtual repre-

sentation that interacts with the physical object throughout its lifecycle and provides

intelligence for evaluation, optimization, prediction, etc." [9]. A DT can be used to

represent a the real-time performance of a physical asset or production process, and

can even be extended to assist with the design stage of an asset. Examples of di�erent

scenarios are included in below in Table 2.1.

Table 2.1: Examples of Digital Twin applications across di�erent industries, adapted
from Tao et al.

Research Domain Institute Theoretical Concept

Prognostics and Health
Monitoring

Univ. of Cincinnati Digital model of machine
in a cloud platform sim-
ulating health of physical
asset

Production Chalmers University of
Technology

Digital copy of a produc-
tion system encompass-
ing real-time optimiza-
tion of the design, prepro-
duction, and production
phases

Product Lifecycle Man-
agement

Polytechnic University
of Madrid and AIRBUS
Group

A digital counterpart
exists along the product
lifecycle from conception
to design, usage, and
servicing{with added
knowledge of the product
past (AKA a \Digital
Thread")

This research is only a \grassroots" initiative that uses data-driven methods to

develop a better understanding of the SMT process, and does not create a closed-loop

DT like the examples above. An application of that sophistication is out of scope.
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However, this work is a critical �rst step to creating insights that could be used to

achieve a closed-loop process wherein production decisions can be automated.

2.2 Background Context

Bottleneck Management

The case company employs two operations management paradigms in tandem to

navigate material 
ow challenges throughout the facility. The �rst is Lean Manufac-

turing, which endeavours to minimize time within the production system and overall

waste with the goal of improving response times to suppliers. Secondly, Theory of

Constraints (ToC) is used to maximize the throughput of the production system by

improving the performance of the bottleneck until it no longer exists{thereby improv-

ing manufacturing capacity [10, 11]. The ToC paradigm as it pertains to this research

is discussed in further detail in section 3.1.1.

Maintenance and Fault Management

Maintenance action on the shop 
oor is conducted in a purely reactive manner at

present, with the exception of infrequent routine preventative measures that are taken

when no production is occurring. This is currently orchestrated through pages on a

public address system, and a web interface used to log which locations need attention

throughout the facility.

SMT line operators are tasked with manually recording fault details, and there

is limited insight that can be derived from simply responding to issues as they arise.

Furthermore, only downtime events that are longer than seven minutes are recorded.

Even if shorter periods of downtime are completely absorbed by bu�ers, they are still
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not recorded. As a result, there is little visibility or quanti�able data to support the

understanding of di�erent fault modes, limiting the understanding of the root causes

of production downtime. This work seeks to harness fault data from the machines on

the SMT line to understand these behaviours to present baseline quanti�able insights

to the case company.

2.3 Bottleneck Identi�cation

2.3.1 Data Availability

Applications of bottleneck identi�cation techniques heavily depend on the nature and

quality of the available data. Purely academic or theoretical studies that do not have

access to real production data from an industrial partner have historically leveraged

simulation tools for their analyses. Direct industrial applications typically leverage

historical logs of machine data retrieved from the case company's manufacturing

execution system (MES). Recent advances in technology have also made applications

of augmented reality possible for bottleneck identi�cation, where data collected using

computer vision (CV) is leveraged for analysis. Another recent development has

created synergy between discrete event simulation (DES) and bottleneck identi�cation

theory. There is no existing software system at the case company that can support

the data management prerequisites for the bottleneck analysis methods employed in

this research. Yet since this work is done on-site at the case company, these data

management requirements needed to be implemented from scratch. Examples of

related bottleneck identi�cation studies using data from di�erent domains are listed

in Table 2.2, starting with the most recent.
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Table 2.2: Examples of data from di�erent domains used for bottleneck identi�cation
research

Reference Industry Data Domain Concept

Rocha
and Lopes
(2022) [12]

Energy (Ger-
many)

Hand-designed
Discrete Event
Simulation

Sampling distributions from
real historical data to pre-
dict future bottlenecks in real-
time

Hao and Lin
(2021) [13]

Electronics Man-
ufacturing (Tai-
wan)

Log containing
sequence of ma-
chines visited for
each job, and
their processing
times

Text mining approaches used
to analyze machine sequences
to mitigate bottlenecks for
the task of production
scheduling (not bottleneck
identi�cation)

Subramaniyan
et al. (2020)
[7]

Automotive
(Sweden)

MES event logs Active Period analysis ap-
plied to time series of machine
events to diagnose bottlenecks
from a maintenance perspec-
tive

Hofmann et
al. (2019)
[14]

Learning Fac-
tory, Institute
of Production
Science

MES data, Com-
puter Vision,
Augmented
Reality

Case study employing mixed
reality to augment traditional
\Go & See" in Lean Manufac-
turing

Roser et al.
(2002) [15]

Automotive
(Japan)

Excel exports
from GAROPS
Analyzer soft-
ware

Tracking shifting bottlenecks
using simulated production

2.3.2 Related Approaches

The principle source of motivation for this work was drawn from the work of Sub-

ramaniyan et al. [7]. This work focused on the task of identifying production line

bottlenecks from the perspective of corrective action. That is, the authors extended

a foundation of bottleneck identi�cation theory to incorporate information about un-

planned stoppages to explainwhy bottlenecks behave the way they do. Along with
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having a similar objective to this research, this reference work was also conducted on-

site at a Swedish OEM in the automotive sector. This enabled the authors to combine

domain expertise with data science techniques. As a result of this study, the authors

were able to contribute a framework to diagnose root-causes of production line bot-

tlenecks. Furthermore, similar data was used by Subramaniyan et al. to that which

could be processed in this research, which presents a promising foundation on top of

which improvements can be made. For example, this study used just one bottleneck

identi�cation method, and limited features were available for fault analysis [7]. All

of these points laid a comprehensive foundation to do similar work in the electronics

manufacturing domain, and to also take action on the suggested extensions to create

a more complete body of work.

As indicated, the work by Subramaniyan et al. only explored one bottleneck

identi�cation method. This was the active period method|originally proposed by

Roser et al.|which uses a time series of machine states to discern when it is active,

inactive, or down [16]. The bottleneck machine has the largest active period of time,

which is the sum of the active and down constituent time periods. Similarly, the

inactive period method simply extends this theory to analyze the inactive constituent

of total time, where the least inactive machine constitutes the throughput bottleneck.

Another perspective is derived from the time in between units arriving (inter-arrival

time) or departing a machine (inter-departure time). Queue Time and Inter-departure

Time Variance (ITV) are two methods that explore the variance in inter-arrival and

inter-departure times [17, 18]. Additionally, studies conducted with simulation aids

or DES theory have leveraged sensitivity analysis to explore bottleneck mitigation

under di�erent control parameters, such as the work by Chang et al. [5]. A summary
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of the core bottleneck identi�cation methods reviewed for this research is presented

below in Table 2.3 where the year of introduction is also indicated for each.

It should be noted that while each of these methods has been introduced indepen-

dently, there are some relationships that can be intuitively drawn between di�erent

methods. For example, some methods are simply the inverse of another (active vs. in-

active period), whereas others are more involved. These comparisons will be discussed

in further detail in Chapter 3.

In this thesis, the Active Period, Inter-departure Time Variance, and Turning

Point methods were implemented and applied to real production data (details in

Chapter 3). The objective is to improve upon the single implementation of the Ac-

tive Period method on production data by Subramaniyan et al. by applying three

bottleneck identi�cation methods. Results of these methods are compared against

the planned bottleneck at the case company, and against each other, in Chapter 4.

2.4 Fault Analytics and Diagnostics

The Active Period bottleneck identi�cation method incorporates machine downtime

events. So, diagnostic insights can be created by exploring the behaviour of these

di�erent faults. This can in
uence how di�erent maintenance strategies are currently

employed at the case company, and encourage the adoption of more progressive strate-

gies.

2.4.1 Relevant Maintenance Theory

There are four core maintenance paradigms that have been popularized in relevant

literature [21]. Namely, these are: Reactive, Preventive, Predictive, and Proactive.
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Table 2.3: Bottleneck identi�cation applications across di�erent industries (adopted
from Subramaniyan et al. [19]).

Reference Method Industry Application Diagnostics?

Roser et al.
(2001) [16]

Active
Period

N/A (study con-
ducted at Toyota
Research Labora-
tory)

Discrete Event
Simulation soft-
ware used to
simulate generic
production line

�

Sengupta et
al. (2008)
[20]

Inactive
Period

N/A (theory from
automotive industry
employed)

As above �

Faget et al.
(2005) [17]

Queue
Time

Automotive (Swe-
den)

As above

Betterton
and Silver
(2012) [18]

ITV N/A (theory from
automotive industry
employed)

As above

Li et al.
(2009) [3]

Turning
Point

Automotive (USA) Machine and
bu�er contents
over time

Each are brie
y described in Table 2.4.

Strategies are listed from simplest to most complex, where the return on complex-

ity is increased machine uptime.

At the case company, reactive maintenance is employed out of necessity in cases

where there is no data available. For example, if a placement machine on the SMT line

requires a feeder to be replaced, this is only done when the machine tells the operator

to do so. Preventive maintenance is employed more strategically, but seldom impacts

the production schedule. It is the objective to gather downtime trends attributed

to each fault mode to explore opportunities to employ condition-based maintenance.

Moreover, at minimum, this work will highlight the principle sources of capacity loss
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Table 2.4: Overview of four core maintenance strategies.

Strategy Description Example

Reactive No maintenance is performed until
system fails (i.e. Run to Failure)

Riding a bicycle until the chain
breaks

Preventive Scheduled maintenance performed
whether it is required or not based
on known fault modes

Issuing an oil change for a car after
a speci�ed distance travelled

Predictive Using condition-monitoring prac-
tices to prompt maintenance ac-
tion based on measured trends
or thresholds. Sometimes called
condition-based maintenance.

Instrumentation on the gearbox of
a wind turbine to detect incipient
failure before catastrophe occurs

Proactive Leverages root cause analysis to
mitigate repeated failures of the
same mode in the short or long
term

Lubricating machine based on his-
torical data instead of speci�ed
preventive maintenance interval

on the SMT line.

2.4.2 Unsupervised Learning

In the precedent set by Subramaniyan et el., unsupervised learning techniques were

leveraged to explore the behaviour of di�erent fault modes [7]. This extends the

compilation of basic fault trends to create clusters of faults exhibiting like behaviour

and to glean deeper insights. Moreover, this study had access to limited features for

clustering and used a simple clustering work
ow, which makes it a great foundation

to replicate and improve upon.

Clustering methods are a subset of unsupervised machine learning algorithms.

They are called \unsupervised" as they group similar objects together without any
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knowledge of a class label or target value. These algorithms are used for multidimen-

sional analysis, which can be considered more advantageous than sorting fault types

by descending frequency or total duration (Pareto Analysis) [22].

K-means is a popular algorithm used for clustering applications, with the term

being coined as early as 1967 [23]. Relevant applications of K-means are both seen in

the work by Subramaniyan et al. and also in other maintenance applications within

manufacturing. The objective of K-means in this context is to group fault modes into

\k" clusters. This work
ow is further explained in section 3.3.2. Other variants of

K-means{such as K-medians and K-medoids{can also be used, but we only consider

K-means for unsupervised learning in this research.

RFM analysis is a technique used in the e-Commerce industry to quantitatively

rank customers based on their transactions and place them into segments. RFM rep-

resents Recency, Frequency, and Monetary dimensions of each customers' transaction

history. These features represent how recently a customer has made a purchase, how

frequently they make purchases, and the total value of their transactions, respectively

[24]. In this work, this technique is abstracted to analyze the behaviour of di�erent

fault modes using similar principles. For example, we consider mean time between

failures (MTBF) as the proxy for Recency, number of faults by type as Frequency,

and total downtime by type as \Volume" (substitute for Monetary). This work
ow

is discussed in more detail in Chapter 4.

A weakness of the precedent set by Subramaniyan et al. was the limited data

visualizations presented to make clustering results interpretable. The abstraction of

RFM analysis allows for clusters to be visualized in three dimensions as there are

three distinct features. In addition, experiments were conducted with two techniques
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to create data visualizations that incorporate a richer feature space. The �rst is prin-

cipal component analysis (PCA), which projects the high-dimensional feature space

onto a lower dimensional subspace with the goal of preserving the global variance

structure of the high-dimensional space [25]. The second is t-distributed Stochastic

Neighbour Embedding (t-SNE), which is a deep learning technique that preserves the

local clustering structure from the high-dimensional space for visualization purposes

in lower dimensions [26]. Each of these techniques support the visualization of clusters

in either two or three dimensions.

By exploring the behaviour of di�erent fault modes, the objective is to quantify

the core reasons for capacity loss on the SMT line.
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Chapter 3

Methods

This chapter presents an overview of the methods employed as they pertain to the

three aims of this research. The data management decisions and data pipeline devel-

oped to collect data from production equipment is speci�ed �rst. Bottleneck identi-

�cation methods that were implemented are discussed second, followed by an outline

of the exploratory methods that were used to analyse the fault data collected. A

high-level visual of the work
ow to be discussed in this chapter is shown below in

Figure 3.1.

3.1 Data Management

3.1.1 Overview of Prerequisites

The work by Subramaniyan et al. used manufacturing execution system (MES) event

logs as the foundation for their research [7]. The nature of the capacity challenges

faced at the case company created the motivation to replicate a similar work
ow.

However, the case company does not have an MES capable of exposing the same

event logs containing the required data. This posed a signi�cant data engineering
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Figure 3.1: High-level overview of work
ow for data management, bottleneck iden-
ti�cation, and fault analytics. Each constituent is explained in detail in
this chapter.

challenge which prevented the easy collection of a su�cient data set.

Speci�cally, a data set satisfying the prerequisites for the implementation of the

desired bottleneck identi�cation algorithms and fault analysis methods required the

following pieces of information:

ˆ Machine Cycle Times : Time taken by the machine to �nish operations on a

single unit [27].

ˆ Faults (Unplanned Stoppages) : Time a machine cannot process a unit,

attributed to a speci�c failure mode [28, 29].

ˆ Operational Context : Job (production run) identi�er, product, quantity, and

the planned/expectedbottleneck machine for the product.
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ˆ Complete Event Logs (Optional) : Complete time series of events happening

on each machine over the course of a production run.

Collecting machine cycle times and faults satisfy the minimum requirements for

the application of the Active Period and ITV bottleneck identi�cation methods.

Pieces of operational context are necessary to capture the dynamics of such an applica-

tion in the EMS industry. The case company builds over 1000 unique PCB assemblies

for over 30 clients, so it is crucial to understand what product is being built. Fur-

thermore, having a complete log of events occurring on each machine presents the

opportunity to explore other bottleneck identi�cation methods. For example, captur-

ing the complete event logs allowed for the Turning Point method to be implemented

(see section 3.2.3).

Drum Bu�er Rope (DBR)

As an example, a signi�cant piece of context provided by the case company is the

planned or \expected" bottleneck machine for each product on the SMT line. More-

over, seeing as the components populating each side of the PCB assembly vary, a

bottleneck machine is speci�ed for each side of each PCB assembly. In each case, this

bottleneck machine is designated as the slowest SMT machine based on machine pro-

grams created prior to production, and are updated based on empirically measured

\best" cycle times thereafter.

This practice is driven by the Lean manufacturing practice of Drum Bu�er Rope

(DBR), initially popularized by Eliyahu M. Goldratt in \The Goal" [30]. DBR is

the Theory of Constraints (ToC) scheduling process that seeks to identify and use

the bottleneck of a process to improve throughput. This is appropriate as the case
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company recognizes the SMT line as the bottleneck in the overall production process.

Moreover, this makes the task of bottleneck identi�cation on the SMT line itself a

more compelling task. The bottleneck is called the capacity constrained resource

(CCR), or the \Drum" in this context, where the name is derived from the drum

setting a beat in a marching band. The Bu�er is the amount of work in front of the

constraint, expressed in time. This Bu�er is controlled by the Rope, where work is

scheduled only at a rate where the bottleneck can consume it [31, 32].

By collecting these expected bottleneck machines, they can be compared against

the bottleneck machines identi�ed by algorithms using real production data. The

objective is to supplement this foundation of Lean methods with the results of data-

driven analytics to create a more complete and novel perspective on bottleneck iden-

ti�cation at the case company. Furthermore, this could potentially improve the ap-

plication of ToC on the shop 
oor, and identify 
aws in current methods.

3.1.2 Data Sources - Machine Data

Two approaches were explored to create a cycle time dataset. First, without an

operational MES or other adequate data source at the case company, a prototype

sensor network was constructed to gather cycle times at the input and output of each

machine on the SMT line. While this would limit the collection of any fault data,

it would allow for the analysis of processing time variation. This Industrial Internet

of Things (IIoT) prototype network consisted of proximity sensors interfacing with

Arduino microcontrollers, and Microsoft Azure cloud services for data processing and

storage. After a series of preliminary trials, it was determined that the quality of the

data collected by the sensors was insu�cient due to false calls and missed PCBs. In
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Figure 3.2: Segment of the stencil printer SPC log containing cycle time data.

parallel, better data sources were discovered and this prototype was decommissioned.

Additional details about this attempted solution are presented in Appendix A.

While conducting trials for the IIoT prototype, two better data sources were

discovered containing cycle time data. The �rst was an SQL database for a software

product proprietary to the SMT placement machine vendor (Universal Instruments

Corporation) [33]. This data source provided cycle times for each PCB processed by

the four placement machines on the SMT line. Unfortunately, no fault data could be

exposed, and this did not allow for data from the stencil printer to be collected.

Finally, after exploring the �le systems on the PCs of the stencil printer and four

placement machines, machine event logs were discovered containing a complete time

series of events including cycle times, faults, and other events as they occurred.

For the stencil printer, the two logs of interest are stored as text �les (.log ex-

tensions). The �rst log (SPC-Mgr.log) contains the necessary events to create cycle

times. A sample of the raw SPC log is included below in Figure 3.2, where \Processing

CSBoardProcessing Started" and \INResultsAvailableNoti�cation" were experimen-

tally determined to correspond to the beginning and end of the stencil printer cycle

times.
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Figure 3.3: Segment of the stencil printer alarm log containing fault events and cor-
responding recoveries.

Figure 3.4: Segment of a placement machine log with a cycle time.

The second log for the stencil printer (AL-Mgr.log) contains a complete log of all

alarms (faults) and when they occurred, the failure mode, and the time the alarm

was cleared. This can be used to resolve the duration attributed to each individual

fault. A sample of the raw alarm log is included below in Figure 3.3, where an alarm

is triggered when the machine is inoperative, and a \cleared" message references the

identi�er of the alarm when the issue is resolved.

On each of the four placement machines, a complete event log is stored in HTML

format. The log on all four machines is in the same format as they belong to the same

equipment vendor (Universal Instruments Corporation). These logs include a unique

event identi�er, a timestamp at which the event occurred, an event code, and a text

description. Each event code corresponds to a particular state or operation performed

by the machine, where this nomenclature is proprietary to Universal Instruments

placement machines. A sample of an SMT placement machine log containing a cycle

time is show in Figure 3.4. Similarly, sample of an SMT placement machine log

containing a downtime event and recovery period is shown in Figure 3.5.
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Figure 3.5: Segment of a placement machine log with a fault event.

3.1.3 Data Sources - Operational Context

With appropriate data sources identi�ed to collect machine event logs containing cy-

cle times and faults, the last prerequisite to satisfy is operational context. Again,

capturing context without a fully deployed MES prompted the pursuit of an alter-

native solution. A web application was developed to replace a spreadsheet used for

creating production KPI reports, manually populated by SMT line operators. This

encouraged operators to use a similar interface, and allowed for report contents of

interest to be collected in an SQL database table for each work order once deployed.

Speci�cally, this collects the start and stop times for each production run for each

work order, and the PCB assembly that was produced. These start and stop times

are then used to populate additional \WorkOrder" and \RunNumber" �elds using

SQL database triggers after each run is complete (see section 3.1.4 for more detail).

This context was required to capture the dynamic of performing this research in

a contract manufacturing setting. Speci�cally capturing the start and stop times

of each run, as well as the PCB assembly, allowed for the information about each

production run to be stitched to event log records in the database. This allowed for

bottleneck identi�cation methods to be applied to each production run as done in
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Figure 3.6: Complete view of data management portion of work
ow, used to provide
additional context on data 
ow and how context is created.

section 4.2. Analyses were conducted for each production run instead of a sustained

time period as the bottleneck changes from run to run, which is due to the di�erent

products being produced.

3.1.4 Data Pipeline

This section discusses the work required to process and ingest data from the sources

identi�ed in section 3.1.3. A complete view of the data management portion in Figure

3.1 is shown in Figure 3.6.

Portions of the pipeline surrounded in green are deployed on the case company's

network (often referred to as an \on-premise" solution). Similarly, portions of the

pipeline surrounded in blue are deployed in the cloud, using Microsoft Azure services.

Each constituent of Figure 3.6 is discussed in Table 3.1.
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Table 3.1: Description of each data pipeline component.

Component Description

Machine Logs Raw .txt or .html �les stored on machine PCs on
the shop 
oor.

UIC Line Manager Microsoft SQL Server 2012 database driving pro-
prietary software. Contains machine cycle times.

Data Transformation Layer Windows Server 2019 Virtual Machine on case com-
pany's network.

Warehouse Database Cloud-hosted Azure SQL database

Web Application Python web application deployed using Azure App
Services

SMT Line Operators Manually populate form on web application to
stitch context to machine data in Azure SQL
database.

Data Analytics Standalone experiments written in Python3 and
SQL to implement bottleneck identi�cation algo-
rithms, and conduct fault analysis

Machine Logs

Since data sets had to be created from scratch, the �rst step in the pipeline was

to develop programs to translate pertinent data from machine logs into a standard-

ized format. For each machine, this required reverse-engineering what events in the

logs corresponded to cycle times and faults. As previously mentioned, in the case

of the stencil printer logs, experiments were conducted to verify that \CSBoardPro-

cessingStarted" and \INResultsAvailableNoti�cation" corresponded to the beginning

and end of the stencil printer cycle times based on manual observation (see Figure

3.2). Similarly, it was found that \alarm" events and corresponding \cleared" mes-

sages for each unique alarm identi�er could be used to resolve periods of unplanned
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downtime (faults) as shown in Figure 3.3. In the case of the placement machines,

cycle times were directly available from the Line Manager database but faults were

not. As such, a complete data set consisting of cycle times and faults could be created

solely from the machine logs, so this was pursued instead. As shown in Figure 3.5

there is an event code nomenclature proprietary to the Universal Instruments place-

ment machines that could be used to extract cycle times and unplanned stoppages.

Speci�cally, event codes 2009 and 2002 correspond to when a machine has started

and completed processing a board, respectively. Additionally, fault periods can be

resolved using event code 1018, which indicates successful recovery from a previous

error and references the original error message. Through these pairwise events{error

and recovery{periods of downtime can be collected.

Data Transformation Layer

What follows is the Data Transformation Layer which is responsible for the extraction

and formatting of machine data into the warehouse database. Once the log contents

were understood, programs were written using Python3 and SQL to extract log con-

tents for the stencil printer and four placement machines. In each case, this involved

reading the �le contents in their raw form, parsing key �elds from each record in the

log, and inserting the transformed contents into a database table. In most cases, this

required the use of regular expressions to parse speci�c �elds from a stream of text.

For example, parsing the product name from the machine program �lename in certain

events required several iterations of trial and error to account for di�erent naming

conventions. Two programs were written for the stencil printer data, one for the

Alarm log and one for the SPC log. One program was written to extract placement
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machine data, capable of parsing logs from all four machines.

After developing programs to extract log contents, the next task was to automate

the processing of log contents as soon as new data became available, inde�nitely.

The �rst motivating factor for this was that placement machine log contents did not

persist after roughly 12 hours, so data needed to be processed before it was no longer

available. Secondly, there were analyses external to this research that required data to

be processed in as close to real-time as possible. Since logs were operational, meaning

that they could not be directly accessed on the machine, they had to �rst be copied

to the virtual machine (server). To do this as e�ciently as possible, batch scripts

were written to monitor the modi�ed date of the log on the machine �le system every

�ve seconds. If the modi�ed time changed, the �le was copied to the server. Each of

the three extraction programs were executed inde�nitely on the server, where every

�ve seconds they would check for new data in the logs on the server, and add any

new records to the database tables containing formatted log information. Unique

constraints were created on each database table to avoid inserting duplicate data,

where any such records would be rejected.

Web Application

A web application was developed to support the modernization of production KPI re-

porting, among other analysis tools and data visualizations. This KPI reporting tool

sought to replace an existing spreadsheet populated manually by operators. While

this tool still prompted manual operator entry for many �elds, it allowed for informa-

tion about each production run to be saved in a table in the same database containing
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machine logs as it was recorded. Most importantly were changeover times, which al-

lowed for the start and end time of each production run to be isolated. Once a

changeover record was recorded by operators, database triggers are executed to pop-

ulate the \Work Order" and \Run Number" �elds in the tables containing machine

logs, which are initially null. The purpose of these �elds is clari�ed in Chapter 4,

where bottleneck identi�cation results are discussed at the production run level.

This reporting tool also o�ered additional bene�ts to the operators, such as re-

trieving machine cycle times directly from the database instead of having to manually

monitor the cycle times of each machine over the course of a run.

3.2 Bottleneck Identi�cation

With a proof-of-concept data pipeline now implemented to ingest machine data and

stitch pieces of operational context to those records, bottleneck identi�cation methods

from the literature can be implemented. The purpose of implementing three meth-

ods is two fold. First, each method has been experimentally proven to e�ectively

identify the bottleneck machine using simulation software, independent of each other.

They should each arrive at the same conclusion when applied to data from the same

production run. Second, methods can be compared against the expected bottleneck

machine for a given product at the case company to create statistical insights on the

actual bottleneck machine for a given production run. Through these implementa-

tions, the objective is to create a holistic perspective on bottleneck management on

the production 
oor.

In this thesis, the three bottleneck identi�cation methods implemented using real

production data are Active Period, Inter-departure Time Variance, and Turning Point
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Figure 3.7: Sample timeline of active and inactive machine states, from Subramaniyan
et al. [19].

[3, 16, 18].

3.2.1 Method 1: Active Period

Overview

The �rst method implemented in this thesis is the Active Period method, as originally

proposed by Roser et al. [16]. Here, a serial production line with �nite bu�ers is

simulated using discrete event simulation software. A log of machine states over the

course of the simulation is the only requirement to apply this method. All possible

machine states are labelled as either \active" or \inactive". Active states constitute

periods of time when work is being performed by the machine, or on the machine

(i.e., producing, being set-up, repaired, etc.). Inactive periods are periods of time

where the machine is idle for any reason. A sample visualization of machine states as

a time series is shown in Figure 3.7. The total of all active period durations for each

machine are measured, as opposed to the percentage of time the machine is active as

seen in previous works. The latter of these two measurements is often referred to as

percent utilization [34, 35].

In the initial algorithm in Roser et al. [16], the total duration of all active periods,
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ai is measured for the set of all machinesi in the period under consideration. The

result is a set of durations for each machine,A i , shown in Equation 3.1. Theaverage

active period duration �ai is then computed for each machine as shown in Equation

3.2.

A i = f ai; 1; :::; ai;j ; :::; ai;n g (3.1)

�ai =

P n
j =1 ai;j

n
(3.2)

The machine with the longest average active period is the bottleneck machine. In

cases where there are multiple candidate bottlenecks on the production line, the active

period method was determined to be a more trustworthy alternative to computing the

percentage of time a machine was active. Following successful simulation experiments,

it was suggested that this method would be suitable for use in an industrial setting.

This is dependent on the data being available for an industrial application, and the

data collected by the pipeline allowed for this method to be pursued.

The computation of the active period was modi�ed in an algorithm proposed by

Subramaniyan et al. in 2018 [19]. Here, the active period method is extrapolated

to cover the total active period of each machine over an entire production run. The

active periodpercentagefor each machine is considered instead of the average active

period duration. This active period percentage is expressed as the aggregated total of

active period durations over the scheduled production run. The bottleneck machine

is determined as the machine with the highest active period percentage among all

machines on the production line.
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This iteration of the algorithm di�ers from the original in that the total active

period{and thereby the active period percentage{is computed for several production

runs. Then, the mean active period percentage is computed for each machine across

the set of production runs under consideration. The assumptions made in both works

by Roser et al. and Subramaniyan et al. are that the active periods are indepen-

dent of each other, and that active periods are also independent of production runs

themselves.

Implementation Details

In this thesis, a simpli�ed approach of this active period method is implemented,

where machine logs consisting of cycle times and faults are used as discussed in

section 3.1.4. For each machine, the active period is computed as the total of all cycle

times and fault durations, where periods of time in between assume the machine is

inactive. The active period percentage was not computed as this would have been a

derived metric expressed as the quotient of the total active period for each machine

and the production run duration (which is the same for all machines in every case).

Moreover, the average active period across several production runs was not computed

as each production run changes products. While the same machines are used, di�erent

machine programs and components must be loaded into each machine. As such,

the active period analysis is conducted for each production run in isolation, where

the machine with the largest total active period duration is determined to be the

bottleneck machine for that production run only. It is crucial to narrow the bottleneck

identi�cation task to each production run such that the case company can identify

the true throughput constraint for each individual product.
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3.2.2 Method 2: Interdeparture Time Variance (ITV)

Overview

The second bottleneck identi�cation method implemented in this thesis is Interdepar-

ture Time Variance (ITV), introduced by Betterton and Silver [18]. The inspiration

for this method is derived from the tendency of a bottleneck in a serial production

line to have the greateste�ective processing time among all machines. The e�ective

processing time is the raw process time accounting for unplanned stoppages and setup

[36]. The hypothesis challenged by this method is that the bottleneck machine will

have the smallest work in progress (WIP) ITV among all machines. The interdepar-

ture times are computed as the the time between successive WIP units exiting each

machine. Letting t i be the time a unit exits a machine, for N units exiting the ma-

chine over the course of a production run, the ITV can be computed using Equation

3.3, where�t is the mean interdeparture time.

ITV =
1

N � 1

N � 1X

i =1

(t i � �t)2 (3.3)

The intuition is that this bottleneck machine will have a longer queue of WIP

upstream than other stations and will therefore be starved less frequently. Similarly,

the bottleneck machine will be blocked less frequently than other machines due to its

higher utilisation. This higher utilisation of the bottleneck in comparison with the

other non-bottleneck machines will result in the ITV at those stations beinghigher.

Therefore, the lower blockage and starvation times at the bottleneck should cause its

ITV to be minimal among all possible machines.

Interdeparture time distributions at each machine would have the same mean



3.2. BOTTLENECK IDENTIFICATION 37

value under ideal circumstances where all machines have the same cycle times, no unit

re-entry, or yield loss. In practical circumstances, random variation and unplanned

stoppages result in the interdeparture variations at each machine being di�erent. The

coe�cient of variation for interdeparture times of a machine, Cd, is represented by

Equation 3.4 [36].

C2
d = u2C2

e + (1 � u2)C2
a (3.4)

This variation is a function of machine percent utilisation,u, cycle time variation,

Ce, and variation in the arrival of units from upstream,Ca. These variations,Ce and

Ca, are computed using the set of cycle times and arrival times of units respectively,

and computing the variance of each. From this equation, if a machine has a higher

utilisation|the \busier" it is|the interdeparture times will approach the e�ective

cycle time of the machine and variation will be small. On the contrary, a machine

with lower utilisation (more capacity) will be blocked or starved more often, resulting

in an increase in interdeparture variation. These assumptions were veri�ed using

simulation tools, where machines speci�ed to have the highest cycle times had the

lowest ITV. An excerpt of one of these experiments is shown in Figure 3.8. Here,

the machines with the highest speci�ed process time (cycle time) in the simulation

exhibit the smallest ITV. This method only requires one metric at each machine (the

ITV), and is therefore computationally inexpensive. As such, it was suggested that

this method is also a great candidate to extend to applications on real production

data.
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Figure 3.8: Sample ITV results from a simulation experiment, taken from [18].

Implementation Details

In this thesis, the ITV method is implemented using the cycle time data from ma-

chine logs as discussed previously. Each machine log contains events corresponding

to boards exiting the machine, and the time between these events are used to resolve

interdeparture times (see section 3.1.4). The ITV or standard deviation of this dis-

tribution can be easily computed for each machine over the course of any production

run, where the machine with the smallest ITV is the bottleneck machine.

3.2.3 Method 3: Turning Point

Overview

The third bottleneck identi�cation method implemented in this thesis is the Turn-

ing Point method, initially proposed by Li et al. [3]. This method is derived from

the \Arrow" method, initially proposed by Kuo et al. [37], and considers the same

production line structure and uses the same inputs as Chiang et al. [38]. These two

approaches to bottleneck identi�cation use similar perspectives on blockage and star-

vation times assuming that comparing the blockage and starvation times of machines
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can be used to conclude which machine is the bottleneck. Moreover, this method is

introduced as being capable of identifying production bottlenecks in the short and

long term. This makes the Turning Point method attractive to explore in a real pro-

duction setting where analyses can be conducted either proactively, or retrospectively

following a production run due to the manageable computation requirements. This

is also the case with the ITV method, where the Active Period method is best used

in a long-term or retrospective situation due to its computational demands (speci�c

to the implementation in this thesis).

In the proposed method, the blockage and starvation durations of each machine,

and number of units in each bu�er are used for the task of bottleneck identi�cation.

This method does so without building a reliability or simulation model as seen in

previous works using blockage and starvation data [38, 39]. The \turning point" con-

cept is motivated by determining which bu�ers on the line are e�ective at mitigating

throughput loss as a result of machine failure and cycle time variation. Over the

course of a production run, e�ective bu�ers are those that are seldom full or empty.

Moreover, ine�ective bu�ers are those that are often full or empty, whereby they

do not adequately absorb variation in production. This can be explored further by

visualizing blockage and starvation trends over a period of time. A sample of these

trends is shown below in Figure 3.9.

Figure 3.9 represents the notion that bottleneck machines will result in upstream

machines being blocked and downstream machines being starved. Moreover, the

bottleneck machine will have the smallest total blockage plus starvation time. In

Figure 3.9, machine M4 has the lowest total blockage and starvation time, whereas

machines M1 to M3 have higher blocked durations than starved durations. Similarly,
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Figure 3.9: Sample blockage and starvation trends in a serial production line, taken
from [3].

machines M4 to M6 have higher starved durations than blocked durations. The

\turning point" is machine M4, the machine at which the trend of blockage being

greater than starvation changes to starvation being greater than blockage.

It is assumed that if blocked duration exceeds starved duration for each machine,

that the �nal machine is the bottleneck. Likewise, if each machine is starved more

than it is blocked, then the �rst machine is the bottleneck. It is also assumed that

the �rst machine is never starved and the last machine is never blocked, as there is no

visibility further upstream or downstream beyond the production line under study.

Li et al. also suggest additional steps to identify multiple bottlenecks using this

method. Due to the simplicity of the serial production line under study in this thesis,

it is assumed that there is only one principal throughput bottleneck to be identi�ed

by this method.
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Implementation Details

The ability to explore this method was enabled by speci�c event codes for the stencil

printer and placement machines (as discussed in Section 3.1.4). Firstly, the stencil

printer SPC log contains two events; \INResultsAvailableNoti�cation" indicating that

a unit has �nished being processed, and \BoardExittedMachine" indicating that a

unit has left the machine. It was empirically determined that when the downstream

bu�er is not full that the \BoardExittedMachine" message is logged six seconds after

a unit has �nished being processed. In cases where a unit exits the machine more

than six seconds after being processed, the machine is then blocked for that extra

duration as the conveyor is full. Note that it is assumed that the stencil printer is

never starved as it is the �rst machine on the line.

Secondly, the placement machine logs contain two pairs of event codes that can be

used to resolve both blocked and starved durations. The �rst pair, event codes 11300

and 11002 indicate when the machine is waiting for the upstream conveyor to send

a unit, and when a unit has entered the machine, respectively. The time between a

machine waiting for unit arrival and receiving a unit is considered a period of time

during which the machine isstarved. The second pair, event codes 11301 and 11003

indicate when the machine is waiting for the downstream conveyor to be available for

a completed unit, and when a unit has exited the machine, respectively. The time

between a machine waiting for the downstream conveyor to become unblocked and a

unit exiting is considered a period of time during which the machine isblocked. Event

codes 11300 and 11301 were empirically determined to trigger after 15 seconds, where

this time is added onto each instance of blockage and starvation.

Using these pairs of events, durations of blockage and starvation can be resolved
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for each machine on the SMT line such that turning point analysis can be conducted.

3.3 Fault Analytics

With bottleneck identi�cation methods applied to real production data to identify

throughput constraints, the other branch of this thesis seeks to determine what these

causes of capacity loss are. This section discusses methods used to analyze the fault

data extracted from machine logs as discussed in Section 3.1.4. The objective of this

work is to explore the principal causes of capacity loss such that they can be addressed

by the case company, eventually resulting in higher bottleneck machine availability

and throughput.

3.3.1 Pareto Analysis

Unplanned stoppages or faults are often cited as the main reason for lower bottleneck

availability and reduced throughput [3, 19]. In cases where well known fault modes

exist, they are speci�cally targeted by maintenance practitioners who possess the

domain knowledge to do so [40]. The other perspective is to conduct a Pareto analysis

on the frequency of each kind of fault [41]. The Pareto principle is a popular tool

in the quality control domain, which states that in many cases, 80% of consequences

can be attributed to 20% of the causes. This is often referred to as the \80/20" rule,

and a sample Pareto chart depicts this trend in Figure 3.10 [42].

In this thesis, Pareto analyses are conducted using the frequency, total duration,

and mean duration on each fault type. Visuals generated are discussed further in

Chapter 4, and steps taken to make this work accessible to employees on the shop


oor are discussed in Chapter 5.
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Figure 3.10: Example Pareto chart.

3.3.2 K-means Clustering

Overview

Clustering algorithms are unsupervised machine learning techniques that group sim-

ilar objects into clusters. These methods perform multidimensional analysis, which

extends beyond the capability of simpler techniques such as sorting or Pareto, which

usually considers a single variable for analysis.

K-means clustering is used in this thesis to createhopefullyinterpretable groups of

faults with similar statistical behaviour. There exists a precedent of using clustering

algorithms for maintenance prioritization in manufacturing [43]. K-means is an iter-

ative clustering algorithm that receives a set of feature vectorsX = f x1; x2; :::; xng,

and a number of clusters,k. The K-means algorithm is summarized by four steps:

1. Initialize k random points as cluster centres

2. Assign points to the closest cluster centre using Euclidean distance
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3. Update cluster centre as the average of all points in cluster

4. Repeat steps 2 and 3 until convergence is achieved (i.e. no points are reassigned

to another cluster)

Steps 2 and 3 can be further explained by Equation 3.5:

min
�

min
c

kX

i =1

X

x2 Ci

kx � � i k2 (3.5)

In step 2 above, �x cluster centroid� , and assign points toC (see Equation 3.6).

min
c

nX

i =1

kx i � � x i k
2 (3.6)

In step 3 above, �x cluster centreC and compute cluster centroid� (see Equation

3.7).

min
�

kX

i =1

X

x2 Ci

kx � � i k2 (3.7)

By alternating between these steps, convergence is guaranteed to a local minimum

as each step seeks to minimize a portion of the objective. Graphically, these four steps

are shown in Figure 3.11 (adapted from Bishop and Nasrabdi [44]).

Data Set Description

Fault data used for these experiments consists of the exhaustive list of �elds for each

fault described in Table 3.2. These records were extracted from the data pipeline

presented in Table 3.1.4. Derived features are described in Table 3.3, where these

aggregate measures are used to explore the statistical behaviour of each fault, regard-

less of machine or product more details on experiments performed with this data set
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Figure 3.11: Four steps of the K-means algorithm. Clusters are initialized in a),
points are assigned to the closest centroid in b), centroids are updated
in c), and after repeating steps 2 and 3, convergence is achieved in d).

are discussed in Chapter 4.

3.3.3 Data Visualization

To e�ectively communicate insights derived from di�erent clustering experiments,

data visualization is essential. Moreover, e�ective visuals are especially valuable to

production personnel such that action can be taken on these insights [45]. Three data

visualization techniques were explored for these clustering experiments.
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Table 3.2: Fields retrieved for each fault record.

Field Description

ValueStream SMT line on which fault occurred, used for
context about asset involved

Machine Machine on SMT line on which fault oc-
curred, used for context about asset in-
volved

ErrorTimestamp Time fault occurred

RecoveryTimestamp Time fault recovered from

Duration Time between recovery and error times-
tamps

EventCode Code from machine indicating the type of
fault that occurred

EventText Detailed text about the fault correspond-
ing to the event code

Program Machine program, from which customer
and product information can be extracted

Customer Client pre�x, used for context about prod-
uct involved

Feature Analysis

In the precedent set by Subramaniyan et al., the total stop time, frequency, coe�cient

of variation (of duration), and mean stop time were the four features of each fault

type used for K-means clustering. These were the only features made available by

the MES at the case company where that research was performed. After using these

features for K-means clustering, box plots were created to visualize the distribution

of each feature contained within each cluster, as shown below in Figure 3.12.

The purpose of this data visualization approach was to look at the distinguishing

characteristics of the faults belonging to each cluster. Taking Figure 3.12 as an
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Table 3.3: Derived features from fault records.

Field Description

Total Duration Total fault duration for a speci�c fault type

Mean Time To Repair (MTTR, � ) Average fault duration for a speci�c fault
type

Skewness measurement of the distortion or asymme-
try of the duration distribution

Max Duration Maximum duration recorded for a fault

Min Duration Minimum duration recorded for a fault

Standard Deviation (� ) Measure of variation in the duration distri-
bution

Frequency Number of occurrences for a speci�c fault
type

Mean Time Between Failure Average time between failures of the same
fault type

Coe�cient of Variation, CV ( �
� ) Standardized measure of variation in the

duration distribution

example again, it can be seen that faults belonging to cluster 3 have the highest

frequency and total unplanned stop time. This would indicate that these faults are

the most responsible for reduced bottleneck availability and reduced capacity loss.

The intention is that once prevalent fault modes are identi�ed, maintenance action

can be prioritized when they arise in the future.

This data visualization approach is overly simple, and presented a great oppor-

tunity for improvement. The interpretation of these box plots is also not straight-

forward, and requires these visuals to be reverse-engineered to discern which faults

contribute most strongly to this bottleneck behaviour. In this thesis, a more com-

plete set of statistical features was created since fault events were extracted from the
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Figure 3.12: Sample box plots of feature distributions by cluster, taken from [7].

source, without an MES as an intermediary, as shown in Table 3.3. Replicating this

approach was a sensible �rst step to explore the fault data set prior to exploring more

involved approaches.

Principle Component Analysis (PCA)

Principal Component Analysis (PCA) is a dimensionality reduction technique used to

compress high-dimensional data sets [46, 47]. PCA is especially common in computer

vision and image processing applications, where feature vectors (images) are di�cult

to statistically represent in few dimensions [48]. Given ann-dimensional feature space,

such as in Figure 3.13, the following �ve steps are used to conduct PCA:

1. Standardize data set to unit variance (Mean,� = 0, Standard Deviation, � = 1).

For each feature, we compute the normalized value, z (see Equation 3.8):

z =
value� �

�
(3.8)
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2. Compute covariance matrix for all features in the data set, i.e., for a two di-

mensional dataset (see Equation 3.9):

A =

2

6
4

Cov(x; x) Cov(x; y)

Cov(y; x) Cov(y; y)

3

7
5 (3.9)

3. Compute eigenvalues and eigenvectors for the covariance matrix. For a square

matrix A, eigenvalue� is associated with eigenvectorv if Av = �v is satis-

�ed. After ranking the eigenvalues in descending order, the �rst eigenvector is

denoted as the \�rst principal component", with the vectors thereafter being de-

noted as the second, third, ...,nth principal components for an eigenspace with

n vectors. By sorting in descending order, the maximum amount of variance in

the original data is captured by each principal component.

4. Choose the number of eigenvectors to keep such that dimensionality is reduced

su�ciently. By only selecting two or three components for visualization pur-

poses, a large amount of variance in the original data will be captured despite

some data loss.

5. Cast original feature space along the principal component axes: Transformed =

OriginalFeaturesT � topNeigenvectorsT

In this thesis, PCA is used to visualize clusters as an alternative to the box plots.

The nine-dimensional feature space describing each fault in Table 3.3 is compressed

into 2 dimensions to explore cluster visualization. Afterwards, the cluster label is

appended to the original dataset. The results of this experiment are discussed in

Chapter 4.
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Figure 3.13: Segment of fault data used for analysis.

t-Distributed Stochastic Neighbour Embedding (t-SNE)

Like the PCA approach, another multivariate analysis technique used for data visual-

ization is t-Distributed Stochastic Neighbour Embedding (t-SNE). This method was

originally proposed by van der Maaten and Hinton in 2008 as a superior data visu-

alization (and dimensionality reduction) technique to existing alternatives like PCA

[26].

While the purpose is like PCA, t-SNE tries to learn a low-dimensional manifold

of the high-dimensional data for visualization purposes. This allows for the local

clustering structure from the high-dimensional space to be preserved. PCA di�ers

as it tries to create a global representation by compressing the feature space into a

low-dimensional representation.

The �rst part of t-SNE is creating a probability distribution representing the sim-

ilarities between points. In the original publication, \the similarity of datapoint x j to

datapoint x i is the conditional probability pj j i , that x i would pick x j as its neighbour"

[26]. This is computed as the Euclidean distance between points,jx i � x j j. This sim-

ilarity must be proportional to the probability density under a Gaussian distribution

centred atx i . What this means is that we consider a Gaussian distribution with mean



3.3. FAULT ANALYTICS 51

Figure 3.14: When computing similarities for SNE, the distance between points is
proportional to the probability density under a Gaussian distribution,
with the mean of the distribution being the point under consideration
x i .

x i , and the distance to other points is plotted on the x-axis (see Figure 3.14).

To account for more sparsely distributed clusters (i.e., higher variance in the

Gaussian distribution used to resolve similarity scores), the projection value is divided

by the sum of all projections as shown in Equation 3.10:

pj j i =
exp(�jj x i � x j jj 2=2� 2

i )
P

k6= i exp(�jj x i � xk jj 2=2� 2
i )

(3.10)

This enforces that all scores sum to 1, that is,
P

j pj j i = 1. The similarity for

low-dimensional \mapped points"yj to yi is computed by Equation 3.11:

qj j i =
exp(�jj yi � yj jj 2)

P
k6= i exp(�jj yi � yk jj 2)

(3.11)

These conditional probabilitiespj j i and qj j i are equal in cases where pointsyi and

yj correctly model the similarity between high-dimensional pointsx i to x j . As such,

SNE seeks to minimize this mismatch betweenpj j i and qj j i using the Kullback-Leibler

(KL) divergence between the two distributions. Original SNE minimizes the sum

of KL divergences over all datapoints using gradient descent [49]. To become less

computationally intensive, t-SNE minimizes a single KL divergence between joint

probability distributions P and Q, where cost function C is denoted by Equation



3.3. FAULT ANALYTICS 52

3.12:

C =
X

i

KL (PjjQ) =
X

i

X

j

pij log
pij

qij
(3.12)

Where P and Q are joint probability distributions pij andqij as shown in Equations

3.13 and 3.14, respectively:

pij =
exp(�jj x i � x j jj 2=2� 2

i )
P

k6= l exp(�jj x i � xk jj 2=2� 2
i )

(3.13)

qij =
(1 + jjyi � yj jj 2)� 1

P
k6= l (1 + jjyk � yl jj 2)� 1

(3.14)

Note that here a Student t-distribution with one degree of freedom is used to

compute the low-dimensional distributionqij . This is used instead of the Gaussian

distribution in the original SNE to address the \crowding problem", which found

points that were both moderately distant and very distant from the point of interest

to be assigned similar probabilities. As a coarse example, avery distant point would

be an outlier when computing the distance using the Gaussian distribution (greater

than 3 standard deviations away from the mean), and would be assigned a similar

score to a point between 2 and 3 standard deviations away from the mean. This would

result in clusters becoming crowded in the low-dimensional manifold, hindering the

ability of the original SNE to visualize high-dimensional data with many pairs of

distant points.

The Student t-distribution has a higher \tail", which results in distances, and

therefore similarity scores, that adequately distinguished between moderately distant

and very distant points. The di�erence between the two distributions is shown in
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Figure 3.15: Di�erence between Gaussian distribution and Student t-distribution,
which are used to compute similarity scores in SNE.

Figure 3.15 [50].

Finally, a parameter calledperplexity determines the number of points considered

for each cluster. For example, if perplexity is a low value, such as 2, then t-SNE will

only consider two similar points as belonging to one cluster and produce a 2D plot

of many scattered clusters. If perplexity is high, t-SNE will consider more points as

similar, resulting in larger clusters. Values between 5 and 50 are generally accepted

for perplexity in t-SNE.

In this thesis, t-SNE is experimented with to explore patterns and similarities

among di�erent faults in the data set. The implementation and results of these

experiments are discussed further in Chapter 4.
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RFV Analysis

The �nal approach to data visualization was RFV analysis. As previously discussed

in Chapter 2, RFM analysis is a technique often used in the e-Commerce industry

for customer segmentation [24]. In a series of transactions, the behaviour of each

customer is represented by three attributes: Recency, Frequency, and Monetary value.

Intuitively, this represents how recently a customer has made a purchase, how often

they make purchases, and the total value of their purchases.

An experiment was conducted where a similar perspective on each fault was cre-

ated on the fault data set, using duration as a proxy for the \monetary value" of an

unplanned stoppage. Here, we consider the Mean Time Between Failures (MTBF),

frequency, and duration as the Recency, Frequency, and Value (RFV) metrics for

each fault in the dataset. Using these three features in conjunction with K-means

clustering, each fault is segmented into interpretable groups such that the severity

or impact of each fault can be communicated to maintenance practitioners and ap-

propriate production personnel. This also makes data visualization trivial as the

clustering results can be naturally plotted on three axes. Details of this experiment

are discussed further in Chapter 4.
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Chapter 4

Results and Analysis

4.1 Data Pipeline Validation - SMT Experiment

For each of the methods presented in Chapter 3, experiments were conducted on

data from the SMT line. Before implementing each method however, the quality

of cycle time and fault data needed to be compared against the ground truth such

that the data could be trusted for analysis. The one point of reference that made

use of similar data at the case company is an experiment on the SMT line used to

assess how e�ective each bu�er is at absorbing variation. This experiment is more

targeted at a di�erent research topic called Bu�er Design for Availability (BDFA),

but the prerequisite data is the same as is required for this thesis [51]. An experiment

of this nature was conducted for the purpose of validating the accuracy of the data

collection from the pipeline described in section 3.1.4. This experiment was conducted

as follows:

1. The line produces until each conveyor and bu�er is full. No units enter the

re
ow oven, and all machines are stopped once the line is full. This is done

such that each machine on the line starts with the same element of stability,
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and therefore the impact of downtime and variation at each conveyor/bu�er

location can be accurately analyzed.

2. Operators are stationed at each conveyor and bu�er on the SMT line.

3. Every minute, the conductor of the experiment calls \time", and the number

of units in each conveyor or bu�er are recorded by the operator onto a sheet.

Unplanned stoppages are also indicated.

4. If the bu�er is either empty or full, the operator is to comment why the bu�er

is full or empty. For example, if the bu�er is empty, downtime or variation

upstream is causing starvation. Similarly, if the bu�er is full, then downtime or

variation downstream is causing this period of blockage.

5. After the time allocated for the study has elapsed{in this case, 75 minutes{

the bu�er contents at each location is plotted as a time series, with unplanned

stoppages highlighted in red. An example of this is shown in Appendix B.

In parallel with this experiment, cycle times and faults were collected by the data

pipeline. Using the events for cycle time data (i.e., \BoardStarted" and \BoardCom-

pleted"), bu�er counts could be found based on how many units a machine�nishes

processing before the machine immediately downstreambegins processing a unit.

Bu�er counts at each location were calculated using this approach, and merged with

the data manually collected from the experiment.

The di�erence between bu�er counts from manual observation and the data pipeline

are shown below in Figure 4.1. The permissible number of units in the bu�er for the

automated data collection and manual observation are shown in blue and red, re-

spectively. Here, it is recognized that bu�er counts from the data pipeline will be
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Figure 4.1: Di�erence between manual (red) and automated (blue) data collection
methods for resolving bu�er counts in the SMT experiment.

Figure 4.2: Segment of SMT experiment results for one machine.

higher than what is manually observed by the operator because of the staging areas

at the input and output of each machine, as well as the work area in the centre of the

machine. The operator simply records the number of visible units on the conveyor

or bu�er, where the data pipeline considers a completed unit that remains either in

the staging area or work area of the upstream machine as additional unit(s) in the

bu�er, despite not being visible to the operator.

An excerpt of the complete experiment results for one machine is shown in Figure

4.2. From this visual, the trend of WIP counts from the automated data collection

follow that of what was manually recorded over the course of the experiment. Addi-

tionally, the manually observed period of starvation is explained by a fault detected

by the data pipeline. From these observations, it was concluded that the automated

data collection was su�ciently representative of reality, and could therefore be trusted

for further analyses. The complete visual for this experiment containing data for all

machines is presented in Appendix B.
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4.2 Bottleneck Identi�cation

After concluding that the results from the data validation experiment were su�cient,

all the bottleneck identi�cation methods from Chapter 3 were implemented. This

section presents further details on implementing bottleneck identi�cation methods,

advantages of each, and results obtained.

4.2.1 Experimentation Overview

Using the machine event logs processed by the data pipeline and stored in warehouse

database tables, SQL queries were written to create a database view for each of

the three methods. In SQL, a view is a virtual table template structure based on the

results of a query. Each method was implemented for 261 production runs (controlled

builds of a speci�ed quantity).

Active Period

A query was written to compute the active period for each machine for each produc-

tion run as speci�ed in the implementation details in section 3.2.1. Transforming the

data set consisting of cycle times and faults to compute the Active Period of each

machine was challenging as some faults and cycle times overlapped. Speci�cally, fault

events typically|not always|occur during a cycle time, resulting in a unit taking

longer than normal to process. This is exactly the type of variation that is sought

to be measured through this work such that the impact can be understood. How-

ever, when computing the total active period for a machine, these overlapping events

need to be merged into one active duration such that the duration of the fault is not

counted separate from the cycle time in the aggregate. Double-counting events would
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Figure 4.3: In the SQL implementation, the start and end times of an event (S1 &
E1) needed to be compared against the following event (S2 & E2) to
determine if any overlap occurs such that true active period durations
could be used for analysis. Visual adapted from [52].

skew the active period of a machine to appear more active than it was. This known

challenge called \gaps and islands" needed to be addressed at the implementation

level using SQL. This required pairs of events to be compared such that the correct

duration was attributed to each active state. A visual highlighting the cases that

needed to be handled for comparing two events is shown in Figure 4.3.

An SQL query was written to handle these overlapping events to compute the true

active period duration of each machine. For a given production run, this query returns

the total time each machine was either processing a unit (Event: \Processing") or

an unplanned stoppage occurred (Event: \F"){among other metadata. This tabular

structure is shown in Figure 4.4.

Using this query result, a template report was generated for each of the 261 pro-

duction runs. These visuals are used to communicate which machine was the actual

bottleneck for a given production run, in comparison with the expected bottleneck

for the product as indicated by the case company. An example is shown in Figure
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Figure 4.4: Resulting tabular representation of the active period SQL query for Work
Order 21002916, Run 1.

4.5.

From this report we can visualize the portion of the active period of each machine

attributed to both processing time and unplanned stoppages (faults), as shown in the

query result in Figure 4.4. For this speci�c report, the GC60 placement machine has

the highest active period duration, and is the bottleneck machine for this production

run. This agrees with the expectation of the case company as indicated in the header

of Figure 4.5.

ITV

The interdeparture times for each machine for each production run were computed

as speci�ed in the implementation details in section 3.2.2. Transforming the data set

of cycle times to compute the interdeparture time variance for each machine was per-

formed. For each machine, the events where a unit exited the machine were isolated,

and the di�erence between these timestamps were computed to resolve interdeparture

times. For each production run, the variance of these times was computed for each

machine and these aggregates were returned by the query, as shown by the result in
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Figure 4.5: Example of a report generated for a production run using active period
analysis.

Figure 4.6: Resulting tabular representation of the interdeparture time variance SQL
query for Work Order 21002916, Run 1.

Figure 4.6.

As done with the active period results, template reports were generated for each of

the 261 production runs. These visuals are used to view the variance in interdeparture

times for each machine over the course of a production run, an example of which is

shown in Figure 4.7. Note that in these visuals, \Output Cycle" is used in place of
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Figure 4.7: Example of a report generated for a production run using interdeparture
time variance analysis.

interdeparture time, as this is the terminology used by the case company and allowed

for the results to be communicated more easily.

From this report we can see that the GC60 placement machine had the lowest

variance in interdeparture times, which means it produced units at the most consistent

rate (i.e. having a unit ready to process from the upstream machine, and having an

available slot in the downstream conveyor to place the processed unit). Therefore,

the GC60 is identi�ed as the bottleneck machine using the ITV method, which agrees

with the expected bottleneck once again as shown in the header of Figure 4.7.
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Figure 4.8: Resulting tabular representation of the turning point SQL query for Work
Order 21002916, Run 1.

Turning Point

The blockage and starvation times for each machine for each production run were

computed to implement the Turning Point method as speci�ed in section 3.2.3. Using

the appropriate event codes, this query determines the period of time each machine

was blocked or starved for a production run. An example of the resulting table is

shown in Figure 4.8.

Once again, reports were generated for all 261 production runs under study. A

sample report is shown in Figure 4.9.These reports are used to analyze the trend of

blockage and starvation times for a given production run.

In this report, the GC60 is never blocked, and seldom starved. Moreover, the

total of blockage and starvation times is minimal at the GC60, and it is identi�ed as

the bottleneck machine once again using this method which agrees with the expected

bottleneck machine for the product.

Data Manipulation

From the sample reports in the above sections identifying the bottleneck using each

of the three methods (Figures 4.5, 4.7, 4.9), each method independently identi�es the

same machine as the bottleneck for the same production run. Moreover, this identi�ed

bottleneck agrees with the expected bottleneck machine from the case company. The
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Figure 4.9: Example of a report generated for a production run using turning point
analysis.

next step is to compare the results of these reports over all 261 production runs to

assess the e�cacy of the three methods used in conjunction against the expected

bottleneck at the case company.

To do this, a program was written in Python3 to extract the results for each

method, transform them into a single tabular structure, and load them into a new

table in the database. In the data engineering domain, this is known as an Extract,

Transform, and Load (ETL) process, which maintains a table strictly used for ana-

lytical purposes [53]. This process was automated such that results were available

within ten minutes of a production run being completed. A sample of this structure
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Figure 4.10: Query output for new \matrix" table used to compare the results across
di�erent methods.

is shown in Figure 4.10.

From this table we can see for each production run, the bottleneck machine identi-

�ed by each method is indicated, along with pertinent metadata about the production

run, such as the product, build status, and board side which in
uence the expected

bottleneck machine (\ExpectedBN").

4.2.2 Results and Discussion

The table in Figure 4.10 was populated for production runs from October 2021 to

March 2022. From this table, 261 production runs with su�cient data linkage were

considered for analysis (data linkage meaning that database triggers su�ciently pop-

ulated the \WorkOrder" and \RunNumber" columns|this was not always the case).

For instance, in the event of trigger logic failing, \WorkOrder" and \RunNumber"

columns would be populated for 4 of 5 machines, with the records for the �fth ma-

chine remaining null. Instead of addressing granular corner-cases in the logic for the

database triggers, data linkage was considered su�cient for the 261 production runs to

proceed with analysis. For this data set, comparisons were made between the results

of each method, and with the expected bottleneck machine for the 261 production

runs under study. The results of this experiment are shown in Figure 4.11.

There is little agreement between methods, and especially a lack of agreement

between each method and the expected bottleneck machine. Additional comparisons

were made in Figure 4.12, where this lack of agreement is ampli�ed through comparing



4.2. BOTTLENECK IDENTIFICATION 66

Figure 4.11: Matrix exploring the agreement of bottleneck identi�cation methods
with each other, and with the expected bottleneck machine.

pairs of methods against expectation, among others.

For the 261 production runs, the three bottleneck identi�cation methods agree

just 23 times, which is just 8% of cases. More curiously, of the 23 cases where all

three methods agree, they only match the expected bottleneck 8 of these 23 times,

which is 2.8% of all cases. The potential reasons for this lack of agreement will be

discussed later.

An additional experiment was conducted to determine the extent to which down-

time periods impacted the active period results. To do so, active period analysis was

performed on the 261 production runs, once with unplanned stoppages included, and

once with unplanned stoppages omitted. It was determined that incorporation of un-

planned stoppages does cause the bottleneck identi�ed by the active period method

to di�er further from expectation. Results of this brief experiment are summarized
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Figure 4.12: Additional comparisons made to explore the lack of agreement.

in Table 4.1.

Table 4.1: Experiment: Exploring the impact of downtime on active period results.

With downtime same as without 63.1%

With downtime same as expected 15.7%

Without downtime same as expected 25.4%

The purpose of this experiment was to ascertain that inclusion of downtime when

computing the active period results in the identi�ed bottleneck machine agree with

the expected bottleneck less frequently. This was the anticipated result, whereby

the inclusion of previously unrecorded downtime captures variation resulting in the

actual bottleneck machine deviating from expectation. However, the overall results

are suspect at best due to the aforementioned lack of agreement between methods.

With the apparent disagreement among methods shown in Figure 4.11, the next

step was to explorewhy this is the case. This issue has precedent, however, as shown in
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Figure 4.13: Counterpoint from original ITV work highlighting that di�erent methods
do not always identify the same primary bottleneck. Table taken from
[18].

the initial ITV paper, where di�erent methods were used for bottleneck identi�cation

on di�erent simulation results [18]. An example of such a counterpoint is shown in

Figure 4.13.

Here, the results of eight methods agree in the top two bottlenecks identi�ed,

just in a di�erent order. With the results in Figure 4.11 focused on identifying

the primary bottleneck, this prompted an investigation into the agreement between

the top N machines identi�ed as bottlenecks by each method. This extension was

straight forward to implement, as each method focuses on a minimal or maximal value

of the metric of interest for bottleneck identi�cation. For example, bottlenecks are

identi�ed using maximal active period,minimal ITV, and minimal total blockage

and starvation time. By sorting the resulting values of interest from each method,

a \rank" was assigned to each machine to identify the bottlenecks in order for each

production run. Then, similar visuals were generated to assess agreement among the

top N set of machines identi�ed by each method regardlessof order. For example, the

matrix outlining the agreement in the top two machines identi�ed by each method is

shown in Figure 4.14.
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Figure 4.14: Matrix results for the top two bottleneck machines identi�ed by each
method, with the \Expected" �eld only requiring for the expected bot-
tleneck to be among the set of two machines in each case.

Once again, there is a complete lack of agreement between the top two machines

identi�ed by each method, with the noticeable improvement being that the expected

bottleneck is identi�ed more successfully. The most drastic case is the top two bot-

tlenecks identi�ed by the turning point method successfully including the bottleneck

78.2% of the time, an improvement over 54% from looking at the primary bottleneck

only (Figure 4.11). Similarly, the agreement between the top three and top four ma-

chines is shown in Figures 4.15 and 4.16, respectively. It is encouraging to see that

agreement increases as the size of the set of machines increases. However, comparing

the set of two, three, or four machines actually results in lower percentage-agreement

across the 261 production runs than just considering the primary bottleneck (i.e., top

1). Another interesting result is that there are still several cases for each method
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Figure 4.15: Matrix results for the top three bottleneck machines identi�ed by each
method, with the \Expected" �eld only requiring for the expected bot-
tleneck to be among the set of three machines in each case.

where the bottleneck isnot among the top four machines. In these cases, the ex-

pected bottleneck machine was identi�ed as the �fth ranked bottleneck out of �ve

possible machines, meaning that it has theleast impact on limiting throughput. For

clarity and completeness, it was veri�ed that the top �ve machines agree 100% of the

time in each case (since there are only �ve machines under study). This has been

included in Appendix C.

4.2.3 Discussion

The data pipeline used to capture a digital representation of product 
ow was repre-

sentative of what was observed on the SMT line during an experiment, as shown in

Figure 4.2. This data pipeline accurately captured machine cycle times and faults,
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Figure 4.16: Matrix results for the top four bottleneck machines identi�ed by each
method, with the \Expected" �eld only requiring for the expected bot-
tleneck to be among the set of four machines in each case.

which was used to extract a data set for analysis. Moreover, these data can be used

to eliminate the need for experiments of this nature to be created in the future, as

the data collection process has been automated. Speci�cally, this eliminates the need

for six operators to be reallocated for 1-2 hours each time these experiments are con-

ducted. This is a signi�cant bene�t to the case company as these experiments are

resource intensive.

After completing this series of experiments, there is a complete lack of agreement

between the three methods over the course of 261 production runs under study. Of

the three methods considered, the turning point method appears to perform the most

successfully when compared with the other two methods (see Figure 4.11). Addition-

ally, despite the lack of agreement between methods, the actual bottleneck machine
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for a production run appears to di�er from the expectation as de�ned by the case

company. Moreover, the experiments in this chapter did not result in each method

independently identifying the same bottleneck machine to a repeatable degree of suc-

cess. However, each method o�ers insight that can be used by operations personnel

at the case company to supplement existing bottleneck management strategies. This

presents the opportunity to create synergy between data-driven methods and tradi-

tional Lean manufacturing doctrine.

There are a few reasons that may limit the lack of agreement between methods.

Firstly, data loss and data linkage pitfalls result in a \dirty" data set, and skew

the results of each bottleneck identi�cation method to an unknown extent. The

data pipeline used for this research remains a prototype, and is independent of any

enterprise-grade technology. As such, records are occasionally missed by programs in

the data transformation layer, resulting in the active period, ITV, or turning point

results being skewed in either direction depending on the piece(s) of data that were

missed. To mitigate this issue, the 261 production runs analyzed for the experiments

in this chapter were manually selected based on observedly su�cient data linkage.

The most signi�cant caveat to these experiments is that there is no visibility of

external factors capable of in
uencing the data collected. In the context of the three

bottleneck identi�cation methods, a scheduled 15 minute break for operators would

require the line to be stopped. Each machine would be manually stopped (recognized

as an unplanned stoppage) which would skew the active period to be higher than

normal, resulting in a larger ITV value at each machine, and if a machine is blocked

or starved at the time the break occurs, this value would be skewed 15 minutes larger

than reasonable as well. It was hypothesized that this would be less of an issue in the
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case of shorter production runs, but the general trend and lack of agreement in the

results persisted in every case. Implementing logic to navigate these scheduled breaks

in the context of each method is not trivial and was considered to be out of the scope

of this project. While it remains speculation, it is believed that these external factors

are the reason for the complete lack of agreement between bottleneck identi�cation

methods in this research.

An additional limitation is the limited ground truth against which to assess the

quality of results. The only reference point was the expected bottleneck machine

for a given run. Perhaps this is a su�cient basis to conduct these experiments, but

knowing what the actual bottleneck for a production run was (by some de�nition)

would have made the performance of each method more straightforward to assess.

Among these reasons, additional issues explaining the lack of agreement could be

found in the implementation of each method by the author. While these implementa-

tions underwent several iterations such that performed as expected, the door remains

open to the fact that errors could still remain.

The �nal limitation is that this work relies solely on the event code nomenclature

proprietary to the equipment manufacturers featured on the SMT line used for this

research. This hinders opportunities to scale this work to other SMT lines, and other

facilities. As mentioned earlier, the electronics manufacturing industry is working

to make data accessible and manufacturer-agnostic through the IPC CFX standard

[6]. While it remains in early development at present, further development of this

standard will make work of this nature easier to replicate, and lower the barrier to

data accessibility at electronics manufacturers worldwide.
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4.3 Fault Analytics and Unsupervised Learning

From the portion of the machine log data containing faults, the behaviour of di�erent

kinds of unplanned stoppages can be analyzed. This section details the analyses

performed to determine the principle causes on the SMT line from machine event

log data using several approaches. Through the identi�cation of these principal fault

causes, the expectation is that the understanding of SMT line behaviour can be

improved, and the case company can adopt a more progressive maintenance practice.

4.3.1 Experimentation Overview

From machine event logs, the subset of unplanned stoppages (faults) were extracted

using a SQL query. Once an event stream of faults were isolated, Pareto charts could

be generated as explained in Chapter 3. Subsequently, K-means clustering was used to

segment faults into groups based on their statistical features. This K-means clustering

work
ow was extended to experiments with principal component analysis (PCA) and

t-Distributed Neighbour Embedding (t-SNE). Lastly, an adaptation of RFM analysis

was used in conjunction with K-means clustering for intuitive visualization of fault

behaviour in three dimensions.

4.3.2 Data Set

The data set for the experiments in this section is comprised of 102,009 fault instances

(after removing outliers), consisting of 148 distinct fault types and contained the �elds

speci�ed in Table 3.2. Examples of fault types are \Component Unavailable..." and

\Auto Feeder Teach..." errors extracted from the machine event logs. These data were

collected between January 2021 and June 2022. The data pipeline in section 3.1.4
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was extended to support log processing on the placement machines on two additional

SMT lines to increase the volume of data collected. This decision was made as the

purpose of these experiments is to identify the causes of capacity loss regardless of

product such that machine behaviour can be better understood.

Feature Design

The precedent set by Subramaniyan et al. used total stop time, frequency, coe�cient

of variation (CV) and mean stop time for each fault as the statistical features for

analysis [7]. That work was limited to those four features as that was all the MES was

capable of providing when extracting data from it. In this thesis, no such intermediary

or system exists, and feature engineering can be done on data extracted from the

source. The set of statistical features for each fault was extended to 9 features,

including the original four from Subramaniyan et al. These were introduced previously

in Table 3.3. The purpose of these new features was to capture additional properties

of the duration distribution for each fault.

4.3.3 K-Means Clustering

The K-means work
ow was �rst conducted to replicate the approach of Subramaniyan

et al. to validate that similar work could be done with this data set (speci�cally, the

box plots in Figure 3.12). Initial data pre-processing was required for outliers for each

fault type to be removed. This was done by computing the z-score for the duration

of each record, and only records with a z-score less than 3 were retained|where the

removed records were considered outliers. This removed roughly 2% of the original

data, resulting in 102,009 fault instances for analysis. Next, the time between failures
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Figure 4.17: Example plot used to visually verify the optimal number of clusters for
a data set using the \Elbow Method".

derived column was computed, followed by the computation of each aggregate metric

to transform the data set for analysis (see Figure 3.13).

Prior to clustering, features were normalized to unit variance (� = 0; � = 1).

Then, the \Elbow Method" was used to determine the number of clusters that would

best segment the data into distinguishable groups. This \Elbow Method" computes

the total sum of squared Euclidean distances within the clusters for the speci�ed

number of clusters [54]. This is done iteratively such that these results can be plotted,

like the example shown in Figure 4.17.

From this plot, the optimal number of clusters is determined to be the point on

the graph after which the most drastic decrease in inertia occurs (total within-class

sum of squared distances). Visually, the optimal number of clusters appears to be

4. Using the kneed module in Python, this was computationally veri�ed to be 4
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[55]. Then, K-means clustering withk = 4 was �t to the data using the Python

framework scikit-learn [56]. Resulting cluster labels were appended to the data

set for analysis. Any modi�cations to this base work
ow are discussed as results are

presented for each approach.

4.3.4 Results - Data Visualization

For each approach explored, visuals are created and the quality of clusters generated

are discussed where applicable.

Pareto Analysis

The �rst data visualization approach explored was Pareto Analysis, which does not

require clusters to be generated [42]. Given the industrial application of this work,

it made sense to �rst explore fault behaviour pragmatically. From the data set,

Pareto charts were generated for total fault duration, mean fault duration, and fault

frequency at the suggestion of the case company. A sample of a frequency Pareto

chart is shown in Figure 4.18. Note that the cumulative distribution function (CDF,

the line curve in Figure 3.10) is omitted here. This visual displays the top 5 faults

over a one week period for the products of one client. These visuals are dynamic, and

can be sliced by time period and client portfolio to isolate root causes of a capacity

loss attributed to speci�c business cases.

In Figure 4.18, the y-axis shows the number of times a fault has occurred in the

selected time period, with the abbreviated fault text shown in descending order of

frequency on the x-axis. By hovering over a bar, the full fault text is displayed.

Further detail on the web application used to generate these visuals in real-time and
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Figure 4.18: Pareto chart showing the top 5 most frequent faults over the course of
one week for one client.

communicate these results to operations personnel is presented in Chapter 5.

Cluster Analysis

After �tting K-means with four clusters to the data set, features could be analyzed

with the purpose of understanding better the general behaviour of faults within each

cluster. This was the approach explored by Subramaniyan et al., and was the �rst

unsupervised learning experiment conducted in this thesis [7]. Box plots used to

visualize the distributions of each feature by cluster are shown in Figure 4.19.

From the visuals in Figure 4.19, the e�ort required to interpret the behaviour of

faults in each cluster is substantial. It is initially unclear as to which cluster contains

the faults most responsible for capacity loss. After some inspection, cluster number

1 appears to contain faults having both the highest total downtime, frequency, and

lowest MTBF, suggesting that they are the primary sources of downtime on the SMT
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Figure 4.19: Box plots showing the distribution of each feature within each cluster.

line. After revisting the data, the faults contained in cluster 1 are shown in Table

4.2.

Table 4.2: Event codes in cluster appearing to contain most signi�cant faults.

Fault Code Fault Description Cluster

20005 Auto Feeder Teach Repair has been acti-
vated. Slot: . Track: . . Pick Y: .

1

20200 Component unavailable. Component: .
Reference ID: . , ) (, ). Pattern Step: .

1

3013 EMERGENCY STOP pushed. 1

20211 Feeder unusable. Slot: 1

Some connections to di�erent actions on the SMT line can be drawn from the

faults in Figure 4.19. Fault code 20200 (\Component unavailable...") corresponds

to a reel of components depleting and needing to be replenished, referred to as a

\part exhaust" at the case company. Moreover, fault code 20005 (\Auto Feeder
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Teach...") corresponds to the machine camera on the placement machine needing to

be re-calibrated such that the components can be accurately picked from the replen-

ished reel. Code 3013 corresponds to emergency stops, which is whenever manual

intervention is required to resolve an issue on a placement machine|this is usually

accompanied by another overlapping error. Lastly, code 20211 corresponds to times

when components cannot be picked from a feeder location, and the feeder needs to

be re-inserted (called a \feeder jam"). Domain knowledge from maintenance practi-

tioners and operations executives emphasize that part exhausts and feeder jams are

short, frequent unplanned stoppages (in the realm of 2-5 minutes) that areexpected

to happen, but they are not recorded and nor is their impact quantitatively assessed

at present.

The visual interpretation of multiple box plots is cumbersome and required reverse-

engineering by the author to extract meaningful information from it, defeating the

purpose of data visualization in the �rst place. Moreover, this validates that there is

much room for improvement in communicating the results of a clustering experiment

like the one presented by Subramaniyan et al. [7].

It is also worth noting that clusters are not well distributed (see Table D.1). One

potential reason for this is that distributions of the duration �eld for most faults are

all heavily right-skewed (positive skewness in Figure 4.19). It was initially overlooked

that K-means requires variables to be symmetrically distributed, which was intended

to be addressed by scaling features to unit variance prior to clustering.

To handle the right-skewness of the duration distribution for most faults, the

natural logarithm of the duration �eld was computed prior to computing aggregate
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Table 4.3: Initial cluster breakdown showing the number of faults contained in each
of the k = 4 clusters.

Cluster Number of Faults (Points)

0 35

1 4

2 7

3 102

features as before, and then normalizing to unit variance. This created more symmet-

ric distributions prior to computing aggregates. The updated cluster distribution and

box plot visual are shown in Table 4.4 and Figure 4.20 respectively. Note that the

number of points in each cluster is of interest, not the mapping of each cluster label

to number of points. However, resulting clusters were poorly distributed once again,

and the lack of interpretability from the box plot visual remained an issue. While the

natural logarithm transformation did not lead to more interpretable clusters, some of

the time-oriented features were visualized more clearly (i.e., MinDuration in Figure

4.20). Of note are the two fault codes contained in cluster 3 (red), which are the two

corresponding to part exhaust events as previously discussed (20200 and 20005, see

Table 4.2). These two fault codes indicate that part exhausts are the principle sources

of downtime on the SMT line, as these two fault codes di�er strongly in statistical

behaviour from the other 146 codes in the data set.

Taking the natural logarithm after computing aggregate features prior to normal-

ization and K-means clustering was also explored, and resulted in well-distributed

clusters. However, any insights relating to the most signi�cant faults could not be

interpreted from this visual. This result is included in Appendix D.
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Table 4.4: Cluster breakdown showing the number of faults contained in each clus-
ter after the natural logarithm transformation was included in K-means
work
ow.

Cluster Number of Faults (Points)

0 40

1 91

2 15

3 2

Figure 4.20: Box plots generated after natural logarithm transformation was applied
to the duration �eld before computing aggregates.

PCA

There was a desire to create more e�ective data visualizations to communicate which

faults are contributing to capacity loss on the SMT line. The �rst method was prin-

cipal component analysis (PCA), implemented as introduced in Chapter 3. The im-

plementation was completed using thePCAsub-module of thescikit-learn Python

framework [56]. PCA with two components was �t to the data set normalized to unit
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Figure 4.21: Explained variance by �rst two principal components (total 55.3%).

variance as before. The percentage of variance retained from the original data set by

the �rst two principal components was 55.3%, and is shown in Figure 4.21.

Using these two components as the input data, the number of clusters was deter-

mined to be 4 using the \Elbow Method", the same number of clusters as the initial

9-dimensional analysis. A scatter plot visualizing the results of applying PCA before

clustering is shown in Figure 4.22.

Figure 4.22 is an improvement from the box plots in that each of the 148 faults can

be plotted on the same 2D axes, and there is no need to reverse engineer the box plot

to determine which faults belong to each cluster. However, the cluster distribution

varies from those discussed previously in Table D.1 since data was compressed to

this new two-dimensional representation prior to clustering. The new distribution of

faults in each cluster using this PCA approach is shown in Table 4.5. Once again,

the number of points in each cluster is of interest, not the mapping of each cluster
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Figure 4.22: Scatter plot after applying PCA to data set prior to K-means clustering.

label to the number of points.

Table 4.5: Cluster breakdown showing the number of faults contained in each cluster
after applying PCA.

Cluster Number of Faults (Points)

0 24

1 80

2 35

3 9

However, the The principal component axes are a scaled linear combination of the

original 9 features and so are di�cult to interpret directly; they can only be used to

discern how \similar" certain faults are to each other. Moreover, the original data set

was compressed to these two dimensions capturing just 55.3% of the original data.
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With 44.7% of the variance in the original data being removed just for the sake of

visualization, there is not much con�dence that can be attributed to any insights

gleaned from Figure 4.22, if any. One thing of note is of the 9 faults in cluster 3

(purple), the two fault codes corresponding to part exhaust events on the SMT line

are the most distant from the rest of the points (see hover data in Figure 4.22).

However, this output leaves much to be desired to create interpretable insights from

this data set.

t-SNE

The second data visualization technique brie
y explored was t-Distributed Stochastic

Neighbour Embedding (t-SNE), implemented as introduced in Chapter 3. Similar to

the PCA approach, the implementation was performed using theTSNEsub-module

of the scikit-learn Python framework [56]. t-SNE was applied to represent the

fault features in a two-dimensional manifold. This transformation was applied after

K-means clustering had already been applied to the data, which has the cluster dis-

tribution in Table 4.4. This allowed for the clustered data to be visualized without

the required compression or data loss presented by PCA. An example plot generated

from this t-SNE experiment is shown in Figure 4.23.

While the axes of a low-dimensional t-SNE plot do not have a speci�c meaning,

Figure 4.23 can be used to reveal information about di�erent faults using the rela-

tive distances between points. This is because t-SNE captures the high-dimensional

structure in this two-dimensional manifold, where neighbours of a given point tend

to be consistent between the two representations. This can be used to identify pairs

of faults that behave similarly based on their proximity within their cluster. For the
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Figure 4.23: Scatter plot after applying t-SNE to clustered data.

cluster of two faults (green), they are close together in the low-dimensional repre-

sentation. From hovering over the data points (see Figure 4.23), these are the two

event codes relating to a part exhaust event on the SMT line (fault codes 20200 and

20005). This intra-cluster proximity is said to be indicative of their similar statistical

behaviour, which is consistent with domain knowledge in this case.

Additional visuals were generated using di�erent hyperparameters in Appendix E

for the purpose of experimentation only.

RFV Analysis

There do not appear to be any clear insights that can be derived through the visu-

alization from the previous unsupervised learning e�orts to create clusters of similar

faults. The only insightful approach so far is Pareto analysis, which is derived from
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quality management �rst principles. Pareto analysis intentionally omits faults to fo-

cus on principle causes, and does not communicate a complete analysis. There still

remains a desire for a more informative or information-rich visual.

In this thesis, Recency, Frequency, Monetary (RFM) analysis is a method ab-

stracted from market segmentation studies often used in e-Commerce applications.

The 9-dimensional feature space in Table 3.3 was reduced to three features: MTBF,

Frequency, and TotalDuration. As previously mentioned, these three features aim to

capture the recency or repeatable nature of a fault, how frequently it occurs, and the

total downtime attributed to the fault type (abbreviated to Repeatability, Frequency,

Value|RFV).

Once metrics were established, they were \binned" and assigned scores from 1-5

based on the percentile rank of each feature among the total set of faults. These labels

were created to communicate the severity of each fault, where the most severe faults

would have a low MTBF, high frequency, and high total duration (and a score of 5 for

each of the three features). As before, the logarithm transformation was applied to

the three features to create symmetric distributions before scaling to unit variance.

The number of clusters was determined to be 5 using the \Elbow Method". This

allowed for results to be plotted in three dimensions with no need for dimensionality

reduction or data compression, and this output is shown in Figure 4.24. The number

of faults in each cluster is shown in Table 4.6.

The purpose of Figure 4.24 was to visualize the di�erent clusters of faults created

from the three hand-picked features to interpret the behaviour of di�erent faults. This

visual shows the expected linear trend between frequency and total downtime. That

is, the more often a fault occurs, the total downtime sustained by that fault should
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Figure 4.24: 3D Scatter results from RFV analysis.

be higher. The di�erent clusters of fault types along this trend can be suggested

as having di�erent tiers of severity, where the most severe faults are in the cluster

4 (green), and the least severe are in cluster 3 (red). An additional observation is

that the faults in cluster 0 (blue) deviate from the linear trend of fault duration

and frequency. These faults have a low MTBF, but have a lower total duration

relating to other faults. One interpretation of this cluster is that these are faults

that are expected to appear frequently but do not have a strong negative impact on

throughput. Moreover, among the faults in the red cluster are a vertical line, which

are the faults that have only happened once over the data collection period. These

are a subset of the lowest-severity faults that are \one-o�s", which is important detail
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Table 4.6: Cluster breakdown showing the number of faults contained in each cluster
from RFV clustering approach.

Cluster Number of Faults (Points)

0 15

1 39

2 16

3 35

4 43

to have on hand if signi�cant downtime occurred as a result of this one fault, or if an

external machine technician was required to come on site for repair. Lastly, among

the most severe faults in green|at the top of the linear trend|are the same top four

faults identi�ed in Table 4.2 from the box plot visualizations.

This plot also features detail about the fault when hovering over a data point to

communicate detail about the fault, including the fault message, and binned scores

derived from each of the three features.

4.3.5 Discussion

From the four data visualization approaches explored in these experiments, the top

fault modes contributing to capacity loss can be identi�ed using both Pareto analysis

and unsupervised learning methods. Across all explored methods, the most prominent

fault modes impeding SMT line throughput have been identi�ed. Speci�cally, these

\faults" are unavoidable nuances associated with SMT electronics assembly, such

as part exhausts, feeder jams, and miscellaneous manual stoppages (see Table 4.2).

Despite being unavoidable stoppages, they are unplanned, and more importantly, they

are not currently recorded at the case company. Through the collection of these data
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and analyses performed, quanti�able insights can be created to evaluate the negative

impact of these events on throughput. At this stage, it does not appear that fault

codes associated to speci�c machine component or subsystem failure are among these

more prominent faults in terms of capacity loss sustained.

As mentioned in Chapter 3, these fault codes are nomenclature speci�c to machine

manufacturers from which data has been collected. However, these fault analyses are

transferable, especially with the precedent set in works previously discussed [7, 22].

Additionally, it was empirically determined that not all instances of fault code 20200

are instances of part exhausts. While this is not often the case and did not appear

to impact the results of the experiments conducted, this could induce noise into the

features used for analysis (such as frequency and MTBF) and should be acknowledged.

The main caveat is that the data collected remains in its early exploratory stage,

and the extent to which certain fault codes absolutely or partially impact machine

availability is not de�nitively understood. One clear example of which is code 1200

displaying the message: \machine air supply low". While this message has a \re-

covery" instance, the initial event indicates that the internal pressure sensor reading

of a placement machine is out of spec, but it can still produce with no throughput

loss. Another example is an alarm from the stencil printer which reads, \Automatic

backup of SPC database initiated", which was also observed to have no e�ect on

machine throughput. This was not a signi�cant issue as this alarm was only triggered

15 times in the data set.
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Chapter 5

Fault Analytics Application

To realize the pragmatic bene�ts from some of this research, steps were taken to

operationalize some of the experiments conducted in Chapter 4. Speci�cally, a web

application featuring a single graphical user interface (GUI) was developed to present

fault analytics visuals to production personnel. This development leveraged the in-

frastructure of the web application previously developed for the collection of oper-

ational context and reporting, as described in section 3.1.4. The development of a

prototype application for user interaction is motivated by the framework presented by

Timusk, Mechefske, and Lipsett, where a prototype system was developed to demon-

strate a pragmatic approach to machine learning-based fault diagnostics [57]. While

this application does not yet aim to support fault diagnostics at the machine or asset-

level, this application is aimed at diagnosing faults at theprocesslevel considering the

SMT line as a system, with the goal of improving process-level decision making. After

su�cient data has been explored and understood, the shift in focus to the paradigm

of machinery health monitoring can be entertained.
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5.1 Case Study

The use case targeted by this prototype was to improve the responsiveness of oper-

ations personnel to faults to improve machine availability and improve throughput.

This is a signi�cant opportunity for improvement at the case company, where down-

time periods are manually recorded by operators only if they exceed 7 minutes in

duration. Furthermore, these downtime events are only reported to sta� members at

the end of a production run, where remarks on the impact of these events are made

after it is too late to react and improve. The objective is to visualize and quan-

tify the downtime each fault was responsible for in as close to real-time as possible.

The improvement sought is that operations personnel could at least recognize where

manufacturing capacity is being lost.

5.2 App Functionality

5.2.1 GUI

The application was designed to simplify user interaction, and to present information

in a manner that can be understood by users needing various levels of detail (i.e.,

operators to executives). The GUI consists of four major components. Three of

which are Pareto charts displaying the top 5 faults (by default) in descending order

of frequency, total duration, and mean duration. The fourth component is a menu

of �lters that can be used to slice the data to create di�erent perspectives on faults.

The overall GUI is shown in Figure 5.5.

For the prototype, the implemented �lters can slice the fault data set by time

period, machine, client portfolio, and production line. Additionally, the topN faults
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Figure 5.1: GUI Filters used to generate dynamic Pareto charts.

can be displayed for each visual so the user can identify the top faults by each metric

to their desired resolution. A closer view of the �lters component of the GUI is shown

in Figure 5.1.

Samples of the Pareto charts for fault frequency, total fault duration, and mean

fault duration are shown in Figures 5.2, 5.3, 5.4 respectively. The complete GUI

featuring the layout of the three plots and �lters is shown in Figure 5.5. For the

default view in Figure 5.5, the Pareto charts are generated for the top 5 faults for one

client over a 7 day period.

The entire web interface was written in Python3, leveraging the plotly and dash

libraries for implementing GUI components [58, 59]. Flask was used to deploy the

Python application via Azure App Services [60, 61].
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