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Abstract

Detection of periodic signals in noise is an important problem in many scientific fields
and there exist tools in the multitaper spectrum estimation and harmonic analysis
framework for doing so, for example, the Harmonic F statistic. However, the Har-
monic F statistic can lose effectiveness under certain types of frequency modulation,
when the signal to noise ratio is low, and when the background spectrum is highly
coloured. In 2009, Thomson [40]| proposed methods for dealing with time series data
(specifically, solar data) where these problems are present. In this thesis we pro-
pose an extension of this work to deal with the detection of frequency modulated
signals. The method uses the Slepian sequences as projection filters to reconstruct
the series based on a 2W band around a given carrier frequency and then tests the
instantaneous frequency series for a low-degree polynomial form in that band using
the Slepians combined with an associated family of polynomials in a variance ratio
test statistic. Under the null hypothesis that there are no sinusoidal signals with
polynomial frequency modulation at the given carrier frequency, these test statistics
are approximately distributed according to an F distribution with degrees of freedom
depending on the number of tapers used and the degree of the polynomial being
tested. We compare several such test statistics via simulation studies and apply them
to a solar time series from the GOLF SoHO instrument.
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Chapter 1

Introduction

The detection of periodic signals in noisy data has applications in many fields, such
as geophysics, oceanography, helioseismology and engineering. For example, a helio-
seismologist may be interested in identifying different modes of the sun for use in
modelling. A common problem in all of these settings is that of noisy time series
data as, no matter where a sensor is located or how the data is sampled, there are
always some background noise processes that interfere with the signal. Additionally,
there is a separate issue that many signals in nature are not purely periodic, i.e., they
are modulated in some way. While such signals typically have some periodic trend,
the frequency that each signal is oscillating at may itself be varying around some
constant center, or carrier, frequency. For example, signals emerging from the sun
and detected on Earth are modulated by the rotation of the sun, the rotation of the
Earth and the orbit of the Earth. There exist methods in the literature for identifying
the carrier frequency of a purely periodic signal, but they don’t necessarily extend to
the frequency modulated setting. Thus, there is a need for significant improvements
to the methodology for dealing with the problem of frequency modulation.

Physical data is often considered to be a finite set of data points sampled uniformly



over some period of time, and if taken from a natural process, is usually serially cor-
related: the value of the process at a given time depends, sometimes quite strongly,
on the values that the process took in the times leading up to that point. Because of
this strong correlation structure, it is not valid to analyze such data under indepen-
dently sampled observations. This requirement of serially correlated structure is the
foundational assumption of time series analysis. The correlation structure of our data
is encoded in the autocovariance function under an assumption of weak-stationarity.
Further, if we are seeking to detect periodic signals, then our data will have possibly
many deterministic oscillators embedded against an (assumed stationary) stochastic
process. The relevant features of an oscillator — amplitude, phase and, especially,
frequency — are difficult to estimate when one is restricted to an analysis of the au-
tocovariance function in the time domain, necessitating a move into the frequency
domain by means of the Fourier Transform (in practice, the Fast Fourier Transform).
The objective of our estimation procedure then becomes the Fourier Transform of
the autocovariance function, the power spectrum. In summary, what is required is
a method that will simultaneously allow us to analyze the power spectrum of the
background noise process and accurately detect any strong periodic signals hiding in
our data.

This context is where the multitaper method comes in. This approach was de-
veloped by D.J. Thomson and is presented in his 1982 paper, "Harmonic Analysis
and Spectrum Estimation," [37]. The framework provided by the method can be
extended to enable an algorithm for both detecting periodic signals and estimating
the spectrum of the background noise process. The key innovation in the multitaper
framework was to multiply the data by several orthogonal tapers, giving multiple
approximately independent estimators from the original data. This allows for direct

control of the bias-variance trade-off through the selection of a frequency domain



bandwidth parameter and the number of tapers used. Upon selection of the band-
width and the number of tapers, we take the Fourier transform of these tapered data
series (referred to as eigencoefficients), and average their squared magnitudes to get a
consistent estimator of the true spectrum. The eigencoefficients can also be regressed
onto the Fourier transform of the tapers at a given frequency, giving a variance ratio
statistic (the Harmonic F statistic), which allows for a statistical test of the hypothesis
of a periodic signal at a given frequency.

The Harmonic F statistic has limitations, and does not have good performance in
the presence of certain types of frequency modulation, often completely missing the
carrier frequency even in the simple setting of a single modulated oscillator with addi-
tive Gaussian white noise. This thesis will explore alternatives to the classic method
to correct this deficiency. Thomson’s 2009 paper, "Polynomial Phase Demodulation
in Multitaper Analysis," [40], proposed an approach for dealing with frequency mod-
ulation in the specific case when the modulation has a polynomial form that varies
within a small band around the carrier frequency. In particular, the 2009 paper
mostly dealt with the issue of fitting the polynomial part of the modulating function,
but did not really address the detection of the carrier frequency.

Our research has developed appropriate statistics for detecting the carrier fre-
quency of a polynomial modulated signal and the best degree polynomial to fit to the
modulating function based on the aforementioned paper and the multitaper frame-
work. The thesis will begin with a chapter on the necessary background material
before moving on to define the test statistics and derive their asymptotic distribu-
tions. Next we compare their performance and explore their properties via simulation
before wrapping up with a data analysis example with a time series from the world

of solar physics.



Chapter 2

Background

In this chapter we will go over the background material required before moving on
to the rest of the thesis. This will include discussions of weakly-stationary time
series, power spectra, the multitaper spectrum estimation framework, Slepian se-
quences, eigenfunctions and eigencoefficients, frequency modulation, the Harmonic F
test statistic, the associated polynomials and projection filters, and the instantaneous
frequency series. We also note here that all the code used for generating the figures,
running simulations and data analysis was written in R [29], with the exception of a
handful of Fortran 95 subroutines, which were themselves called from R. Estimation
of multitaper spectrum estimates and generation of the Slepian sequences is done, of

course, with the multitaper R package, [30].

2.1 Stationary time series and the power spectrum

Suppose we have a real-valued, discrete-time stochastic process, X; with components,
Xt¢. The sample points will be assumed to be uniformly-spaced (by , which will
typically be taken as 1 unless otherwise stated). Now assume that X; is zero-mean

and weakly-stationary so that E [X¢{ =0 and E[X{X¢+ | =R( ) V € Z: A process



that does not satisfy these two properties is said to be nonstationary and the class
of nonstationary processes is enormous (and most real time series data are probably
at least a little bit nonstationary). By the Wiener-Khinchin Theorem [43], if R is
absolutely summable, there exists a continuous function S, called the power spectrum,
power spectral density or just spectrum, that is the discrete-time Fourier transform

of the autocovariance function, R. That is,
YA f
N

R()= e? T S(f)df; (2.1)

LN

where fyy = 1=2  is the Nyquist frequency, and

X .
S(f) = R()e 2T (2.2)
=1
Note that by the absolute summability of R and Fubini’s theorem
Z LN X Z LN .
S(f)df = R() e 2T 4f
fN = 1 fN

= R( )2fN -0
=1

= R(0)

— 2

and so the power spectrum encodes information on the proportion of variance con-
tributed by the process at the different frequencies in the band [—fy; ).

An interesting fact is that the covariance matrix of a finite section (in practice we
can obviously only observe finite samples of the stochastic process) of a real-valued,
weakly-stationary process is a symmetric Toeplitz matrix. Aside from the symmetry,
these matrices can be multiplied efficiently and have many other nice properties.

It should be noted that the power spectrum of a real-valued process is symmetric
about T = 0; while the same is not true for a complex-valued process. Nearly all the
time series in this thesis are real-valued and so any plots of frequency domain objects

like the power spectrum will just be plotted on the interval [0; fiy) or some subset of



it.

As an easy example, consider a zero-mean white noise process X s WN (0; ?)

with variance 2: Terms in a white noise process are pairwise uncorrelated, so R(0) =

2and R( ) =0 for # 0: Thus, the power spectrum of a white noise process is
S(f) = 2 for f € [0;fy): That is, all frequencies in the Nyquist band contribute
equally to the variance of the process.

Suppose instead that X s AR(1) with parameter ”: This process can be written
as Xn = *Xp 1+ Z, where Z s WN(0; 2): X is weakly-stationary if |7| < 1 and
its power spectrum can be written as S(f) = 7 @ ).

The shape of this spectrum depends on the sign of > and how near it is to 1.
When ” < 0, the sign of the process tends to oscillate more rapidly, and the power is
spread across the higher frequencies. The opposite is true when > > 0: This can be
seen in Figure 2.1 (similar to some in [7]). A spectrum with power concentrated at
high frequencies is said to be blue and one with power concentrated at low frequencies

is said to be red. The spectra of physical processes are often red, like that of the solar

data we will see in Chapter 5.

Spectrum of an AR(1) with ¢ =0.8 Spectrum of an AR(1) with p=—0.2
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Figure 2.1: Red and blue AR(1) spectra.



This thesis is not about spectrum estimation, but will borrow many of the tech-
niques and ideas from the multitaper spectrum estimation framework and use them
in the context of the detection of frequency modulated signals. Further, an analysis
of a time series in the frequency domain will surely include an examination of the
power spectrum of that time series, so we should have some understanding of how
the power spectrum is estimated. These ideas will be summarized in the next few
sections, starting with a brief setup of frequency modulation. For more background
on stationary time series and power spectra, there are many resources available. See,

for example, any of [7, 4, 26, 3, 12, 44].

2.2 Signals with frequency modulation

Suppose now that instead of a purely stochastic process, we have deterministic,
frequency-modulated, sinusoidal signals (sinusoidal signals are sometimes referred to
as line components) embedded in additive stationary noise. That is, suppose our

process has the form

X Z
X = mCos 2 fht+2 m()d +2Z (2.3)

m 0

with: amplitudes , € R; carrier frequencies f, € [0;fn); m i [0;t] — [-Bm; Bm]
an integrable function; and Z; a weakly-stationary, zero-mean process as described
earlier. We are interested in estimating f,, and . Thomson proposed a method
for estimating m using a polynomial approximation in [40], so we will focus on the
estimation of the fy:

For now, we will narrow the scope and just concern ourselves with processes that

have a single modulated line component in stationary additive noise (m = 1):

t
Xi= cos 2 fot+2 ()d +2Z¢ (2.4)
0

t

Nowlet (t) =2 fot+2

( )d . This quantity is referred to as the instantaneous



phase of the signal. Its derivative, the instantaneous frequency of the deterministic

part of the series is

M=% O=Ff+r © 25)
and
=" (2.6)

so we see that the modulating function measures how much the instantaneous fre-
quency differs from the carrier frequency at the t™ step.

We will be working mostly in the context of polynomial modulation as in [40].
That is, will be assumed to be a polynomial of degree P whose image is restricted
to some band (—B;B) with 0 < B < 1=2. Later we will further assume that B < W,
the multitaper bandwidth.

Since they are polynomials, and are easily defined:

X
()= ap ° (2.7)
p=0
and
Z X
() =2 fot+2 a, °d (2.8)
0 p=0
X a,
=2 fot+2 —P Pl (2.9)
pmo PH1

As Thomson notes in [40], it seems unlikely that a natural process would be char-
acterized by polynomial frequency modulation, but hopefully the polynomials do a
good enough job at approximating the actual modulation that the carrier frequency
can be detected. The effect of polynomial FM on the periodicity of the signal and the
spectrum can be seen in Figures 2.2 and 2.3. In the signal, we see that the distance
between the peaks changes slightly over time; in the spectrum we can see that the
usual multitaper signature of a pure line component, the narrow, flat peak of width

2W centered at T, is smeared across an even wider band and its shape is distorted.
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Figure 2.2: A pure sinusoid (black) and one with polynomial FM (red). Each has the
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Figure 2.3: Multitaper power spectra estimates of a pure line component (black) and
a line component with quadratic polynomial FM (red) in Gaussian white noise. The
dashed blue lines indicate a distance of twice the multitaper bandwidth from the
carrier frequency.



2.3 Slepian sequences, eigenfunctions and eigencoef-
ficients

From here on out, assume we have taken a finite sample of a stochastic process at
times t = 0;1;:::;N — 1. In the multitaper framework for harmonic analysis and
spectrum estimation, the analyst is required to choose a family of orthogonal tapers
that are the same length as the data series (or block) of interest. In other words,
we need a K-dimensional subspace of RN with an orthonormal basis. Walden [42]
contains a general mathematical treatment of the tapers as well as a set of properties
that the tapers (and their Fourier transforms) should satisfy. He also compares a
handful of commonly used tapers from the literature, but we will be chiefly concerned
with a specific family of tapers: the Slepian (or discrete prolate spheroidal / DPSS)

sequences, [33].

2.3.1 Slepian sequences

The Slepian sequences are chosen in multitaper analysis for their energy concentration
properties. That is, of all possible orthonormal bases as described above, the Slepians
are maximal in the sense of energy concentration in a frequency band (—W;W).

To see this, let 0 < W < 1=2; let 1 < K < N, let {ux},—, be an orthonormal
basis for a K-dimensional subspace of RN and let {Uk(f)}:fzol; f € [-1=2;1=2) be

their discrete-time Fourier transformsé. We aim to maximize
w 2
—n W |Uk(f)| df .
I 1=2 2 ]
15 [Uk(F)|"df

(2.10)

the energy in the frequency band (—W; W) ; subject to the orthonormality constraint.

By Parseval’s theorem (equation 4.5.12 of [28]),
D2 Z 1=
1= u(n)= U (F)|? dF; (2.11)
n=0 1=2

10



so we need only worry about the integral in the numerator of (2.10). The solution to

this optimization problem is the eigenvalue equation

>< sin2 W (m —n)
(m—n)

kUk(n) = Uk (m): (2.12)

m=0

That is, the tapers which maximize energy in a 2W long frequency band are eigen-
vectors of the symmetric, positive-definite, Toeplitz matrix whose entries are given

(using Slepian’s notation) by

8
2 sin2 W(m n)
—_— m n
(NW)pa=_ ™7 7 (2.13)
- 2W m=n
for m;n = 0;1;:::;N — 1. These eigenvectors are the Slepian sequences. Note

that symmetric Toeplitz matrices are centrosymmetric matrices, which are charac-
terized by the fact that they commute with the exchange matrix, J; whose entries are
Jij = N i+1;j: It follows that the DPSS (and any tapers that are the eigenvectors
of a symmetric Toeplitz matrix [42]) are either symmetric or skew-symmetric and, in
fact, they are alternately symmetric and skew-symmetric about their midpoint when
ordered in decreasing order by their associated eigenvalues.

Additionally, when placed in said decreasing order, the first K ~ 2NW —1 | are
very close to 1 (by the definition of g as an energy concentration earlier, it should
hopefully be clear that 0 < | < 1). They have many other wonderful properties, as

highlighted in [33].

2.3.2 Slepian eigenfunctions

We will denote the Slepian sequences and all things related as in [33] and [37] (that
is ug(n) = v (N;W)). The Fourier transforms of the Slepian sequences, called

the eigenfunctions, have two definitions. The first is just the standard discrete time

11



Fourier transform:

<t .
Vi(F)=  vO(N;wW)e 2 (2.14)
n=0

The other is a centered Fourier transform and is standardized to be real-valued:

i 7 7N M A N 1
UcF)= e ' N DY ()=« v N;w)e? T 7) (2.15)
n=0

with 8
<1 k=0 mod2

=i k=1 mod 2 |
Both versions will be used depending on the context. The Vi are easier to use in
practice, but the Uy are often more useful in theory.

The eigenfunctions (both the Uy and the V) are orthogonal over (—W; W) and

orthonormal over [—1=2; 1=2) : More precisely,
Z w Z 12
Uj (f) Uk (f)df = k Uj (f) Uk (f)df = k jik (2.16)
w

1=2

where . is the Kronecker delta. Additionally, because the DPSS are alternately
symmetric and skew-symmetric, the centered eigenfunctions, Uy (F) are alternately
even and odd functions.

The modulus squared of the eigenfunction, Vi (f)|2 or |Uy (f)|2, is often referred

to as the k™ spectral window and we will observe that convention.

2.3.3 Eigencoe Lciehts and direct spectrum estimators

Given a weakly-stationary, zero mean time series, X; with components, X,, and

orthogonal tapers, Uy (n), we call the object

D .
ye(F) = uc(n)Xpe 2™ (2.17)

n=0

the k™" eigencoe [Cieht of X at frequency F. yj (f) has several other alternative forms
involving convolutions in the frequency domain and a centered DFT form [37], but

this simple DF'T version is the most practical, so it is the one we will use. From this

12



point on, we will nearly always be using the DPSS as tapers, so it will be understood
that yi () is a function of W as well as N, unless otherwise stated.
The eigencoeflicients are also zero mean and have variance equal to the convolution

of the k™ spectral window with the spectrum of X: That is,

h E [y (F)] =0
1
var [yk ()] = E y (F)yx (F) = [V (F) ?S (F);

as in [37]. As it will be shown in the next section, R {yx ()} and I {yk (F)} are
uncorrelated. Thus, it follows that var %éyk (F)} = var S {yk (f)} = 2vary, (f):

If X is a white noise process, then E y;j (f)mI =0 and ri]f S(f)=S (fio) for
all f € (fo — W; Ty + W), then S is said to be locally white and E y;j (fo) yk (fo) = 0.
At times we will need to assume that a process is locally white. This assumption is
generally reasonable, unless there is a strong line component with frequency near fy
present in the data.

Asymptotically (fixed K, N — co;W — 0), the eigencoefficients tend towards a
Gaussian distribution with mean 0 and variance S (F), real-valued for the frequencies
0 and Nyquist, and complex-valued otherwise. For more details on the asymptotics
see [42], [20], [3]. The conditions under which this convergence occurs are quite
strong in theory, but the asymptotics seem to be fairly robust in practice. Thus, we
will make use of the approximate Gaussianity combined with the approximate lack
of correlation of the eigencoefficients to conclude that if j # K, y; (F) and yy () are
approximately independent.

The modulus squared of the k¥ eigencoefficient,

Sk (F) = i Py (F) = [y (F)° (2.18)
is referred to as the k™ eigenspectrum and is what is known as a direct spectrum
estimator. Each eigenspectrum is asymptotically unbiased as N — oo;W — 0 for

estimating S (f) and S (F) =S (f) is distributed as a 2 random variable (or 2 for
13



f =0; fy) [42]. However, the eigenspectra are not consistent estimators because their
variance doesn’t decrease as the sample size increases. We can get around this by

taking the mean of the K eigenspectra:

1 <
S) = e S (F): (2.19)
k=0

We have K approximately independent 3 random variables, so the sum is approx-

imately distributed as a 3 random variable. It follows that KS F)=S(f) s 2
and var S (f) = 4S2(f)=K. Fixing W and allowing N — oo without fixing the
time-bandwidth product NW forces K — oo as well, so var $ (f) — 0 and we have
a consistent estimator of S (f):

Fixing NW (and, hence, K as well) and letting N — oco and W — 0 simulta-
neously gives us asymptotic unbiasedness. This follows from taper property (v) in
[42]. The relationship between NW and K also gives us control over a bias-variance
tradeoff in the estimation. If W is small, the spectrum estimate will not be corrupted
much by broadband bias (also known as spectral leakage - information from frequen-
cies away from the one where the spectrum is being estimated). Basically, small W
implies small local bias and small K, which implies high variance. Likewise, large W

implies large local bias and large K, which implies small variance.

2.3.4 Some covariance properties for Discrete Fourier Trans-

forms of tapered stationary processes

Let X be a real, discrete, weakly-stationary, stochastic process with sampling rate

= 1, autocovariance function and, without loss of generality, assume E [X] = 0
and E [X?] = 1: Take a sample of size N where N is assumed to be odd with time
indices t = —(N — 1)=2;:::; (N — 1)=2: Let u(t); w(t) be arbitrary tapers and Uy =
u(t)Xe; Wy = w(t) X be the tapered data. Note that U; W are nonstationary unless

the taper is constant.

14



The Discrete Fourier Transform (DFT) of Uy (the eigencoefficient of u) is

(N>Q=2 _
yu (F) = Ue 2Tt (2.20)
t= (N 1)=2

Now let UE = % =u(t) # and UP = % =u(t) % be the even
and odd parts of Uy; respectively. Note that Uy = UF + UP:
Since X;¢ has mean 0, so too do the tapered series, their odd and even parts and

their Fourier transforms. The covariance between UF and WP is

X=X ¢

Xs + X
E USwP =E u(s)%w(t) 5

:wE[xsxﬁxsxt—xsxt—xsX d
:—U(S):V(t)[ (t—s)+ (t+s)— (-t—s)— (~t+59)]
=w[ (t—s)+ (t+s)— (t+s)— (t—19)]
=0

since is an even function by Proposition 1.5.1 of [4]. Thus, the even and odd parts
of the tapered processes U and W are uncorrelated.
By linearity, the DFT can similarly be represented as the sum of its even and odd

parts:

M>gz
Yu (F) = Ue 2 1

t= (N 1)=2

(N>
— UE +UO e i2 ft
t t
t= (N 1)=2

=Ys (F) +y5 (F);

noting that y& (f) € R and yQ (f) € iR and both have mean 0.

15



The covariance between yE (f) and y$ (f) is
h i (N>=2  (Ny=2
E y§ (MY (@ = E USW e 276D
s= (N 1)=2t= (N 1)=2
=0

by the previous result, so the real and imaginary parts of the eigencoefficients for
the tapers U and W are uncorrelated (the same type of argument can be made for
complex processes if the real and imaginary parts of the process are uncorrelated). If
the process is Gaussian, so are the eigencoefficients, as they are a linear combination
of Gaussian random variables, and it follows that the real and imaginary parts of the
eigencoefficients are independent. Note that no restrictions were placed on the tapers
u and w, so this result holds true for any set of tapers.

Thus, if we have a stationary background process, X, with mean 0 and unit vari-
ance and u(t) = v& (N; W) and w(t) = v¥ (N; W), then R {y; (F)} and S{y« (F)}

are uncorrelated, for all j; k:

2.3.5 Derivatives and other properties

Later we will need to work with the so-called time-derivatives of the DPSS and the
frequency-derivatives of the eigenfunctions.

First, the time-derivatives of the Slepians. This requires explanation, as the DPSS
have been defined on a discrete set of points by an eigenvalue equation. In equations
28-29 of [33] and Section 3 of [40] we find the sense in which we take the derivative
of the Slepians in the time domain.

The process can be thought of as being similar to the extension of the factorial to

the Gamma function. Basically, we let t € C and define the time-domain Slepians as
1 >Xsin2 w (t—
(t—n)

n
v = )vﬁ,") (N; W) (2.21)

k n=0

16



and V,fk) is defined for any t € C: Noée that for fixed N; W, the function

2 sin2 Wt t#o

)= ! (2.22)
T 2w t=0

is analytic Vt € C (hence, an entire function) and Vt(k) = V,fk) (N; W) if
t € {0;1;:::;N —1}: Thus, vt(k) is a linear combination of entire functions, so it
follows that Vt(k) is an entire function itself and all of its derivatives exist for any
teC:

(t) is an even function in t, so its derivatives are alternately odd and even

functions. That is, since

®= (-1v; (2.23)
it follows that
m —_ dm
M () = T (—t) (2.24)
= (D™ ™ (- (2.25)
and that
m <t
O1—vt(k) _ M (t — n)v (N; W) (2.26)
dem k n=0
1 >
== (D™ ™ (= @-nm)v® (N;W); (2.27)
k n=0

so the derivatives of the time-domain Slepians can be generated at a finite number
of points by multiplying the matrix of Slepians divided by their eigenvalues by a
Toeplitz matrix that is either symmetric or skew-symmetric depending on the parity
of the order of the derivative. This fact allows us to generate the derivatives of the
time-domain Slepians very efficiently and without losing points as we would if we
were to use a derivative filter to estimate them. This fact is somewhat important.

An implementation of the existing algorithm for generating the derivatives called a

17



Fortran subroutine that looped through evaluating and storing all the entries accord-
ing to their closed form. The algorithm was sped up by noting the Toeplitz structure
and the fact that Toeplitz matrices can be multiplied quickly using the Fast Fourier
Transform and the Convolution Theorem and we only need a single row and column
of their entries to do so [17]. For large N, the increase in speed is drastic.

In this thesis, we will only have use for the first derivative of the time-domain

Slepians; Vt(k), denoted yt(k):

<L
v = ivt(k) _—— "(t—n) v (N; W) (2.28)
dt k n=0
<L
R . n) vi® (N; W) (2.29)
k n=0

Withte{O;l;:::;N—l}andS

< 2Wcos2 Wt sin2 Wt
— t#0
‘w=_ v 7 (2.30)
-0 t=0

Now we will define some notation. Let V be the N x K matrix containing
the DPSS, V' the same matrix, but with each column divided by its respective
eigenvalue, ' the N x K matrix of the derivatives of the time-domain Slepians at

te{0;1;:::;N —1}; and P the N x N skew-symmetric Toeplitz matrix with entries
P = "(t—n): (2.31)

Then
v =P¥: (2.32)

It may also be noted that if we take the time-domain Slepians over the points
{0;1;:::; N — 1} ; then they inherit the alternating symmetry and skew-symmetry
of the DPSS and it follows that their derivatives are alternately skew-symmetric and
symmetric. Thus, if j # kK mod 2, then the derivatives of the j™ and k™ time-

domain Slepians are orthogonal (this is actually true for all orders of derivatives, not

18



just the first). Similarly, if j = k mod 2, then the j* DPSS and the k™' derivative
are orthogonal. For k € {0;1;:::; K — 1} ; the k™ DPSS has k + 1 local extrema, so
the k' time-domain derivative has k+ 1 zeros in [0; N — 1] : Later, the matrices VV T
and VT will appear as covariance matrices, but they are not Toeplitz.

Now we will compute the frequency-domain derivatives of the Slepian eigenfunc-

tions. The pt™ derivative of the centered Fourier transform version is

< dr .
UP (F) = « \,gk)meI2 f(n 571) (2.33)
n=0
< N-1 P .
= k@2 ) v n- == e, (2.34)
n=0

Notice that U,Ep) () € R VT; k;p due to properties of symmetry and skew-symmetry
and the fact that x and the I? term alternate being real and purely imaginary with
the parity of k and p:. Similarly, the pt' derivative of Vj (F) is
® D _
VP (F)=(-i2 )  vPnPe 2T (2.35)

n=0

In this case, we don’t have any of the nice symmetry properties that we have with
U,Ep): The Vk(p) will not be needed for the remainder of this thesis, but they may
appear when modelling a different sort of frequency modulation, so we present them
here anyway.

Now we will let ¥ =0 and define

2 N—-17°

Uep = U @)= (i (N -1 = = v n- == (2.36)
n=0
D2 G © 2 P
= W g 1 (2.37)

n=0

As noted before, the DPSS are alternately symmetric and skew-symmetric depend-
ing on the parity of k and the same is true of the ﬁn —1 " terms since ﬁn -1
goes from —1 to 1 as n goes from 0 to N —1 and monomials are even or odd functions
on symmetric intervals about 0. Thus, it follows that Uy, € R\ {0} if k =p mod 2
and Ugp = 0 otherwise. Uy is the inner product between the kK™ DPSS and the
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degree p raw monomial sampled at N evenly spaced points on the interval [—1;1];

the Uy, will return in sections 2.5 and 2.6.

2.4 The Harmonic F statistic

Suppose that we have time series data as in (2.4) with = 0. This is a real-valued time
series with a pure sinusoid embedded in it and it is said to have line components at
the frequencies fy and —fy. Estimating the line component amplitude and frequency,
and o, can be done simultaneously with the Harmonic F statistic (section XIII of
37)-
At each frequency, using the K eigencoeflicients as a sample, we regress Y (F)

onto Vi (0) and compute the complex ordinary least squares estimator [24] of ;
P
E;pl Vk (O) Yk (f) .
Pk 1 :
o Vic (0)

This quantity is referred to as the complex mean value. Note that we do not need to

AF) = (2.38)

use the modulus or conjugate on the Vi here because Vi (0) € R: Next we compute

the Harmonic F statistic

2 (K — 1) |~ 2Pk 1y,
(K-D[*"MOF = Vi)

2" o i (F) = () Vi Q)

and test the hypothesis Hg : = 0 against Ha :  # 0 across a discrete mesh of

F (f) =

(2.39)

frequencies. Under Hy the Harmonic F statistic is asymptotically distributed (fixed
K, N — oo;W — 0), and exactly so if the underlying process is Gaussian, according
to an F distribution with 2 and 2 (K — 1) degrees of freedom and we reject Hp at
frequency f if F (f) is greater than the critical value of the F distribution at some
significance level, : A rejection at T typically implies that there is a line component
with frequency T whose amplitude is significantly different from 0.

Let F = {f | F(f)>F1 .2k 2} be the set of all frequencies where we reject

Ho at a significance level : A reliable estimate of fy (assuming a high signal-to-noise
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ratio and no false detects) is
fy = argmax F (f): (2.40)
f2F

If there are multiple adequately-spaced line components present, we can estimate

their frequencies by taking the largest local arg maxes of the Harmonic F. This is

because, in practice, the next largest values of the Harmonic F often correspond to the

frequency bins directly adjacent to that of the maximum value of F (f) : Additionally,

we can estimate the amplitude by 2 ~ ﬁ) if the process is real-valued (since
cos(2 ft)= e2 Tt+e 27t =2y and ~ fy if the process is complex.

This procedure is relatively robust to the distribution and correlation structure
of the noise due to the robustness of the asymptotic normality of the eigencoefhi-
cients, provided that the SNR is high enough around any potential line components,
[37]. However, the procedure can be easily broken with the introduction of frequency
modulation.

Consider a simple simulated example where is quadratic with image contained in
(—0:005; 0:005) and the noise, Zy, is zero-mean, [ID Gaussian with variance chosen so
that the SNR around the carrier frequency is about 5. Here = 2;f, = 0:2; N = 2048:
We will compare the Harmonic F statistic of this series to one with identical noise,
the same carrier frequency and no modulation.

Plots of these test statistics follow in Figure 2.4. Not only do we not have any
peaks in the Harmonic F statistic around £ = 0:2, we have spurious peaks at various
confidence levels elsewhere! This is a simple example with a high signal-to-noise
ratio and ideal background noise and the Harmonic F was still unable to detect the
carrier frequency. Granted, most frequency modulation in actual data is closer to
being sinusoidal than polynomial and it often handles that case relatively well, often
identifying the carrier frequency, but also splittings of the carrier (basically, fo+mf;

where m € Z and T is the frequency of the modulating sinusoid). As we will see later
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in Chapter 4, if the sinusoidal modulation has a long period, it somewhat resembles a
polynomial and the Harmonic F loses some effectiveness, potentially no longer picking

up the carrier or its splittings.

20
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Figure 2.4: Harmonic F test statistic for a pure line component (black) and line
component with quadratic polynomial FM (blue). The red dashed lines are the 0.95,
0.99, and 1 — 1=N quantiles of the F (2; 2K — 2) distribution. On the left we have the
Harmonic F over the entire band and on the right the band around 0.2.
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2.5 Associated Polynomials and Regression Setup

Suppose we have a random signal that is comprised of a deterministic degree P

polynomial, q(n) = ;F;zo ap0p (N), where we have monomials (in 25N — 1, not n)
0o (N) = ﬁn -1 p, with additive, zero-mean, weakly-stationary noise:
Xn=q(n) +Z, (2.41)

and wish to estimate : If Z, is Gaussian white noise, then we can do this quite
easily in the time domain using splines or standard polynomial regression. However,
in practice, Z, is likely neither Gaussian nor white noise, so the standard regression

assumptions are violated (realistically, Z is probably not even stationary). Thus, we
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will move to the frequency domain to set up the regression problem because we can
make a stronger case for being able to satisfy the regression assumptions due to the
asymptotic normality and independence of the eigencoefficients.

To that end, we compute the eigencoefficients of X and split into the polynomial

part and the noise part:

X M 2 P H N 1
x(F)= a, v¥ N 2 T “*) 4 7, (F): (2.42)

p=0 n=0
Evaluating at £ = 0 we get

X 2 p
x =xc(0)= a v N1 *tuO (2.43)
p=0 n=0
X
= apUip + Zk; (2.44)
p=0

where the Uy, are defined as in equation (2.36). Let R be the N x (P + 1) matrix

whose pth column is the unscaled monomial of degree p on the interval [—1; 1] :

p
n—-1 ; (2.45)

R, = n) =
whose columns are the first K DPSS and also let U be the K x (P + 1) matrix with
entries Uy = (Vi Rp); so that U = VTR: We could stop here and use U as the

design matrix for the regression problem
x=Ua+z; (2.46)

with X;a;z the vectors containing the Xy;ap; Zk, respectively, but we would prefer
U to have orthonormal columns. In this case the covariance matrix of the polyno-
mial coefficients will be approximately diagonal if the spectrum of Z is locally white
around 0 and the polynomial coefficients will be statistically independent due to the
asymptotic normality of the eigencoefficients. To orthonormalize U we will carry out

a process similar to the Gram-Schmidt orthogonalization algorithm, as mentioned in

140].
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Denote the orthonormalized matrix by H and its associated polynomial matrix

by G: Let Up be the pt" column of U. For p =0, we have Hyo = Uk;0=p<U0; Up) and

Uk;p A ‘:0<Up; U‘>Uk;I

(Up; Up)
and
P
Rp: P LU UNR-
Gnp = "p =0 (Upi U-) T (2.48)

P—
(Up: Up)
Note that (Up; U-) = 01if p # * mod 2, so in practice we need only take the inner

products over the previous columns of the same parity. By the fact that U = VTR;
it follows that H = VTG: H and G are both rank P + 1 matrices but only H has
orthogonal columns. That is, HTH = lp41 but GTG # lIp.1: Interestingly, it seems
that GTG — lp41 as K — oo with NW fixed. Thus, H and its projection (or "hat")
matrix will have some good properties that G will lack. These properties will affect
the null distributions of the test statistics and will be addressed later.

The regression problem is now
X=Hc+z (2.49)

with ordinary least-squares polynomial coefficients

1

¢= HH "H'x=H"x (2.50)

The predicted (or fitted) ordinary least squares frequency domain representation of

the polynomial part of the signal is
R=HEé=HH"X (2.51)
with residuals
r=x-%= Ik —HH" x: (2.52)
One thing to note here before moving on is that this regression problem is set

up for the case that the monomial parts are even or odd on the interval (—1;1):
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Thomson’s motivations for setting them up this way was to model the oscillations of
solar g-modes where the modulation goes from one end of the multitaper bandwidth
to the other [40]. The polynomials NP with domain [0; N — 1] could also be used if
the particular application called for it. In this case we would have a sinusoidal signal
whose frequency of oscillation gets farther and farther from its carrier, rather than
taking an excursion within the neighbourhood of its carrier. If the sign of the highest
degree monomial is positive, the signal will oscillate more quickly over time and if it
is negative, it will oscillate more slowly over time. There may be applications that
call for this type of model and it could be worth exploring.

We conclude this section with plots of the associated polynomials, G, and their
expansion coefficients, H, in Figures 2.5 and 2.6. Here, NW = 5:5;N = 512; K =
10; P = 5: As noted by Thomson in [38, 40|, the polynomials resemble Gegenbauer
polynomials with = 1; or Chebyshev polynomials of the second kind.

Associated Polynomials of degree 0 through 5

0.2

0.1

0.0

N
=5 /\%(
_.--"’.-r“-.-r.

0.1

0.2
|

-1.0 0.5 0.0 0.5 1.0

Figure 2.5: The associated polynomials, G.
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Figure 2.6: The polynomial expansion coefficients, H.

2.6 Polynomial preserving projection filters and their
statistical properties

Here we discuss a class of projection filter that preserves polynomials, some complex
demodulates and the instantaneous frequency series and derive some distributions for

them.

2.6.1 Polynomial Preserving Projection Filters

Projection filters fittingly use projection matrices (symmetric and idempotent) to
filter the data. If Q is an N x N matrix with Q" = Q and Q? = Q, and X is a series
of length N, then the filtered data takes the form Z = QX: Advantages of this type
of filtering include the fact that no data is lost at either end of the series, the filtering
process can be iterated exactly (QZ = Q?*X = QX = Z) and, in the case of the

Slepians, they can be used as band-pass filters. In return for being able to keep all of
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our data, projection filters constructed from matrices with orthogonal columns suffer
from Gibbs ripples due to the orthogonal expansion, [38].

A filter is said to "pass" something if a certain characteristic of the series is
invariant under the filtering process. For example, a low-pass filter passes frequency
content below some upper bound, a high-pass filter passes frequency content above
some lower bound and a filter that passes polynomials allows any polynomial structure
in the data to pass unchanged.

Given a time-series, X; compute its eigencoefficients at frequency, f, and denote

the vector in CK of eigencoefficients by

Then we can use the DPSS to create the vector in CN
Z:=VY =U+iW:

Z is the "standard" inverse projection filter of X around f and is a time-domain
representation of X’s frequency-domain information from the band (f — W;f +W):
Letting Xg.n = Xpe 1211 we notice that Y =V 7T Xg, so that Z = VV T X¢. In the
previously mentioned paper, Thomson defined the associated polynomials, G, derived
above and noted their improvement in reducing Gibbs ripples and the ability of H to
pass polynomials. As he notes, the projection filter using just the Slepians is unable
to pass a constant, let alone a polynomial. However, HHT passes any polynomials up
to degree P, a fact that we place particular emphasis on, as it will come up repeatedly
in the later chapters. The plots in Figure 2.7 highlight this behaviour.

We will need to take derivatives of Z and evaluate them at the same points as
the DPSS. This can be done due to the differentiability of the extension of the DPSS

to Vt(k). Z at time t is defined as

H3L
zZt)=  vOuE) =U @) + W (1) (2.53)
k=0
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Figure 2.7: The inverses of a constant and a quadratic. The black lines are the input
series, the red is the standard inverse, the blue dashed line is the composite inverse
mentioned below, and the green dashed line is the polynomial part of said inverse.
Note the presence of the Gibbs phenomenon in the standard inverse. If the signal
is not purely a polynomial, there are still Gibbs ripples when using the composite
inverse, but they are reduced.
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so its derivative at time t is

(k) :
Z() = v (@) =U@®) +iW (1) (2.54)
k=0
and in matrix form we have

Z=\Y: (2.55)

The degree P composite inverse that uses the associated polynomials from the previ-

ous section is

Zp =Vrp +Gplp (2.56)
=V Ix —HpHS +GpH} Y (2.57)
=ApY (2.58)
=Up +iWp (2.59)

where Gp and Hp are the submatrices using the columns up to degree P (the first

P + 1 columns) of G and H, respectively, and
re =Y —HpHJY (2.60)
G =HIY: (2.61)

The green dashed lines in Figure 2.7 are Go€y and G,€5; respectively.

We can find a derivative for the composite inverse similar to that of the standard
inverse. Only the V and Gp parts are functions of time, so we only need to worry
about their derivatives. We already know about the derivatives of the time extensions
of the Slepians, and polynomials are smooth functions, so extending the elements of G
to the entire interval [—1; 1] (as opposed to discrete points from within the interval),
differentiating and then evaluating at the same discrete set of points will give us what

we need. That is, taking t € [0; N — 1] and extending the definition of the associated
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polynomials from 2.45 and 2.48, we have

d 2P 2 Pl
“Ryp = t—1 2.62
" TN -1 N-1 (2.62)

S 2Rp;, P>0
=_ (2.63)

= P=0

and
I:>P 1« .

4 wp = PRup 1= g "UpiURw 1 5 (2.64)

dt N 1 {Up;Up)
and %Gt;o = 0: Letting Gp be the N x (P + 1) matrix with entries %Gt;p and
Ap =\ Ik —Hp H,I +Gp H;, the derivative of the composite inverseis Zp = ApY ;

should one wish to use it.

2.6.2 Statistical properties of Z and Zp

For the following section, N ( ; ) denotes a real multivariate normal random vector
and N¢ ( ; ) denotes the complex variety.

From section 2.3.3, if X is zero mean, weakly-stationary and its spectrum is locally

hite, th
white, then s
2 . —n
N (O: Sx () | f=0f
‘o (0; Sx (F) 1) ' -
- Nc(O;Sx (F) 1) T #0;f\:
It follows that s
2N 0;Sx (F)VVT  f=0;fy
Z~_ (2.66)
= Nc O;Sx (F)VVvT  F#0;fy;
8
< N 0;Sx (F)V VT f =0;fy
Z~_ (2.67)
= Nc O;Sx (F)vVT f #0; fn;
8
2 . T -0
N 0;Sx (F) ApA f=0:f
Z, ~ x (D) AeAp N (2.68)

T Ne 0;Sx (F)AsAL  F #0;fy:
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and 8
< N 0:Sx (F) Ap A} f =0 fy
Zp ~ - (2.69)
= Nc 0;Sx (F)Ap A} f #0;fy:

Z does not preserve polynomials, so it has a constant mean only if the original
process is 0 mean. Zp has constant mean as long as X is weakly-stationary. However,
neither VV T nor Ap AL are Toeplitz matrices, so Z and Zp are nonstationary in the
sense that their autocovariance functions are not functions only of lag.

From section 2.3.4, R{Y } and S{Y } are uncorrelated, and hence approximately
independent with half the variance of Y : The same independence and variance prop-
erties are true of U and W and Up and Wp with respect to Z and Zp:

Let YR = R{Y } and Y; = &{Y } so that U = VYr; W = VY,; U =
VYr: W =VY,:

The covariance and cross-covariance matrices are

h o h I h i

E UW'T =E UW =E UW' =E UW =0 (2.70)
E ZZ" =sx(fvVvT (2.71)
h yl
E ZZ =Sx(f)vv’ (2.72)
h i
E ZZ =Sx(f)vVvT (2.73)
1
E UUT =E WWT' = 5Sx (Fyvv? (2.74)
h i h i
1
E uu' =E wWw' = ZSx (HVV: (2.75)

by the asymptotic normality of the eigencoefficients [42]. If Sx is white, then we can
replace Sx (F) by 2, the noise variance, in the above equations. If X is Gaussian,
then so are Y ;U; W; U; W;Z and Z exactly and the uncorrelated vectors are also
statistically independent. Otherwise, they are approximately independent. Addition-
ally, it should be noted that U LW and U £ W. The previous equations are in the

case of the standard inverse, Z; but are the same for the composite inverse, Zp, by
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replacing V and V by Ap and Ap, respectively.

2.7 Instantaneous frequency

Writing our inverted series, Z (t), in polar form, we have

Z({t)=M(@e ® (2.76)

P
where M (t) = U2 (t) + W2 (1) is the amplitude at time t and (t) = arctan YJVT(:)) is

the instantaneous phase. The estimated instantaneous frequency at time t is

(t) := Zi% () (2.77)
_U@@WEO -uUmW@).

Y (2.78)

In [32], Salz and Stein derive the distribution function for the instantaneous frequency
in the case that Z is a narrow-band signal in stationary, complex Gaussian background
noise, but it is highly complicated in form, involving Marcum’s Q functions and
several theoretical quantities that would require estimation in practice. Further, the
requirement that it be stationary is violated in the case of the multitaper standard
inverse.

We will now derive some properties of the components that make up the instan-
taneous frequency estimated in the multitaper framework. For the next bit, we will
assume the noise process is Gaussian and weakly-stationary so that the properties
from the end of the previous section hold true exactly. If the noise is not Gaussian,
the distributions are asymptotic as N — oco; W — 0 with K fixed instead of exact.

h i h i
o Pk w2 o _ Pk w2

Before getting into the derivations, let ¢{:= |, Vg and = |5 V¢ o,

s2i=varu () = varw () = 20 and §2 ;= var/ (t) = varw () = 230,

The M? (t) in the denominator above is the sum of squares of two independent, zero
mean, Gaussian random variables with identical variance, so

MA@ =UP () +W? () x 3 (2.79)
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for all t, though the proportionality factor varies with t: The proportionality factor

at time t is s? and

2
Msz(t) s 3 vt (2.80)
t

Now for the objects in the numerator. At each time t, U/ (t) W (t) L u W),
so we will only need to work with ¢ (t) W (t) for now. The distribution of the product

of two correlated normal random vg&blei UO: XY with 11
1 12
;YY) sN 58 K 8 K% (2.81)
2
2 1 2

is given in [25, 8]. The density function in the general case is a double infinite

2
1

2

series involving modified Bessel functions of the second kind, but in the case when

1= 2 =0, it reduces nicely to

1 u |
f(u)= P exp ———— Ko ————
W=="P—=" a-» " a7

where Kq is the 0™ order modified Bessel function of the second kind. It turns out

ueR; (2.82)

that a random variable having this density function is a certain parameterization of
a variance-gamma (VG) random variable, [11, 19]. If =0 the product has an even

simpler density function,

1 u
f)= Ko u ;7 UER (2.83)
12 12
and if | = , =1; it simplifies even further to
1
f(u)=-Ko(u)); ueR: (2.84)
Since U (t) and W (t) are uncorrelated (independent, = 0), zero-mean Gaussian

random variables with standard deviations Sy and S, respectively, the density of their

product is a variance-gamma random variable with density

1 |ul
f(u)= Ko — ; ueR: 2.85
) StSt ° StSt ( )

and if we scale U (t) and W (t) by S; and S, respectively, so that they are each
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standard normal random variables at each time t, then their product has the density
function given in (2.84) Vt:

This is the density of a VG(0;1;0;1=2;1) random variable and each product in
the numerator of the instantaneous frequency has this density at each time, t, if
scaled correctly. So the numerator of the instantaneous frequency, U (t) W (t) —
U @)W (1), is distributed as the difference of two correlated variance-gamma dis-
tributions, VG (0;1;0;1=2;1) (using the parameterization from [23]). We will now
show that this difference of variance-gamma random variables is proportional to a
random variable with the Laplace(0,1) distribution.

First, we will cite the fact that if Xy; X,; X3; X4 are independent standard normal
random variables, then X;X, — X;X3 S Laplace (0; 1) ; by Proposition 2.2.5 of [18|
for later use.

S that
uppose tha o 1

1
X X)) (X X)T SN(O; ): where =88 X (2.86)
1
h ; i
and E (Xqg;X3) (X3;X4) =0: Then % S Laplace (0;1):

To prove this, let Zy; Z5; Z3; Z4 be independent standard normal random variables.

Then we have the representations

rl r1 r1 rl !
d + — + —

X1; Xg) = Z) — Zy; Z, + Z 2.87
( 1 2) 2 1 2 2 2 1 2 2 ( )
rl r1 r1 rl !

+ — + —

It is easy to verify that these two representations are still normally distributed with

zero mean and covariance matrix , while also being mutually independent of each
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other. Now

r-1 I’-1 ! r-1 I’-1 !
+ — + —
Xy Xq — X, X5 £ ol 5l Zs+ Z, (2.89)
r'1 r'1 ! r'1 r‘1 !
+ — + —
— Z Z — y4 2.
2 ! 2 7 2 7 2 (2.90)
o 2 o 2
1+ 1- 1-— 1-
- 5 Z]_Zg + Z]_Z4 — 2223 — 2224 (291)
r 2 v 2 '
1+ 1-— 1-— 1-—
— 5 21725 — 21724+ 2273 — Z>Z4
(2.92)
2P 7] < I
= i 1-— 22124 — E 1-— 22223 (293)
P
- 1- 2 (le4 — Zng) (294)

and we're done since Z;Z4 — Z,Z3 S Laplace (0;1) :

Letting Xy =U (t)=st; Xo=U(t)=s;; Xzg=W({)=s;; X4 =W (1)=S; and
h i h i Px 1,00,k
t=E U (t)U (t) =SSt — E W (t) w (t) =StSt = k:O—t_t, (295)

t_t

it follows that
URW () —U ()W (1) x Laplace (0; 1) (2.96)

with proportionality factor
1 1
s P = r ; ; (2.97)

~ n 1
57 tt L= § s 22 Pk 1 w0,0 2
2

_t k=0 V& Vi
Thus, the unscaled instantaneous frequency, ¢ (t), is proportional to a ratio of a

Laplace(0,1) and a 3 random variable with proportionality factor
2 Sx ) 2

— 2 L
2 t_t t
2
= P . (2.99)
ot 1— %
2 2
=¥ — ; (2.100)
Pk 1 m0,00 2
g_tz - k=0 Vt \!t
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Note that while the scaling factors of the numerator and denominator of the instan-
taneous frequency depend on the spectrum at f, the overall scaling factor does not,
so it is simple to compute and apply in practice. It should also be noted that these
distributions are true independent of the choice of orthogonal taper. That is, the fact
that V is the matrix containing the first K DPSS is irrelevant. The use of any other
family of orthogonal tapers satisfying the properties in section 2.3 of [42] will allow
us to reach the same conclusion. We end this section with some comments on the
distribution of the instantaneous frequency and related issues.

For now the distribution of the Laplace (0; 1) = 2 ratio evades us. Empirically, it
does not seem like the numerator and denominator are independent and supposing
that they are leads to the ratio having a density of (2 |u| + 1) 2. u e R; which does
not seem to agree very closely with kernel density estimates and histograms. However,
since the numerator is a difference of identically-distributed random variables, the
covariance between it and the denominator is 0. Hence, it seems that these terms are
uncorrelated, but not independent. The plots that follow in Figure 2.8 highlight this
as well as the claimed distributions of the numerator and denomintator of the scaled
instantaneous frequency.

As for the moments, if the means of the variance-gamma over 3 ratio exist, then
the instantaneous frequency has mean 0 as it can be written as the difference of two
identically distributed random variables. However, it may be that the mean does not
exist or is infinite, as division by a 3 is the same as multiplication by an Inv- 3
random variable, whose mean is infinite. In practice, the values of the instantaneous
frequency do tend very closely around 0, though it could be that the median or mode
is 0, while the mean does not exist.

The scaled version of the instantaneous frequency has the exact same distribu-

tion at every time t, so if its moments exist, it has constant mean and variance.
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Figure 2.8: Histograms with theoretical density functions overlaid. This is for 10000
iterations of stationary Gaussian input noise of lengtiN = 10000. The time was
randomly selected fromfO;:::;N 1g. The rst plot is the scaled numerator, the
second is the scaled denominator, and the third is the scaled instantaneous frequency.
Note the agreement in the rst two plots, but not the third. The density function
plotted on the third histogram is the result of assuming that the numerator and
denominator are independent.

Additionally, letting “(t)= { (1),
P "t)< o)< o =P N+ )< opun et )<,
trivially, provided that t;+ 2 f0;1;:::;N 1gfor all i = 1;:::;n, which is a

property similar to the one that de nes strictly-stationary processes. The problem is,
this is always a process of nite length since it is a function of th&l point DPSS, so
the usual de nition of strict-stationarity doesn't apply here; although, this property
holds true for everyN > 0.

Despite the instantaneous frequency being a nonlinear function of the components
of nonstationary processes, it seems to be relatively well-behaved, having the same

distribution at every step and constant mean and variance if its rst two moments
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exist. We include in Figure 2.9 a set of plots for the 0 frequency eigencoe cients of
the scaled instantaneous frequency series. The asymptotic normality of the eigenco-

e cients seems to be approximately upheld.

Figure 2.9: Histograms, kernel density estimates (red) and theoretichl (0; 1) densi-
ties (blue) for the rst 12 standardized eigencoe cients of the scaled instantaneous

frequency series.

At this point, we have covered the material that we will need for the chapters that
follow. Next we discuss the derivation of some novel test statistics for the detection

of sinusoidal signals with polynomial frequency modulation.
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Chapter 3

Polynomial Modulated F statistics

In this chapter, we will discuss the F statistics from [40] and the associated code, and
propose an alternative test statistic and a method that uses these test statistics as
a means to detect sinusoidal signals with polynomial FM. We will then derive their
distributions under certain assumptions and compare them from a theoretical point

of view.

3.1 De nitions

In section 2.1 of [40], Thomson de nes a frequency domain F statistic for testing for
the best degree polynomial tin a signal. Using theHd; r; and ¢ from section 2.5 and

2.6, his statistic for testing degred® is
_ kHppk®=(P +1) |
T krpkP=(K P 1)
In [40] Thomson states thatFp s F(2(P +1) ;2(K P 1)): This is true if the

(3.1)

underlying data are complex or, in the case of real-valued data, if the eigencoe cients

being used are those computed &t2 (0;fy ) : However, if we have a real-valued series

and we use the eigencoe cients at =0 orf = fy, as we will later, this test statistic

actually has the asymptotic distribution F (P +1;K P 1): This will be derived
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in a later section. Here and everywhere else in this chapter, the convergence to
asymptotic null distributions is under the condition ofK xed, N!1 ;W ! 0.
Similar to the previous frequency domain test statistic, Thomson also coded an-

other where the testing takes place in the time domain:
_ kGp6pk’=(P +1)

PTRVreKC=(K P 1)

This is basically the ratio of the power in the polynomial part to the power in the

(3.2)

residuals of the composite inverse from equation 11 of [38]. That i5; / %:

It appears at rst glance that this one has the same distribution as the previous,
but we will see later that it does not. In fact, its distribution is surprisingly di cult
to work with, which is a major drawback of using this test statistic.

We propose one more frequency domain statistic to use:
_ krp 1K krpk®
" T krpkP=(K P 1)

This statistic has anF (1;K P 1) asymptotic distribution.

(3.3)

The idea now is to compute these statistics across the entire frequency band
using the instantaneous frequency series as data as in (2.41). If there is a sinusoidal
signal with polynomial FM, then the same polynomial structure should appear in the
instantaneous frequency and we can test for it.

To that end, let X be a sinusoidal signal with polynomial FM in zero-mean,

weakly-stationary background noise, as in equation 2.4. That is,
Z t

Xy= cos 2ft + ()d + Z: (3.4)
0

Denote byY; 2 CK the vector of eigencoe cients ofX at frequencyf: Then Z; =
VYs = Us +iWs and Zy = \LY; = Us + iW; are the standard inverse / complex
demodulate ofX using the frequency information in the bandf W;f + W) and its
derivative evaluated at the pointst 2f 0;1;:::;N 1g. These objects are computed

for every frequency in the principal frequency domaif0;fy ) : Note that we will not
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usef =0 orf = fy at this stage becausg, (0);y« (fn) 2 R; and we needZ; 2 CN
in order to compute the instantaneous frequency.

Next, estimate the instantaneous frequency series for each

Up () W (1) Uk (1) Wi (1)
2 ME®)

i (t) = (3.5)

The eigencoe cients of ; are
D( 1
«Cif)= 0 v et (3.6)
t=0
To reiterate for maximum clarity, the f refers to the frequency of the eigencoe cients

of the original data, X ; used to create the projectionZ; ; and the refers to the
frequency of the eigencoe cients of the instantaneous frequency series (computed for
some frequencyf ). In any case, we will only concern ourselves with = 0 for now
since we are testing for polynomial behaviour and polynomial trends generally have
their power concentrated at frequencies near 0. Thus, thewill be dropped and from

here on, we will write
k(f)= «(O;f): (3.7)
At frequency 0, it is quite simple to write the eigencoe cients in matrix form. That

is, letting ; 2 RN be the instantaneous frequency vector and (f) 2 RK its

corresponding vector of eigencoe cients at frequency 0, then
f)=V" ;: (3.8)

We will now carry out the regression problem (2.49) from section 2.5 at all fre-
guencies in the bandO; f ) simultaneously using these instantaneous frequency eigen-
coe cients as data. That is, with frequency-dependent polynomial coe cients and

residuals
¢ (f)=Hpg () (3.9)

re (f)= 1k HeHg  (f) (3.10)
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we can extend the three test statistics above to the whole frequency band. De ne
kHpep (F)K*=(P +1) |

Fi(P;f):= ; 3.11
1(P:f) ko =K P 1) (3.11)
2 _
E,(Pif) = kGp €p (fz)k =(P+1) ; (3.12)
kVrp (F)k°=(K P 1)
8
2 2
2 ke 1(f)2k_kfp(f)k; P>0
Fs(P:f):= kre ()k*=(K P 1) (3.13)
> kHobo(f)k® . P=0:

kro(F)K2=(K 1)’

The null hypothesis for these test statistics is that there is not a sinusoidal signal with
carrier frequency,f , being modulated by a degre® polynomial. The alternative is
that there is and we reject for large values oF; (P;f). H passes polynomials, so
if there is actually a polynomial structure present in the instantaneous frequency,
its eigencoe cients will inherit that structure and it will be passed through HH T,
causing the squared norm of the residuals to be small and the test statistics to blow
up. As we will see later, this leads to rejections at degrees higher than the true degree
of the modulating polynomial when using=; and F,, but not Fj;:

In the case of a single modulated signal we take
f} = argmax Fi (P;f) (3.14)
as an estimator for the carrier frequen;:y, similar to the Harmonic F. For multiple sig-
nals whose carrier frequencies are adequately spaced, we can de ne several estimators

in the same way for the frequencies at whick; (P;f) attains a local max above a

signi cant value.

3.2 Null Distributions of the Test Statistics

In this section we will reduce the test statistics described before to slightly simpler
forms using properties of orthogonal matrices and derive their approximate null dis-
tributions using the asymptotic distributions of the eigencoe cients.
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Recall that VTV = Iy; HIHp = Ips; and thatif x 2 R" and Aisanm n

matrix with orthogonal columns, thenkAxk = xTAT = kxk. Thus,

kHp@p (f)k? = kép (f )k? (3.15)
and

kVrp (F)K* = krp (F)K?: (3.16)

Now we also have that
krp (F)K=r1p (F) rp () (3.17)
=[ (f) HeCe ('[ (f) Hele (F)] (3.18)
= ()" (f) e ()& F) & @E) e (fF)+ e (F) HIHpG (F)
(3.19)
=k (f)k* k ép (f)K*: (3.20)

Further, the above property allows us to write the numerator of; as
k (F)K k & (f)k* Kk (f)K* k & (f)K° (3.21)
= kép (F)K* k & 1 (F)K (3.22)
which can be further simpli ed by noting that kép (f )k® = [& (f)]* + ke 1 (f)K?,
where€ (f) = HL (f) is the inner product of the (degreeP) (P + 1) column of
H with the vector of instantaneous frequency eigencoe cients (or th€ + 1 element

of the vector€p (f)) .

Thus, our three test statistics can be rewritten as

v kep (F)KP=(P +1)
I:1(P’f)_krp(f)kzz(K P 1)

(3.23)

KGptp (f)K°=(P +1)

FZ(P,f): krp(f)kZ:(K P 1)1

(3.24)

and
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Y [6e ()] .
F3(P’f)_krp(f)kzz(K P 1)

These are small changes, but they are helpful in the derivation of the distributions

(3.25)

and more computationally e cient as P < K and usually K N and it saves us
from having to do a couple of matrix multiplications. For mathematical convenience
we shall leave thekrp (f )k® in the denominators as is, but when computing these
statistics, it is faster to use the formk (f)k® k ép (f)K>.

Now we will provide evidence for the claimed asymptotic distributions from the
previous section. We will assume that the instantaneous frequency series is well-
behaved enough when there is no modulation present that its spectrum can be es-
timated and it is reasonable to treat its eigencoe cients as being asymptotically
Gaussian. The asymptotic normality of the eigencoe cients seems to be robust to a
variety of types of nonstationarity and, empirically, it seems to also be the case with
the instantaneous frequency series, as is shown in the histograms at the end of chapter
2. This is likely due to its similarity to a sample from a strictly-stationary process
when scaled appropriately, strict stationarity being a basic assumption under which
the convergence of the eigencoe cients to a multivariate Gaussian is guaranteed, [42].

Under these assumptions, (f)! ° N (O; ), with its K K covariance
matrix. The diagonal elements of  are the spectrum of ; at O, say,S , (0). If

S, is locally white around O, thenCov ( ;(f); «(f)) S, (0) jx by equation

f
(13.3) of [37] and so, S, (0)lk.

It follows that €p (f);Gp€p (f);€ (f) and rp (f) are mean 0, asymptotically
normal as well, since they are linear combinations of mean 0, asymptotically normal

random variables.
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The covariance matrix of€p (f) is
h [ h [

E ¢ (f)ee (F)' =HIE (f) (f)" Hp (3.26)
S, (O)HSIcHp (3.27)
=S, (0)Ilpu (3.28)

so the components oty (f ) are approximately uncorrelated, and since they are ap-

proximately Gaussian, they are approximately independent. Then
kep (F)K*=S, (0)  3.i: (3.29)

It follows that € (f) N 0;S, (0) and [& (f )]2 =S, (0) 2: The covariance

matrix of rp (f) is

h i h i
Erp(f)rp(f)T = Ik HpHE E  (f) (f)T Ik HpH (3.30)
S, (0) Ik HpHI 2 (3.31)

=S,(0) Ik HpHJ : (3.32)

This matrix is symmetric, so it can be diagonalized by some orthogonal matrix
Op: Then we would have rp (f )T Op ’ = krp (f )kz, so the value of the test statistic
would be unchanged under this multiplication andrp (f)' Op is an uncorrelated,
asymptotically multivariate Gaussian, mean O random variable.HpH} and I
HpHJ are both idempotent, so ranKHp) = tr HpHY =tr HIHp =tr (lps) =
P +1 and similarly, the rank ofIx ~ HpHJ isK (P +1) by the results in section
10.2 of [15]. Additionally,HS 1x HpHS = O:

Letting B =1k HpHJ, a nonzero eigenvalue off and v an element of its

eigenspace, we see that

Hv=v (3.33)
R2v= Hv (3.34)
Rv = Hv (3.35)
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so must be 1.
Thus, diagonalizing the covariance matrix of p (f) gives us a matrix with K
P 1 diagonal elements equal t& , (0), and the rest 0s. We can conclude that
()70 25,0 2 puy:

The cross-covariance matrix ofp (f) andrp (f) is

Ehcp f)rp (f)TI = EhH; (f)rp (f)TI | (3.36)
= EhH,I ) () 1k HpHJ v (3.37)

=HE Ik HpHY (3.38)

S, (O)HS Ik HpHY (3.39)

=0 (3.40)

under the earlier assumptions. Similarly, the cross-covariance matrix &pCp (f)
andrp (f) is
h [ h [
E Gete (f)re (f)' = GpE ¢ (f)rp (f)' (3.41)

0 (3.42)

under the same assumptions. Finally, if all of the components of the vectats ()
andrp (f) are uncorrelated, then clearly¢ (f ) is uncorrelated with all the elements
ofrp (f):

Thus, we have mean zero, asymptotically normal random variables that are uncor-
related, so the numerators and denominators in these test statistics will be asymptot-
ically independent 2 random variables as they are quadratic forms in these asymp-
totically independent normal random variables. It follows that in the limit F, (P;f)
andF3(P;f) followF (P +1;K P 1)andF (1;K P 1) distributions, respec-

tively. More precisely, for xed K;NW ,asN!1 andW ! 0,

Fi(P;f)! F(P+1;K P 1) (3.43)
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and
Fs(P;f)! F(LK P 1) (3.44)

However, the distribution of F, is where we run into a bit of trouble. Since
GE,GP 6 lpys, GPGE, iS not a projection matrix and the covariance matrix of
Gp€p (f) is

h i
E Gpép (f)& (f)'G) =Gp G} (3.45)

S, (0)GpG}: (3.46)

Now, this is a symmetric matrix of rankP + 1, so we can diagonalize it to get an
uncorrelated, asymptotically normal random vector as before. Howeves, G, is not
idempotent so its nonzero eigenvalues are not all equal to 1.

Letting A = GLGp; x = €p, we can writekGp €p (f )k2 as the quadratic form,

xTAX. A is symmetric, so there exists an orthogonal matrixQ, and diagonal matrix,

D = diag( 1;:::; p+1;0;:::;0), the ; being the eigenvalues oG] Gp; such that
A=QDQ". Lety = Q"¢p,sothaty N 0;S, (0)Q"Q =N 0;S, (0)Ip+

P
Then the quadratic form isy "Dy = r'j:o pys, a linear combination of independent

2 random variables. This is known as a generalized chi-square distribution and a
closed form expression for its distribution function is not known at this time, except
in terms of expansions in in nite series; see, for example, [21]. It is also unknown
whether the ratio of a generalized chi-square to another independent chi-square results
in a random variable in theF family of distributions. As mentioned in Section 2.5,
the eigenvalues o5} Gp seem to converge to 1 a§ increases withNW xed. Thus,
for su ciently large K, F,(P;f) F;(P;f). However,K usually needs to be quite
large relative to NW for the eigenvalues to all be close to 1 and any realistic choice
of K, sayK =2NW 1, results in one or two eigenvalues being much larger than 1
and the distribution of F, being su ciently di erent from that of F;.

We will spend no more time orfF,. We present it here for theoretical interest and
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to highlight why it may not be a viable test statistic. It is nearly the same ad~; in
de nition and, as such, is plagued by the same problems &s (these will be brought
to light in the next section and the following chapter), but with a more intractable
distribution.
We move now to a brief discussion on a possible problem with the degree 0 test

statistics and a modi cation to amend it.

3.3 Onthe 0 degree test statistics and a modi cation

to Fq and Fs

When designing a test statistic such as these, one would hope that it would be a
more general form of those that already exist and, as such, work on the simpler case.
That is, we hoped that our test statistics would be able to detect frequency modulated
signals and that the degree 0 versions would work for the detection of purely sinusoidal
signals. In a sense, they do, although there are a couple of strange things about
them. For one, if there is a pure sinusoid in the data, the degree O test statistics
don't actually attain a peak at the frequency of the sinusoid, but rather they attain
two peaks roughly symmetric about the frequency (see Figure 3.1). This is perhaps
unsurprising due to the multiplication by e 2™ in computing the eigencoe cients

of the data. We are essentially adding a linear term to the instantaneous phase or a
constant term to the instantaneous frequency and cancelling out theft term in the
sinusoid. Thus, the instantaneous frequency based énwould be 0, which would
explain the dip in the middle of the peaks in the degree O test statistics. Hence,
in order to identify pure sinusoids, you need to do it visually or look at a list of
signi cant frequencies for strong neighbouring peaks each of widiW=2 with a small

gap between them, and then take the "detected” frequency to be the midpoint of the
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Figure 3.1: The degree 0 test statistic in the neighbourhood of a pure sinusoid with
frequency 0.25.

peaks. Perhaps this is acceptable for shorter series as we will have a coarser frequency
mesh and such visual cues may be easier to pick up on. However, this is far more
di cult to do with longer series that naturally come with higher frequency resolution

and more frequency bins.

The presence of the 0 degree component is felt by the other degree test statistics as
we see artifacts of the double-peak behaviour showing up at signi cant frequencies at
other degrees. For an example, see Figure 3.2. The data contains a strong sinusoidal
signal with carrier frequency 0.1 and linear FM. The degree 1 test statistic has a
detection at the Fourier frequency just below 0.1, but it also has several smaller, jagged
peaks surrounding it, unlike the sharp peaks we see in the Harmonic F. Anything
above about 16.24 is signi cant at thel=N level in this data, which is everything in
the band immediately around 0.1. Being large in a band could be thought of as a
signature of a valid detection. Of course, this is assuming that the carrier frequencies

of any modulated signals in the data are adequately spaced from each other so as to
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be resolvable.

Figure 3.2: A signi cant frequency using degree F;. The signal contains linear
frequency modulation with carrier frequency 0.1.

We decided to try modifying the test statistics so that they lacked the degree 0

component. The modi ed versions of; and Fs; are de ned forP > 0 as
Cp=o (f) “=P

B (P;f)= ;
(F:1) rpeo(f) °=(K P)

(3.47)

and

[ (F)1° _
re=o(f) “=(K P)
Here we have replacetir by Hp-o, which is the submatrix ofH obtained by removing

(3.48)

B (P;f)=

the rst (0 degree) column and then taking the nextP (degrees 1 througtP) columns.
Then €p-o (f) and rp-o (f) are de ned in the same way as before, but witlHp-y
instead ofHp. The degrees of freedom change accordingly but all previous arguments

vis-a-vis independence and convergence hold here as well. Thus,

B (P;f)! F(P;K P) (3.49)
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and
EP;f)! FO,K P): (3.50)

We computed these test statistics on the exact same data as before and have
included a plot of the same frequency band in Figure 3.3. We have the same peak
at the Fourier frequency just below 0.1, but it is sharp and lacking in the jagged
peaks adjacent to it. The peak is also a bit smaller than the unmodi ed version,
though still strongly signi cant ( 80 vs 16.045, thel 1=N quantile of the associated
F distribution). This may result in fewer false detections and make it easier to
determine what the actual carrier frequency is. It should also be noted that the
behaviour away from the signi cant frequency seems to be nearly identical.

The preliminary results seem promising, so we will compare the performance be-
tween the unmodi ed and modi ed test statistics via simulation studies in the next

chapter.

Figure 3.3: A signicant frequency using degree ;. The signal contains linear
frequency modulation.
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Chapter 4

Simulation Studies and Comparisons

In this chapter we conduct a number of di erent simulation studies to compare both
the distributional qualities of the test statistics under the null hypothesis and their

performance at detecting sinusoidal signals with FM.

4.1 Distributions and Convergence

First, we con rm that our test statistics do, in fact, converge to the theoretical null
distributions and compare the rates at which they do so by creating histograms and
empirical density estimates and computing rejection probabilities (Type | Error). We
do so without downsampling at rst, but then we explore the e ect of downsampling

to L < N on the distributions.

4.1.1 Simulations for convergence - full N

We consider rst the simple case that the original proces% , is Gaussian white noise.
Because the convergence of the test statistics to their asymptotic null distributions
depends on the convergence of the instantaneous frequency eigencoe cientdf ),

to a multivariate normal distribution with diagonal covariance matrix, which itself
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requires bothN ' 1 and W ! 0O, we simulated data with largeN for several
di erent choices of W:

N = 10;000was xed and NW was varied over;5;6;:::;11with K =2NW 1.
We selected an arbitrary Fourier frequency, 0.3871765, at which to compute the two
polynomial test statistics and their modi ed forms up to degred® = 5 and the process
was iterated 10000 times for each choice NW .

For each statistic, degree andNW we computed rejection probabilities at the
signi cance levels = 0.1, 0.05, 0.01, 0.001. Plots of signi cance level (x-axis) versus
rejection probability (y-axis) follow as Figures 4.1 - 4.4. Each gure is for a single test
statistic and the subplots within them are for a single degree of that test statistic.
From left to right and top to bottom the subplots are arranged in increasing order
by degree, starting with 0 forF; and F3 and 1 for their modi ed forms, ¥, and .
Within each subplot, we have eight coloured lines for each choicedW: The colours
are in increasing order according to base R plotting convention. That ijNW =4 is

black, NW =5 is red, NW =6 is green and so on.

Figure 4.1: Rejection probabilities forF; at degrees 0 through 5 andNW 4 through
11 when the original process was Gaussian white noise.
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Figure 4.2: Rejection probabilities forf®; at degrees 1 through 5 andNW 4 through
11 when the original process was Gaussian white noise.

Figure 4.3: Rejection probabilities forF; at degrees 0 through 5 andNW 4 through
11 when the original process was Gaussian white noise.
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Figure 4.4: Rejection probabilities forf®; at degrees 1 through 5 andNW 4 through
11 when the original process was Gaussian white noise.

If our test statistics converge well to their theoretical asymptotic null distributions,
these plots should resemble the ling = x (the black dashed line). Examination of
the plots in Figures 4.1 - 4.4 tells us a few things. Firstly, the convergence of the tail
probabilities of F; is extremely slow and inaccurate. But for a few exceptions, most
are in the neighbourhood of twice what they should be. This is unacceptable for a
test statistic and we cannot recommend using it as it may lead to unreliable results.
The bad convergence is likely a result of the degree 0 component as the modi ed
version, B, does a bit better, though its rejection probabilities are generally higher
than they should be as well.

F3 similarly su ers at degree 0 £, (0;f) = F3(0;f)), and it struggles a bit at the

= 0:001level, but at degrees 1 through 5 it demonstrates better performance than
F, and seems to do a better job tharf®; as well, for the most part. The rejection
probabilities of F3 and its modi ed form seem to line up most closely in general and,
as such, we believe that the use of either of these two test statistics will lead to more
reliable results than eitherF; or ;.

55



It is a bit di cult to glean from the plots, but it generally seems to be the case
that the rejection probabilities are more accurate for loweNW . This is unsurprising,
as the convergence of the eigencoe cients to a multivariate normal depends not only
onN !1 ,butonW'! 0 as well. The rejection probabilities of the modi ed
test statistics also seem to be generally less variable acrddd/ than the unmodi ed
versions. This is promising, as accurate detection of frequency modulation is sensitive
to bandwidth selection.

Next we do the same but for nonstationary, non-Gaussian data. Obviously this
class of stochastic processes is too large (the only limit is our imagination) to consider
every type of nonstationarity and every sort of non-Gaussian distribution. However,
we can at least simulate processes with characteristics in common with nonstationary
processes that appear in nature, such as trends and heteroskedasticity. To that end,
we simulated the background noise process as follows: we split the process into four
guarters, and at each time point drew a sample from a Gumbel distribution (using
functions from the R package VGAM [45]), each quarter having slightly di erent pa-
rameters. The quarter sections were concatenated and passed through an ARMA(2,3)
Iter. Then a positive quadratic trend was added. As before, the series is of length
N =10;000 NW = 4;5;:::;11, K =2NW 1; the degrees range from 0 to 5 in
the case ofF; and F3 and 1 to 5 in the case of®;, and ; and the statistics were
computed at the Fourier frequency 0.3871765.

We expect that convergence of these test statistics to their respective asymptotic
null distributions should be roughly as robust to nonstationarity and non-Gaussianity
as the convergence of the eigencoe cients &f to a complex multivariate normal is.
That is to say, we expect that the convergence will not be a ected greatly by these
types of nonstationarity and non-Gaussianity. It may be possible to cook up some
very strange nonstationary processes with perverse distributions whose "spectrum”

is smooth, but rapidly varying, in the band where the test statistic is computed, and
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Figure 4.5: A realization of the simulated nonstationary data described above.

in these cases the convergence may be a ected greatly. However, this is a problem
for another time, as the class of nonstationary processes is truly too large to cover
exhaustively.

In any case, in Figures 4.6 - 4.9 we see similar, albeit slightly worse, behaviour
with nonstationary, non-Gaussian noise processes than we did with Gaussian white
noise. The rejection probabilities ofF; are still all over the place, and rarely where
they ought to be. Likewise,F3's degree O rejection probabilities are still terrible.
Similar to the Gaussian white noise case, it seems that the modi ed test statistics
are at least as good, if not outright better, than their unmodi ed counterparts in the
sense of rejection probabilities.

We also include some histograms with theoretical densities overlaid in Figures 4.10
- 4.13. We cannot combine the plots in the same way as we did with the rejection
probabilities, so we have included four histograms for each test statistic at degrees 1

and 5 andNW 5 and 10. The histograms do not contain a great deal of information
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Figure 4.6: Rejection probabilities forF; at degrees 0 through 5 andNW 4 through
11 when the original process was nonstationary and non-Gaussian.

Figure 4.7: Rejection probabilities forf®; at degrees 1 through 5 andNW 4 through
11 when the original process was nonstationary and non-Gaussian.
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Figure 4.8: Rejection probabilities forF; at degrees 0 through 5 andNW 4 through
11 when the original process was nonstationary and non-Gaussian.

Figure 4.9: Rejection probabilities forf®; at degrees 1 through 5 andNW 4 through
11 when the original process was nonstationary and non-Gaussian.
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that cannot be gleaned from the rejection probabilities, but they provide further
evidence for the unreliability of F; and, to a lesser degred;, as each, especiallf,

has some noticeable areas of strong disagreement between 2 and 4 in their histograms.
The agreement between the histograms and theoretical densities is much better for
Fs and I¥; and this is consistent with the rejection probability plots in Figures 4.8 and
4.9. Certain degrees antNW were chosen for the plots, but the behaviour exhibited

in the histograms across the other degrees abhtW is generally consistent with those

shown here, though the reader will have to take this on faith.

Figure 4.10: Histograms of; at degrees 1 and 5 antlW 5 and 10 when the original
process was nonstationary and non-Gaussian. The theoretical densities are overlaid
in red.
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Figure 4.11: Histograms of®; at degrees 1 and 5 an8ilW 5 and 10 when the original
process was nonstationary and non-Gaussian. The theoretical densities are overlaid
in red.

Figure 4.12: Histograms of3; at degrees 1 and 5 an8lW 5 and 10 when the original
process was nonstationary and non-Gaussian. The theoretical densities are overlaid
in red.
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Figure 4.13: Histograms of®; at degrees 1 and 5 an8lW 5 and 10 when the original
process was nonstationary and non-Gaussian. The theoretical densities are overlaid
in red.

We are now con dent of the asymptotic null distributions of F3;F; and F; and
skeptical of F; and believe the test statistics are generally robust to mild forms of
nonstationarity and non-Gaussianity. We now move to a brief discussion of the com-

putational e ciency of the testing procedure and a way to improve it.

4.1.2 A note on computational e ciency

One potential drawback of the polynomial test statistic procedure is that it can be
quite computationally expensive for largeN. Because this procedure goes from the
time domain to the frequency domain, back to the time domain via matrix multipli-
cation, computes and stores several objects in the time domain, then goes back to the
frequency domain, again via matrix multiplication, for the computation of the test

statistics, it takes far longer than the usual Harmonic F.
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Aside from the obvious issue of multiplying matrices with possibly tens or hun-
dreds of thousands of rows and columns being a slow process, there is also a memory
allocation problem. In the rstinversion step and the estimation of the instantaneous
frequency series, we have several objects that d&de M matrices, whereM is the
amount we zero-pad to. For a series of length 10,000 zero-paddedvio= 2 9092(2N)e,
each of these matrices is about 2.5 GB. There may be a better way to allocate mem-
ory, but at the moment the algorithm needs to have 5 such matrices in memory at
once, coming out to a total of 12.5 GB. For longer series with more zero-padding this
grows rapidly (faster thanN?2) and computation becomes unwieldy or impossible on
computers without an excess of memory.

However, we have been graced by a spectacular boon that allows us to avoid
most of these issues if used carefullZ is essentially the output of a low-pass lIter
and its Nyquist frequency isW: Thus, it can be downsampled to as few a8NW
points. Rather than computing Z with the original Slepian sequences that were
used to compute the eigencoe cients of the data and then subselecting that, we can
simply use a set of DPSS with the samAW and K as the originals, but with length
L <N; andthen do the matrix multiplication. As Thomson notes in [40], the length
of this second set of DPSS should be at least 30, rather th@&\N W, so that they
have reached their asymptotic form. Nonetheless, the ability to go from a series with
possibly hundreds of thousands of points down to a couple of hundred is fantastic as it
mostly clears up the issues of memory allocation since the matrices are each reduced
insizefromN M toL M. TheeectisdrasticifL N: Of course, this comes
at the expense of potentially slower convergence to asymptotic distributions, as the
convergence of the test statistics to their asymptotic null distributions depends more
on the length and bandwidth of the DPSS chosen for the inversion than that of the

DPSS used to compute the eigencoe cients of the data.
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To demonstrate the e ect of downsampling on the runtime, we compared com-
putation times for F;. The original data had lengthN = 10;000 points and was
zero-padded t0131;,072 We then generated the DPSS wittN = 10;000 NW =4
and K =7 and computed the eigencoe cients of the data. We also generated a set of
DPSS with N =100, NW =4 and K =7 and computed the associated polynomials
and the derivatives of the time domain Slepians using both sets of DPSS. Using the
microbenchmark function from the R package of the same name [22], we compuid
up to degree 6 100 times each using both the full length DPSS with = 10; 000and
the downsampled DPSS withN = 100. The results are promising and are summa-
rized in Table 4.1. The mean runtime of the test statistic computation is about 100
times faster and the median runtime is nearly 300 times faster when using the reduced
length DPSS. On top of this, the computation times of the associated polynomials
and the derivatives of the time domain Slepians are both substantially reduced when

using DPSS with shorter lengths.

N Min Q25 Mean Median Q75 Max
10,000 27,153 108,848 | 111,954 | 112,557 | 117,935 | 138,465
100 309 370 1138 420 1865 4473

Table 4.1: Summary statistics of the runtimes in milliseconds for full length and
downsampled computation of®;.

4.1.3 The e ect of downsampling on the asymptotic distribu-
tion

To explore the possibility of using a substantially shorter set of Slepian sequences, we
ran simulations using the same data as the previous section, but reducing the length
of the Slepians used in the inversion and instantaneous frequency steps.

Let L be the length of the Slepian sequences used in the inversion and instanta-

neous frequency computation steps (the length &; ). Given how far o the Type |
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errors for F; were whenL = N = 10; 000 there is no reason to believe that its rejec-
tion probabilities will be anywhere near what they should be with. ~ N. Thus, we
concern ourselves only wittFs;, B, and [B; for the next section. Again, we consider
two cases: Gaussian white noise and nonstationary, non-Gaussian noise.

As before the length of the simulated input data wasN = 10;000 NW =
4:;5;:::;11, K = 2NW 1, the degreeP = 0;1;:::;5, the realizations were at
the Fourier frequency 0.3871765 and the testing was done at signi cance levels
0.001, 0.01, 0.05, 0.1. We added one more varying parameter this tinhewas taken
to be 1%, 5% and 10% oN. That is, L = 100, 500 and 1000. For each choice of
NW and L we ran 10,000 simulations. The plots follow in Figures 4.14 - 4.16.

The rejection probabilities with L < N are generally comparable with the case
L = N across the board and what was said before appears to still be mostly true here.
That is, B, has rejection probabilities that are a bit higher than they should be, the
guantiles of the degree @3 statistic are still a mess, higher degree test statistics have
more accurate rejection probabilities and lower bandwidth test statistics still seem
to get fewer false rejections. There also doesn't seem to be a great deal of di erence
between the choices df. This could be because they are roughly on the same order
of magnitude. In any case, the fact that there is not a great deal of di erence among
the choices oL and between theL <N andL = N cases is promising.

We now move on to the the case of nonstationary, non-Gaussian data. We used
the same heteroskedastic, Gumbel distributed data with quadratic trend and ran the
simulations with the same parameters as the <N Gaussian white noise case. The
rejection probability plots follow at the end of this section in Figures 4.17 - 4.19.

As was the case with the Gaussian white noise, there is not a great deal of di erence
in the rejection probabilities whenL < N as opposed td. = N and, for the most
part, the behaviour among the di erent values ofL does not seem to change much.

In fact, most of what was said in the Gaussian white noise case can be parroted here.
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Figure 4.14: Rejection probabilities fof®; with varying NW and L = 100, 500, 1000.
The input data were Gaussian white noise.
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Figure 4.15: Rejection probabilities foiF3 with varying NW and L = 100, 500, 1000.
The input data were Gaussian white noise.
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Figure 4.16: Rejection probabilities fof; with varying NW and L = 100, 500, 1000.
The input data were Gaussian white noise.
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There is more variability among the choice of bandwidth than in the Gaussian case,
but lower bandwidths tend to lead to lower rejection probabilities overall. There also
seems to be a bit of a trend towards being more variable the further we get into the
tails. There is relatively strong agreement among the rejection probabilities when

= 0.1, 0.05, but things vary more between bandwidths for = 0.01, 0.001. Indeed,
this is actually a trend not just for this scenario, but for theL < N Gaussian white
noise and both scenarios whebh = N: This is a function of the number of iterations
for each scenario. If larger-scale simulations were run, we expect to see more reliable
results and more consistency across bandwidths at the lower signi cance levels.

We believe that this particular variety of nonstationarity and non-Gaussianity
doesn't break the distributions of the test statistics enough to avoid using them, even
under downsampling, but as always, one must exercise caution. Of course, this is true
when one is doing statistical analysis of any kind, but we emphasize it here.

We conclude this section by continuing in that theme. With some exceptions,
the rejection probabilities of the test statistics are generally in the neighbourhood of
their respective signi cance levels. They exhibit more variability between choices of
bandwidth at lower signi cance levels, but this is likely at least partially due to the
number of iterations of the simulation.F; in its unmodi ed form seems to be wildly
unreliable and in its modi ed form, while improved, is still inferior to F; and 5 in
terms of Type | error. The test statistics also seem to be a bit robust to some specic
mild forms of nonstationarity and non-Gaussianity, and this is only weakened slightly
in the case of downsampling. We believe that the immense gains in computational
e ciency are worth the minor drop in reliability. For shorter series, sayN < 10000
there may be no need to downsample (of course, this depends on how powerful a
computer the analyst has access to), but for very long series it is recommended,
provided that it is done with caution. The Type | errors of these test statistics tend

to be in the neighbourhood of the signi cance level, but they seem to skew high.
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Figure 4.17: Rejection probabilities fof®; with varying NW and L = 100, 500, 1000.
The input data were nonstationary and non-Gaussian.
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Figure 4.18: Rejection probabilities fofF; with varying NW and L = 100, 500, 1000.
The input data were nonstationary and non-Gaussian.
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Figure 4.19: Rejection probabilities fof; with varying NW and L = 100, 500, 1000.
The input data were nonstationary and non-Gaussian.
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Hence, frequencies that are only marginally signi cant at the chosen level should be

scrutinized carefully.

4.2 Detection performance comparison

Having convinced ourselves that the test statistics do, in fact, converge to their asymp-

totic null distributions (except for F;), we now compare their performance with re-

spect to detection. In an attempt to be partially exhaustive and reduce redundancy,

we embedded several signals of the type in (%.3) into stationary background noise:
X t

X = nCcos 2f ,t+2 m()d +Z:

m 0

In the rst case, the noise is Gaussian white noise. In the second, the noise is station-
ary, but coloured, Gumbel noise. The signals have been set up so that the simulations
highlight di erences in NW, modulation type and bandwidth, signal-to-noise ratio,
and, of course, non-Gaussianity. The comparisons in all of these scenarios are between

F5, B, B; and the Harmonic F.

4.2.1 The Gaussian white noise case

To rst get an idea of how well the test statistics perform under relatively ideal, if
a bit unrealistic, conditions, we embedded six sinusoidal signals of length= 2048
into additive, zero-mean, Gaussian white noise with unit variance. Their structure is
summarized in Table 4.2.

We note that the carrier frequencies used were actually the Fourier frequencies
nearest to the values in the table and that the quartic FM does not span all of

( 0:00250:0025) but rather a subset of it. The modulating functions can be seen

match the previous section anK was taken to be2NW  1: The test statistics were
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Signal|| Carrier Amplitude | Modulator | Bandwidth
f B

1 0.1 0.5 linear 0.0025

2 0.3 0.5 guadratic | 0.0025

3 0.31 0.5 cubic 0.0025

4 0.4 0.5 quartic 0:0025

5 0.2 0.5 sinusoidal | 0.0025

6 0.25 0.5 none NA

Table 4.2: Carrier frequencies, amplitudes and modulation types of the six sinusoidal
signals embedded in Gaussian white noise.

computed up to degree 6 to highlight some interesting results with the sinusoidal
modulator and for this reasorNW =4 was notusedK 6 1=0). We downsampled
to L = 100 and ran 10,000 iterations for each choice bfW: The signal-to-noise ratios
in this rst set of simulations are perhaps unrealistically high, but they do decrease
asNW increases. A sample multitaper estimate of the spectrum of this process with
NW =5 and K =9 is shown in Figure 4.21.

We kept track of how many times each test statistic made a "correct" detection,
where we have de ned this as the test statistic taking its maximum value higher
than the threshold at a signi cance level, , inside the band(f; B;f; + B) at the
proper degree, withi = 1;2;:::;6 being the index of the signal. For example, a
correct detection would be ifF3 (2;f ) attained its maximum inside(f, B;f,+ B) =
(0:29754880:3025488)and that maximum was greater than thel quantile of the
F (3;K 3)distribution. Similarly, we also tracked the number of in-band detections
at the incorrect degree. An example of this would be I, (3;f ) attained a maximum
signi cant value inside the band(f, B;f,+ B). Lastly, we recorded the frequencies
at which detections occurred and noted whether they were in band or not. The

signi cance level used was =1=N  0:0005
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Figure 4.20: Modulating functions for the simulated data. Note that 5 is actually
contained in a band slightly smaller than( B;B).

Figure 4.21: A sample multitaper estimate of the spectrum of the simulated process
with NW = 5 andK = 9.
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Figure 4.22: Detection rates of the test statistics for the di erent modulated signals.

Figure 4.22 shows the correct detection rates for the considered F statistics and
NW values. As far as the number of correct in-band detections go, we see thitis
outclassed by the other two, but still outperformed the Harmonic F. It holds its own
in the linear case, which is unsurprising, a&; (1;f) = B;(1;f) and whenP = 1;
the only di erence between the modi ed statistics andFs is the inclusion of theO
degree component of the residuals ;. It does a passable job of detecting the signal
with cubic FM, but given the ideal nature of the data, we would hope for better. Its
detection rates for the quadratic and quartic FM are abysmal.lF; does manage to
pick up on the sinusoidal FM, but not enough to be reliable. Overall®; does a poor
job in the sense of correct in-band detections.

The performances ofF; and F; are mostly comparable (Figure 4.22, black and
green lines, respectively), with each outdoing the other in one or two instances. We
see very little di erence in the linear, cubic and sinusoidal cases, but there are some

mild to moderate di erences in performance when detecting the quadratic and quartic
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FM. The advantage F3; has for the quadratic FM is likely due to the presence of the

0 degree component as a constant is an even monomial and so one appears in the
guadratic modulating function. Interestingly, though, the performance of; (4;f)
drops o substantially for higher NW; so perhaps there is something else at play
other than the 0 degree component. Perhaps for higher degrees, the gain in including
the O degree component is outdone by the loss of a residual degree of freedom.

F3s manages to pick up the signal with no FM, but only for the lowest two choices
of NW, and it drops o dramatically after that. At the two NW where it does
manage to detect the line component most of the time, it is still outperformed by
the Harmonic F. This is not surprising, as the Harmonic F is quite good at detecting
non-modulated signals.

Perhaps most interesting though, is the ability oF3; and its modi ed counterpart
to detect the signal with sinusoidal FM. This is exciting, as frequency modulation in
physical data is more likely to be oscillatory in form rather than polynomial . We
are led to believe that detections of sinusoidal FM will be possible if the SNR is
high enough and the modulating sinusoid is oscillating at a relatively low frequency,
making just a few cycles over the span of time for which the data is observed. In
this case, the estimated instantaneous frequency can be modelled by a low-degree
polynomial. There is no guarantee this would extend to FM that oscillates quickly.

If it does, we may need a much higher degree polynomial and so we also need an
unusually high number of tapers. This will increase the bandwidth and decrease the
SNR, possibly to the point that detection is no longer possible. However, the fact
that we can apparently detect slowly oscillating sinusoidal FM can be considered a
small victory.

Before moving on, we will say something brief about bandwidth. For the most
part, it seems that the multitaper bandwidth, W, needs to be larger than the mod-

ulation bandwidth, B for reliable detection. There also seems to be a (mostly) mild
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drop-o in the detection rates as the bandwidth gets large. This behaviour is hard
to see in this example because the SNR is generally large, eveN&8 increases, but
this will be more clear in the next set of simulations.

Next we examine the detection rates at all degrees for our three test statistics.
These measure when the test statistic has a maximum signi cant frequency in the
band around one of the carriers at any degree, not just the correct one. In Figure
4.23, we see that iff; detects a signal at some degree it often gets a detection at
subsequent higher degrees as well. This behaviour is due to the fact thitH_ passes
all polynomials up to degreeP, so if there is a polynomial structure to the FM of
degreeQ, the polynomial projection of the instantaneous frequency eigencoe cients
will be large and the residuals will be small for alP  Q, leading to large values
of P, though they will decrease in signi cance a® increases.F; and [F; are much
more resistant to this issue, see Figures 4.24 and 4.25, as they test if the dedtee

model is better than the degred® 1 model.

Figure 4.23: In-band detections across all degrees 8. Note that there are often
detections at degrees higher than the true one.
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Figure 4.24: In-band detections across all degrees t65. There are very few detec-
tions at the wrong degree.

Figure 4.25: In-band detections across all degrees #85. There are very few detec-
tions at the wrong degree.
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Now we compare the frequency estimates for each test statistic. Sine did
relatively poorly in comparison to the other two, we will just consider=; and Fs:
The frequency estimates for carrier frequendy, aref| = arg frnax Fs(P;f) and fi =
argfmax B;(P;f), with P being the appropriate degree.

We computed MSE estimates for the signi cant frequencies that were detected
in-band and at the correct degree. The number of such detections was generally
similar betweenF3; and [F;; but as the detections were allowed to occur in a band, it
is possible that while both test statistics detect the FM, there is a di erence in how
close the signi cant frequencies are to the actual carrier frequencies.

A plot containing the MSE estimates for the signi cant frequencies at eacNW
is given in Figure 4.26. For the most part, it seems to be the case that the maximum
signi cant frequencies off®; are closer on average to the true carrier frequencies than

those ofF3.

Figure 4.26: Mean-squared error at di erenfNW for the frequencies of the in-band
detections at the correct degree foF; (black) and I; (red). The MSE is generally a
bit lower for 5 than for Fs.
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Next, we include some histograms in Figures 4.27 - 4.31 that are, admittedly,
somewhat di cult to read. The histograms are of the maximum signi cant frequencies
that occur at each degree, regardless of whether they were in the correct band or not.
Mainly, they highlight the increased variability in the frequency estimates oF3; and
the strange behaviour of the degree O test statistic (Figure 4.27). TheW were
chosen because the number of detections betweenand E; were similar. Note the
tall symmetric peaks on either side of 0.25 in the histogram fdf; (0;f): At the
other degrees we see that the histograms &% have more spread about the true
carrier frequency thanf;, as well as more detections at frequencies distant from the

true carrier.

Figure 4.27: Histogram for maximum signi cant frequencies df; (0;f ) with NW =
6.

81



Figure 4.28: Histograms for maximum signi cant frequencies at degrees 1 through 4
of F3 with NW = 7.

Figure 4.29: Histograms for maximum signi cant frequencies at degrees 1 through 4
of B; with NW = 7.
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Figure 4.30: Histogram for maximum signi cant frequencies d¥; (6;f ) with NW =
8.

Figure 4.31: Histogram for maximum signi cant frequencies df; (6;f ) with NW =
8.
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Finally, we include some sample plots d¢f; and IF; around the carrier frequencies in
Figures 4.32 - 4.37. Statistics with values less than 1 have not been plotted to improve
clarity. Note that the behaviour away from the carrier frequencies is generally quite
similar, but that the peaks around the carrier frequencies d¥; are jagged and wide,

whereas those oF; are much more sharp in comparison.

Figure 4.32: A realization off3 (0; f ) around the frequency of a pure sinusoidal signal.

Figure 4.33: A realization ofF5;(1;f) (black) and I¥; (1;f) (red) around the carrier
frequency of a signal with linear FM.
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Figure 4.34: A realization ofF3(2;f) (black) and 5 (2;f) (red) around the carrier
frequency of a signal with quadratic FM.

Figure 4.35: A realization ofF;(3;f) (black) and B;(3;f) (red) around the carrier
frequency of a signal with cubic FM.
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Figure 4.36: A realization of F3 (4;f) (black) and B3 (4;f) (red) around the carrier
frequency of a signal with quartic FM.

10 20 50 100
| | |

5
|

Degree 6 Test Statistics

0.17 0.18 0.19 0.20 0.21 0.22 0.23
Frequency

Figure 4.37: A realization of F3(6;f) (black) and B (6;f) (red) around the carrier
frequency of a signal with sinusoidal FM.

86



4.2.2 The coloured, non-Gaussian noise case

We set up a similar set of simulations to the previous ones, but in the case that the
background noise process is coloured and non-Gaussian. The noise process was an
ARMA(3,1) with AR parameters 0.5, 0.3, -0.1 and MA parameter 0.6 and innovations
drawn from a zero-mean Gumbel distribution. The parameters N, NW, K, P, L,

were all the same as before and we ran 10000 simulations for each choice of NW.
However, we decided to vary the amplitudes of the signals and the bandwidth of the
modulating functions. The carrier frequencies and modulation type remain the same.

Their structure is summarized in Table 4.3.

Signal || Carrier Amplitude | Modulator | Bandwidth
T B

1 0.1 0.5 linear 0.0035

2 0.3 0.4 quadratic 0.0015

3 0.31 0.2 cubic 0.0015

4 0.4 0.2 quartic 0:0025

5 0.2 0.3 sinusoidal | 0.0035

6 0.25 0.2 none NA

Table 4.3: Carrier frequencies, amplitudes and modulation types of the six sinusoidal
signals embedded in coloured, stationary noise.

We include a plot of the modulating functions in Figure 4.38 and note that, though
they don’t differ that greatly from those in the previous simulations, the modulation
bandwidth will affect the detection rates. We also include a plot of a sample of the
multitaper spectrum estimate of the simulated data with NW = 5 and K = 9 in
Figure 4.39. The signal-to-noise ratio in this set of simulations is generally lower
than in the previous Gaussian white noise case and decreases as NW increases, so
the signals we see in this plot are as strong as they get.

We move now to a discussion of the correct, in-band detection rates, noting that
they are defined in the same way as before. However, the modulation bandwidths

differ between signals, so a correct detection of signal 2 must be within 0:3 4 0:0015,
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Figure 4.38: Modulating functions of the simulated sinusoidal signals. The dashed
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Figure 4.39: An example multitaper estimate of the spectrum of the simulated process
with NW = 5, K = 9.
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Figure 4.40: Detection rates of the test statistics for the various modulated signals.

while a correct detection of signal 5 must be within 0:2 + 0:0035:

In Figure 4.40 we see some interesting results. Surprisingly, B, actually seems to
do a better job of detecting the quadratic, quartic and sinusoidal FM than in the
simpler previous case; although, it has a harder time with the linear and cubic FM.
Similar to the previous simulations, it still pales in comparison to the other two test
statistics.

All three test statistics saw a decrease in performance in detecting the linear FM,
which now has a lower SNR and wider modulation bandwidth. Likewise, the perfor-
mance with the cubic FM is surprisingly poor. Here we have narrower modulation
bandwidth and a marginally lower SNR. The quadratic FM has the same modulation
bandwidth, but its SNR is actually higher than in the Gaussian white noise simula-
tions. B still does a good job detecting it, aside from the case NW = 5, but F3 has
a shocking drop in performance once NW hits 8. We will discuss this later. F3 also
very rarely detects the signal with no modulation now that the SNR is lower, but the
Harmonic F still picks it up pretty much perfectly. The quartic FM has similar, but
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improved performance as its SNR is marginally higher than in the other simulations.
The sinusoidal FM is picked up less, especially at lower NW. The SNR here is lower,
about two to three times so, and its modulation bandwidth is increased.

There are two trends in these results that are perhaps not entirely surprising. The
first is obvious: these test statistics lose power as the signal-to-noise ratio decreases.
The second is that the test statistics do a better job at detecting stronger modulation.
These two facts combined are why the detection rates for the cubic FM drop off
so drastically and why the others are not changed so drastically. The linear and
sinusoidal FM signals have much lower SNR than in the previous simulations, but their
modulation bandwidth is higher, so we don’t see as much of a drop in performance.
Similarly, the modulation bandwidth of the quadratic FM was decreased, but its
SNR was increased, so we also don’t see a severe dip in performance for ;. We now
examine the plots of the in-band detections at all degrees in Figures 4.41 - 4.43. As
before, we see the same behaviour where ¥, has in-band detections at subsequent

degrees following a detection at the correct one and F3 and B; do not.
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Figure 4.41: In band detections with ¥ for all degrees and NW with the stationary,
non-Gaussian noise.
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91



We again computed the MSE for the maximum significant frequencies detected by
F3 and B; that fell within the modulation bandwidth of the carrier frequency. Plots
comparing the MSE are contained in Figure 4.44. Fj3 is still generally worse in this

respect, but perhaps not always by a lot, with the exception of the cubic FM.
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Figure 4.44: Mean squared error at different NW for the frequencies of the in-band
detections at the correct degree for F3 (black) and 5 (red). The MSE is typically

lower for 5 than for Fs.

We include histograms of maximum significant frequencies across the whole band
at NW that were chosen because F3 and F; had a similar number of detections.

First, we see in Figure 4.45 that degree 0 F3 is picking up a lot near the quadratic
and cubic carrier frequencies, but not actually at either. We believe this is due to the
decreased modulation bandwidth of both the quadratic and cubic FM and the fact
that they are relatively near to each other in the band. It also seems to frequently
detect something down near ¥ = 0 and this behaviour is even more prevalent at higher
NW. The noise was zero-mean and there was no trend, so it is not immediately clear

what it is detecting. When it actually does detect the sinusoid at ¥ = 0:25, we still
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see the pair of peaks on either side of . For the other modulated signals, we see in
Figures 4.45 - 4.49 the same thing as before: that F3 tends to have more variability

in its significant frequencies than Fs:
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Figure 4.45: Histogram for maximum significant frequencies of F3 (0; f) with NW =
5.
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Figure 4.46: Histograms for maximum significant frequencies of F3; at degrees 1
through 4 with NW = 7.

93



2
g - 2
L
=] 2
2 Degree 1 Degree 2 -8
N =
—
[=] w
e
=
[R= L &
g - [ I T T T 1 I T T T T ] .
o2 0.0 0.1 0.2 0. 0.4 0.5 0.0 0.1 0.2 0.3 Op 05— 3
§ — Degree 3 =
Degree 4 - =
o -
a8 4
<
[a]
2 | -2
[}
= - =]

I | | T T [ T T | | T 1
0.0 0.1 n.2 0.3 0.4 0.5 0.0 0.1 0.2 0.3 0.4 0.5
Frequency

Figure 4.47: Histograms for maximum significant frequencies of B3 at degrees 1
through 4 with NW = 7.
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Figure 4.48: Histogram for maximum significant frequencies of F3 (6; ) with NW =
9.
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Figure 4.49: Histogram for maximum significant frequencies of B3 (6;f) with NW =
9.

We have also included plots of F3 and 3 centered on significant frequencies at
the correct degree in Figures 4.50 - 4.55. These do not differ substantially from those
in the previous section, but we include them anyway and emphasize the difference in

sharpness of the peaks.
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Figure 4.50: A realization of F3 (0; f) around the frequency of a pure sinusoidal signal
in coloured background noise.
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Figure 4.51: A realization of F3 (1;f) (black) and 3 (1; f) (red) around the frequency
of a signal with linear FM in coloured background noise.
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Figure 4.52: A realization of F3 (2; f) (black) and B (2; f) (red) around the frequency
of a signal with quadratic FM in coloured background noise.
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Figure 4.53: A realization of F3 (3; f) (black) and ;3 (3; f) (red) around the frequency
of a signal with cubic FM in coloured background noise.

N M

0.37 0.38 0.39 0.40 0.41 0.42 0.43
Frequency

50
1

20
1

Degree 4 Test Statistics
5 10
1

Figure 4.54: A realization of F3 (4; f) (black) and B (4; f) (red) around the frequency
of a signal with quartic FM in coloured background noise.
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Figure 4.55: A realization of F3 (6; f) (black) and E; (6; f) (red) around the frequency
of a signal with sinusoidal FM in coloured background noise.

Finally, we include a pair of plots in Figures 4.56 and 4.57 that highlight what
went wrong for F3 (2;f) when NW > 8: The first is a histogram of the maximum
significant frequencies of F3 (2; f), zoomed in on the band (0.29,0.31) when NW = 8:
The second is a realization with the same NW that conforms with the behaviour
we observe in the histogram. Fj3 is still large at and around the carrier frequency,
f = 0:3. However, it actually attains its maximum slightly below, just outside the
modulation bandwidth. Presumably, this is due to a combination of the presence
of the degree 0 component and the small modulation bandwidth. Notice that the
jagged peaks do not appear on both sides of 0.3. Looking back at the other plots of
the realizations of F3, we see this tends to occur with just degree 2 and 3. F3(2;f)
has a jagged peak just below the carrier, but not above, and F3 (3;f) has a jagged
peak just above the carrier, but not below. We also note the appearance of significant
frequencies between 0.3 and 0.31 in F3(0; f). The plot we included was for NW =5;
but they appear when NW = 8 as well. These facts must be connected but the

cause is not immediately obvious at the moment (other than to say that it must be
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