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Abstract

Intellectual property (IP), such as patents or copyrights, forms the basis of economic
policy to encourage innovation, creativity, and growth. In this thesis, I show how the
strategic usage of IP by rights holders plays a crucial role as intermediary between
economic fundamentals, such as public policy or industrial characteristics, and eco-
nomic outcomes, such as the structure of markets or the pace of innovation in an
economy.

Chapter 2 demonstrates the importance of IP strategy as an intermediary in the
context of patent—based measures of innovation. In a theoretical model of innovation,
IP, and market interaction, I show that citation—weighted patent counts, the most
common innovation measure, are generally valid as an innovation proxy only if the
profit motive for innovation is complementary to the protection motive for IP us-
age. Otherwise, observed patenting could decrease in response to changing economic
fundamentals even as innovative effort is increasing, and the inferred relationship
between economic forces and innovation will be incorrect.

Chapter 3 tests these predictions empirically for the relationship between compe-
tition and innovation, an enduring interest of economists and policymakers. Consis-
tent with the predictions of the model, I show that competition and citation—weighted
patent counts have an inverse-U relationship, but that competition has a generally
negative effect on research and development activity. Therefore, changes in observed
patenting only correlate with changes in innovation at high levels of competition,
when the likelihood of innovative success is low; otherwise, patent counts diverge
from innovative effort and are invalid as a proxy.

Chapter 4 examines the effects of copyright infringement on the market for recorded
music. I show that music piracy has a modest negative effect on sales overall, but the
size and magnitude of that effect differ across artists and sales format. The differen-
tial effects of piracy impact record labels’ optimal IP licensing strategy in the market
for music streaming, determining market structure and the balance of market power.

Taken together, the thesis highlights the important role that IP strategy plays as
an intermediary between economic fundamentals and economic outcomes of interest,
suggesting implications for economic policy and our understanding of innovation and
creativity.
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Chapter 1

Introduction

Since the earliest inception of intellectual property (IP) law, its function has been
to establish exclusive ownership and market rights, purportedly in the pursuance of
new inventions and creations. The conceit of patent and copyright law in the United

States is laid out in the Constitution explicitly:

Congress shall have the power... To promote the Progress of Science and
useful Arts, by securing for limited Times to Authors and Inventors the
exclusive Right to their respective Writings and Discoveries. (U.S. Const.

art. 1, §8, cl. 8)

The “exclusive” right mentioned is now understood to be a grant of monopoly rents,
an incentive to create knowledge with the understanding that markets based on that
knowledge will suffer from the distortions of monopoly behavior; the modern under-
standing is that IP is a devil’s bargain to enhance dynamic growth at the cost of
static efficiency.

When the Constitution was written, however, the contemporary understanding of

1



CHAPTER 1. INTRODUCTION 2

IP was much closer to that of the right to private property. James Madison writes of

the above clause in The Federalist Papers 43 (Madison, 1788) that

The utility of this power will scarcely be questioned. The copyright
of authors has been solemnly adjudged, in Great Britain, to be a right of
common law. The right to useful inventions seems with equal reason to
belong to the inventors.

The public good fully coincides in both cases with the claims of indi-

viduals.

Madison seems not to acknowledge the anticompetitive effects associated with the
establishment of a monopoly, but the undesirable effects of market exclusivity had
often been associated with patents in the past. Indeed, the term “patent” derives
from the Latin word “patere” (“to lay open”), used to describe the letters patent
issued by the English Crown in the 16th century. These letters were sent unsealed,
as they were intended to be read by anyone (contrasting with letters close that were
sealed and intended to be read only by the recipient). Letters patent were often used
to grant monopolies, whether or not the subject of the letter was a new invention,
and were often used to reward political favor (Bracha (2016), pp. 15-25). From their
earliest incarnation, the manipulation and alteration of markets has been central to
the functioning of intellectual property.

Therefore, to understand the economics of innovation and, more specifically, the
economic policies aimed at enhancing the pace and quality of innovation, one must
understand how the structure and efficiency of markets is shaped by intellectual prop-
erty, how market actors choose to employ their intellectual property rights, and how

consumers respond to the intellectual property rights asserted in the market. This
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thesis addresses research questions in that vein: how does the option to assert IP
affect our understanding of the role market structure plays in promoting innovation
and creativity?

In the chapters to follow, I specifically focus on how firms, artists, and others
decide whether to acquire IP rights, how to assert them, and how their actions en-
dogenously determine market structure and outcomes. Too often, the effects of this
decision are overlooked in the chain of causation from IP law to market behavior:
if a legal right is established, IP holders automatically assert that right; a stronger
patent automatically implies a more profitable monopoly; if piracy infringes a copy-
right, copyright holders are automatically harmed and will pursue legal action. In
each case, policies and industry environments may change, and actors may alter their
innovative and creative behaviors in response, but exactly how actors’ IP choices me-
diate this chain of causation is taken as fixed and exogenous. This decision node has
crucial implications for our understanding of how public policy affects innovation,
creation, and growth.

Chapter 2 demonstrates how this distinction has a profound impact on the validity
of the most widely used measure of innovative activity, patent counts. I theoretically
model a firm’s decision to create an innovation and, separately, their decision to pro-
tect that innovation with IP. Because external forces, such as industry characteristics
or policy regimes, can affect the innovation and IP protection decisions differently, the
model predicts that innovation measures based on IP usage, such as citation—weighted
patent counts, may not correlate with innovative effort. In such a case, the average
value of a firm’s patent portfolio is a better proxy for innovation. I derive general

conditions under which various patent statistics, such as quality—adjusted patenting
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or average patent value, are useful proxies for how innovation responds to external
influences.

Chapter 3 validates many of the predictions of the model of Chapter 2 empiri-
cally. I show that when competition in an industry increases, firms’ citation—weighted
patent counts exhibit the well-known inverse—U pattern, as predicted, but their R&D
expenditures generally decrease, even after accounting for potential endogeneity be-
tween competition and innovation. I use zero—inflated estimation methods, which
distinguish between low innovation and low patenting conditional on innovation, to
show that innovative effort decreases with competition but patenting on successful in-
novations increases. Changes in the likelihood of innovation effectively censor data on
patenting to a greater extent as competition increases, so observed changes in patent-
ing more closely reflect changes in innovation at higher levels of competition. At lower
levels of competition, patents are less needed to appropriate profit but innovation is
more profitable, so patent—based measures of innovation are unreliable.

Chapter 4 focuses on another common form of IP, copyright. The aim is to de-
termine how violation of copyright in the recorded music industry affects legitimate
sales of that music. I quantify the effects of private—network music sharing on aggre-
gate album sales in the BitTorrent era using a panel of US sales and private-network
downloads for 2,109 albums during 2008. Exogenous shocks to the network’s shar-
ing constraints address the simultaneity problem. In theory, private-network activity
could crowd out sales by building aggregate file sharing capacity or increase sales
through word of mouth. I find evidence that privatenetwork sharing results in de-
creased album sales for top—tier artists, though the economic impact is quite modest.

However, private-network activity seems to help mid-tier artists. The results are
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consistent with claims that word of mouth is stronger for lesser—known artists and
that digital sales are more vulnerable to increases in file sharing capacity. 1 dis-
cuss policy implications and alternatives to costly legal efforts to shut down private
file sharing networks. I also describe how record labels may alter their IP licensing
strategies in response to copyright infringement, and how those strategies could have
significant ramifications for the balance of power in the two—sided market for music
streaming services. Thriving music piracy networks could effectively act as an alter-
native “streaming” platform, and record labels may wish to consolidate market power
vis-a-vis music streaming platforms in response.

Chapter 5 reviews the findings of these studies, relates them to the idea that
market outcomes are an endogenous function of agents’ IP choices, and provides a
closing discussion of the broader lessons learned.

My hope in carrying out this research is that I contribute to our understanding of
how IP usage responds to other forces in the economy, that this understanding can
inform better policy making and usage of the tools available to investigate the nature
of innovation, and that future work in this area will benefit from the insights here

and see further because of it.



Chapter 2

Measuring Innovation with Patents

when Patenting is Strategic

Innovation is generally understood as the key to economic growth and prosperity, but
measuring the innovative activity in an economy is problematic. Spending on research
and development, one possible measure, is only sometimes recorded by firms, and it
is unclear to what extent that spending increases innovative output, as opposed to
basic scientific knowledge (Nagaoka, Motohashi, and Goto, 2010). The Solow resid-
ual, the classic measure of aggregate technological change, comprises the empirical
leftovers after accounting for whatever we can measure in our data (Solow, 1957).
The most common measure of innovation in wide usage is quality—adjusted patent-
ing: a researcher counts the flow of new patents granted to an entity, weights them by
some quality metric (usually citations from future patents), and uses that weighted
sum as measured innovation. These patenting measures are far from exact: Griliches
(1990) writes, “Not all inventions are patentable, not all inventions are patented,”

but nevertheless “patent statistics remain a unique resource for the analysis of the
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CHAPTER 2. MEASURING INNOVATION WITH PATENTS 7

process of technical change.”

Adjusting patent counts by quality can alleviate some of the problems with using
patenting as a measure of innovation, but other issues remain. Quality adjustments
intend to adjust for the variation in the amount of innovation embodied by a patent,
but one must assume that a marginal increase in observed patenting activity is driven
by at least some increase in innovative activity. In this chapter, I show that this
assumption only holds for certain empirical settings and is not true generally: external
forces that increase a firm’s innovative activity can nevertheless decrease its incentive
to protect its innovations from competitors with IP such as patents. In these cases,
average patent quality is a valid measure of innovation instead: as innovation increases
and patenting decreases, firms retain only their highest—quality patents.

In this chapter, I present a two—firm model of innovation, intellectual property
(IP) protection, and market competition. One firm, the Leader, exerts innovative
effort to create a new product with multiple components. If she is successful, she
then decides which of those components to protect with IP and what forms of IP to
use. | consider patents and trade secrets here, though these methods can stand in
respectively for any formal or informal method of IP protection more broadly. Trade
secrets determine the likelihood that a potential competitor, the Follower, is able
to compete with the Leader in the market. Patents determine the expected value of
patent litigation and damages awarded if the Follower enters the market and infringes
upon the Leader’s patents. If these expected damages are large, the Follower declines
to compete and the Leader secures a monopoly. If the expected damages are small,
however, the Follower competes and the patents facilitate a transfer of profit from

the Follower to the Leader. The model is agnostic about the actual form of market
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competition that ensues; I simply specify how much producer surplus is competed
away through entry and how the remaining surplus is divided between the two firms.

One of the model’s core assumptions is that products are “complex”; a product
comprises multiple components, each of which may be covered by its own IP. Thus a
single product can be protected by many patents and many secrets, and firms must
decide how many of which kinds of IP to use. Holding innovation fixed, firms will
change overall IP usage or substitute between IP methods in response to external in-
fluences. The firm’s incentives to modify its I[P portfolio are a core mechanism of the
model, and they are independent of the direct incentives to innovate. These complex
products exist in a wide variety of industries: Arora, Ceccagnoli, and Cohen (2008)
estimate the average number of patents per innovation ranges from 2 in pharmaceu-
ticals to 6.6 in industrial chemicals to 8.8 in rubber products, with an overall average
of 5.6 patents per innovation. Premarin, an estrogen medication, is particularly illus-
trative. This pharmaceutical has been on the market since 1942, and the drug is still
actively marketed and sold today. Long after patent expiration, no generic competitor
has been cleared by the US FDA. The process used to extract the active ingredient
in Premarin is protected by trade secret, even though the chemical makeup of the
ingredient is commonly known and the relevant patents have expired. This secrecy
has led to the extended absence of competition. The chemical compound, extraction
process, and manufacturing methods can be viewed as separate components of a sin-
gle product (Premarin), and each of these products could have been patented or kept
secret at the time of invention. Thus Premarin’s manufacturer has reaped profits due

to its mixed portfolio of IP. (Noonan, 2011; Lobel, 2013)
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This chapter uses patents and trade secrets to study the trade—offs and comple-
mentarities of formal and informal IP rights more broadly, and predicts when a firm
will prefer a mixed basket of IP. By including alternative protection methods in the
firm’s choice set, the model differentiates between forces that encourage protection
generally and those that encourage patenting specifically. Thus firms will use both
methods simultaneously because incentives to protect are high, not because of any in-
herent complementarity between the two methods. In the model, simultaneous usage
will be most likely when general incentives to protect are moderate, but the benefits
of lead time (referred to below as “incumbency advantage”) are low.

The model yields three key insights into the patenting-innovation relationship.
First, changes in the observed patenting behavior of a firm occur through two chan-
nels: the innovation effect, which captures the incentive to innovate and earn market
profits from the innovation, and the protection effect, which captures the incentive to
protect those market profits from competitors. Second, these two effects can reinforce
or counteract each other, so the observed response of patenting to a given external
factor depends on the relative magnitudes of each channel. Third, patent counts
(quality—adjusted or otherwise) are a valid metric for innovation when the two effects
coincide, and average patent quality is valid when the two effects counteract.

As a specific example of these general results, I show how changing competitive
pressure in an industry decreases a firm’s incentives to innovate while simultaneously
increasing its incentives to protect the innovations that do occur: the propensity to
invent decreases while the propensity to patent increases. Taken together, these two
forces imply that observed patenting only matches underlying innovative output as

a special case: in general, observed patenting is not a valid measure of innovation
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when the competitive nature of an industry is changing. Quality—adjusted patenting
performs slightly better but remains invalid generally. However, the firm’s average
patent quality moves with underlying innovative effort in all cases.

Generally, the choice of appropriate innovation metric depends on the fundamen-
tals of the setting in question. The model and its implications suggest some guidelines
for how to choose the most appropriate metric to capture the response of innovation
to an exogenous factor. Does the factor influence incentives to use IP generally, or
does it elicit a response in one form of IP (e.g., patents) specifically? Is IP protection
generally used to appropriate profit gains or to defend against profit losses? Using
one’s prior understanding and existing evidence, the answer to these questions leads

to a suggested innovation metric for the context at hand.

Relevant Literature

This chapter contributes to three related bodies of research: the measurement of
innovative activity, the relationship between innovation and competition, and the
choice between various forms of IP. I will briefly outline each here, but the interested
reader should consult the more exhaustive review articles cited below.

First and foremost, the chapter refines our understanding of how patent statistics
relate to the underlying rate of innovation that we wish to measure. Seminal work
includes Pakes and Griliches (1980), Griliches (1981), and Pakes (1985), which relate
a firm’s patenting to its research and development (R&D) spending and its market
value. Scholars took stock of the contemporary knowledge in Griliches, Pakes, and
Hall (1987) and Griliches (1990). The latter guided research in the following decades,

noting that citation—weighted patent data were a promising avenue of future work
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and identifying Trajtenberg (1990) as a precursor. Citation—weighted patent counts
became a standard way of adjusting the influence of a patent by the amount or quality
of innovation inherent within it, and further work refined the concept. Notably, Hall,
Jaffe, and Trajtenberg (2005) validated the measure by relating citation-weighted
patents to a firm’s market value. The authors also developed a method of correcting
for “truncation bias” to account for the likelihood of unobserved future citations. For
a more complete treatment of this topic, see Hall, Mairesse, and Mohnen (2010) and
Nagaoka, Motohashi, and Goto (2010).

The measurement literature begins with the assertion that patents are a funda-
mentally sound proxy for innovative activity, and the bulk of research has attempted
to refine and improve this measure. In this paper, I urge caution by detailing when
that fundamental assertion is not valid: observed patenting can move in the oppo-
site direction from innovation and would thus not be a useful proxy. I propose a
different measure, average patent quality, which should be a useful alternative in the
researcher’s toolbox.

A second broader literature explores the relationship between innovation and com-
petition. One major strand of this research, usually attributed to Arrow (1962), ar-
gues that a monopolist would have less incentive to improve their product, since she
lacks any market rivals. The other strand, beginning with Schumpeter (1942), ar-
gues that firms in competitive markets would not make enough profit to recoup their
innovation costs, so only firms with sufficient market power would innovate. Schum-
peterian growth models arise from this line of thinking (Aghion and Howitt, 1992;

Aghion, Akcigit, and Howitt, 2014). Recent work joins these opposing strands into
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one cohesive theory and predicts that competition and innovation have an inverse—
U relationship (Aghion, Bloom, Blundell, Griffith, and Howitt, 2005). Others have
observed that Arrow’s argument focuses on competition ex ante, while Schumpeter’s
concerns competition ex post, so the apparent contradiction is a bit of a misunder-
standing (Whinston, 2011). For thorough reviews of this large body of work, see
Gilbert (2006), Shapiro (2011), and Peneder (2012).

By considering the decision to innovate and the decision to use IP simultane-
ously, the model below presents a more nuanced view of the innovation—competition
relationship. Here, competitive forces at the industry level influence a firm’s inno-
vative output and, separately, its IP usage. Success in innovation then determines
whether a new market is created, while IP usage determines the competitiveness
of that new market.! In other words, observed market competition is not directly
causal for innovation, and competitive industries can generate noncompetitive mar-
kets in TP—intensive sectors. It directly follows that measures of market power (such as
the Lerner index) are outcomes, not determinants, of the innovation—IP process, and
would likely only predict future innovative output through financial channels (e.g.,
profits can be invested in future R&D) or through secular trends in industry-level
competition.?

In this literature, the paper closest to the current one is de Bettignies, Gainullin,
Liu, and Robinson (2016), which considers an upstream firm’s optimal innovative
effort and IP strategy (specifically, licensing agreements) in response to the intensity

of downstream firm competition. Their paper finds, as mine does, that intensity of

'Here, I identify an industry as a collection of related product markets, wherein firms in that
industry could enter the markets relatively easily. Automotive firms could more easily enter the
consumer electric car market than household appliance manufacturers could, for instance.

2Instrumental variables are sometimes used to purge this endogeneity; see Aghion, Bloom, Blun-
dell, Griffith, and Howitt (2005) and de Bettignies, Gainullin, Liu, and Robinson (2016) as examples.
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competition in the industry has a U-shaped effect on the firm’s innovative output,
and also finds that the innovator’s optimal IP strategy elicits downstream entry when
intensity of competition is low and downstream monopoly when intensity is high.
These results mirror the predictions of this chapter, in which the innovating firm
guarantees itself a monopoly when competitive pressure is high and allows rival firm
entry when competitive pressure is low. However, de Bettignies, Gainullin, Liu, and
Robinson study the effects of downstream competition on an upstream innovator’s
licensing strategy, while the model of this chapter studies how a firm’s innovative
effort and IP portfolio depend on competitive forces in its own industry. Further, I
use this model to determine when patent counts are valid or invalid as a measure of
innovation, and I propose an alternative measure that can be used when conventional
measures fail. Issues related to measurement of innovation are outside the scope of
de Bettignies, Gainullin, Liu, and Robinson (2016).

A third literature examines the patent system as just one of many methods to
encourage innovation and to appropriate its returns. In most cases, patents are
seen as substitutes for other means of appropriation. Alternatives include trade se-
crecy (Friedman, Landes, and Posner, 1991; Arora, 1997; Zabojnik, 2002; Denicolo
and Franzoni, 2004; Hussinger, 2006; Moser, 2012; Zhang, 2012; Png, 2017), prod-
uct complexity (Henry and Ruiz-Aliseda, 2016), and lead time (Cohen, Nelson, and
Walsh, 2000). However, survey evidence suggests that patents may be used in tandem
with these and other methods (Levin, Klevorick, Nelson, Winter, et al., 1988; Cohen,
Nelson, and Walsh, 2000), and some work investigates the simultaneous use of mul-

tiple protection methods (Anton and Yao, 2004; Graham, 2004; Ottoz and Cugno,
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2008; Belleflamme and Bloch, 2013; Graham and Hegde, 2014). The distinction be-
tween IP and innovation, crucial to the results of this chapter, features in many of
the papers cited above: e.g. Moser (2012) finds that many inventors who cannot
patent effectively will nevertheless invent and rely on informal protection methods.
Insights from the IP choice literature shape policy recommendations; see Hall (2007)
and Shapiro (2011). For an extensive discussion of the choice between formal and
informal intellectual property, see Hall, Helmers, Rogers, and Sena (2014).

The patent system is not perfect, and clever use of patents allows for more than
just a straightforward guarantee of monopoly. Often the mere threat of a patent
lawsuit is enough to deter competitor entry, even if the validity of the patent is sus-
pect (Lerner, 1995; Anton and Yao, 2004; Anton, Greene, and Yao, 2006). Other
strategic complications abound, such as defensive patenting, patent pools, or patent
thickets, each with its own body of work. These interactions, while important, are
not the focus of the current chapter. Instead, I focus on how strategic patenting for
entry deterrence and revenue extraction influences how we should measure under-
lying innovative activity, improves our understanding of the innovation—competition
relationship, and clarifies the relationships between various forms of IP rights.

The chapter proceeds as follows. Section 2.1 outlines the theoretical model, Sec-
tion 2.2 solves for equilibrium, and Section 2.3 presents important results. Section
2.4 concludes. Appendix 2.A presents a technical foundation for the main model, and

proofs can be found in Appendix 2.C.
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2.1 Theoretical Environment

Consider a model in which a firm (the “Leader”, feminine pronouns) attempts to cre-
ate a new product. If successful, she then decides how to protect it from competition.
Once protection is established, a competitor (the “Follower”, masculine pronouns)
may be able to enter the market. To enter, the Follower must gain sufficient knowl-
edge of the product; only then can he enter the market if he wishes. Competition (or
monopoly) ensues, and both the Leader and Follower receive payoffs.

The game occurs in three stages: Creation, Protection, and Entry. Figure 2.1
depicts each stage in sequence, with market profits given at each terminus. In the
Creation stage, the Leader attempts to invent a new product that consists of a con-
tinuum of measure N of components.® She exerts innovation effort e > 0 at cost c- e
and successfully creates a new product with probability ¢(e). I assume ¢(e) is an
increasing, smooth, and concave function with ¢(0) = 0 and eli_)rgo o(e) < 1. If the
Leader employs more resources in the innovative process, she is more likely to succeed
at creating a new product. Note that her effort only improves the likelihood of cre-
ation; the quality and characteristics of the created product are taken as exogenous
features of the product’s technology.

If the Leader fails to innovate, the game ends. If she is successful, the Protection
stage follows, in which the Leader then chooses n, of the product’s N components to
patent, ng to keep secret, and leaves the remaining N — n, —ny unprotected and fully
disclosed. Patents enable litigation but cost f each in filing fees, attorney retainers,

etc. A larger collection of patents increases the value of legal action: in expectation,

an entrant will pay the Leader damages (or negotiated licensing revenues) equal to

3T use a continuum of components for simplicity; discretizing the number of components adds
unnecessary complexity and leads to similar results. Products are complex; the model need not be.
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g(n,) times the Leader’s profits that are lost due to entry (a “lost profits” approach).*
[ assume that g(n,) is an increasing, continuous, smooth, and concave function defined
on [0, N], with ¢(0) = 0.

One might reasonably assume that g(n,) should simply be an indicator function
for n, > 0: the existence of a single patent should be enough to win a court case.
Instead, I model g(n,) as a smoothly increasing function between zero and one, and I
do so for two reasons. First, I allow for “weak patents” in the sense that the validity
and breadth of any one patent is functionally uncertain until it has been tried in court,
so that possessing more patents increases the probability of at least one of them being
found valid. Second, a patent on a single component of a complex product does not
protect the entire product, and therefore cannot protect the entirety of lost profits
due to entry.® I model patent protection accordingly.

Trade secrets reduce the likelihood that the Follower will learn enough to enter the
market later in the game. The Leader pays s per component that she keeps secret,
which represents the cost of non—disclosure agreements, the loss of efficiency from
maintaining a “need—to—know basis” policy within a firm, or any costs associated

with security.® The Follower learns all patented and unprotected components with

4Using a “reasonable royalties” approach, in which the court sets the royalty rate when lost
profits cannot be determined, yields qualitatively similar, but less clean, results.

°Indeed, the US Supreme Court established in Garretson v. Clark (1884) the precedent that
patent infringement damages “must reflect the value attributable to the infringing features of the
product, and no more,” a precedent that has been upheld by a variety of Federal court cases since
(Schenk and Plumpe, 2015). This rule applies to both utility and design patents, as has been
demonstrated recently in Samsung Electronics Co. v. Apple, Inc. (2016): “the relevant article...for
arriving at a damages award...need not be the end product sold to the consumer but may only be a
component of that product.”

6By law under 18 U.S.C. § 1839 (3)(A), a firm must have “taken reasonable measures” to keep
the information secret in order for it to meet the legal definition of a trade secret, and these measures
certainly have a cost. If the definition is met, the owner is afforded legal protection against corporate
espionage, but not independent invention or reverse engineering. Similar laws exist elsewhere, e.g.
the Uniform Trade Secrets Act in Canada. For a micro—founded model of the costs of trade secrecy
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certainty but may not learn all n, secrets, which he must do in order to enter the
market. The probability that the Follower learns all knowledge in a portfolio of secrets
of size n, (and can therefore enter the market if desired) equals ¢(n,).” T assume that
l(ny) is a decreasing, continuous, smooth, and convex function defined on [0, N|, with
0(0) = 1.

The Protection stage begins as the Leader chooses an IP portfolio (n,,ns) and
ends with the Follower’s learning process. If the Follower does not learn enough to
enter the market, the Leader earns monopoly profits 7y, and the game ends. If the
Follower does learn enough to enter, the game moves to the Entry stage and the
Follower decides whether or not to enter the market. If he chooses not to enter, the
game ends, the Leader earns monopoly profits 7, and the Follower’s payoff is zero
(the normalized value of his outside option). If the Follower does enter, however, then
the two firms compete for shares of the available producer surplus. I define A as the
loss in total market profits due to entry and A € [0, 1] as the Leader’s share of the
market profits that remain.® Thus the Leader’s market profits equal A(1 — A)my, and
those of the Follower equal (1 — \)(1 — A)my,.? Patent litigation or licensing then

yields transfers in expectation from the Follower to the Leader, and expected payoffs

through non—disclosure agreements and restriction of knowledge within the hierarchy of a firm, see
Zabojnik (2002).

T assume that knowledge of all components is necessary for entry, but all that is really required
for the model is that the probability of learning enough to successfully enter is decreasing in ng,
which ¢(ns) accomplishes.

8Note that I do not assume A > 0. Though it seems likely that entry will reduce aggregate
profits (e.g. Cournot), it is not inevitable (e.g. differentiated goods markets).

9This parameterization is flexible and can accommodate many different assumptions about the
market’s structure. For instance, Cournot duopoly with linear demand and constant marginal costs

1

is captured by A = g and A\ = %
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from entry equal

HL = )\(1 — A)ﬂ'M + g(np)(l — )\(1 — A))ﬂ'M

Op =1 —-X)(1—A)my —g(ny) (1 — A1 —A))my (2.1)

since (1 — A(1 — A))myy is the size of the Leader’s lost profits.!?

The above framework is concise, but it makes an implicit assumption about the
nature of the product and its components. Specifically, I assume component indepen-
dence: the patent or secrecy status of one component does not influence the protection

that could be afforded to another component via patent or secret.

Assumption 1. For a given ng, {(ng) is constant for all n,. For a given n,, g(n,)

1s constant for all n,.

This assumption could be violated in two ways. First, there could be direct
knowledge spillovers between components: disclosing knowledge of one component
could make other components easier to discover. Second, a secret component could
have higher patent potential than some patented components, and removing this
secret would increase g(n,) because the Leader would swap it with a less effective
patent. Assumption 1 asserts that protection is additive, addressing the first violation;
and that patent potential is inversely related to secrecy potential across components,
addressing the second. For the interested reader, I formally micro—found these two
notions in Appendix 2.A and show that they imply Assumption 1 and the shapes of

g(n,) and £(n) (concavity, etc.). For the body of the paper, though, I simply take

19Here, both firms are risk-neutral, so the expected litigation outcome g(n,) serves as a credible
threat point for the Leader in licensing negotiations. The model thus captures both licensing and
litigation outcomes.
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g(n,) and £(n) to be primitives of the model.

I assume that g(N) < 1, which implies that the Leader cannot be awarded

gl(np)Q

1—g(nyy a0d

aggregate damages higher than her lost profits, and that [¢"(n,)| >

"(ng) > e’e((r;z);’ which state that components are sufficiently heterogeneous in patent
and secrecy potential and also act as sufficient—curvature assumptions, ensuring the

Leader’s problem is strictly concave globally.

2.2 Analysis

I solve the model by backwards induction. I first consider the entry decision of the
Follower, conditional on full learning and a given patent portfolio n,. I then consider
the portfolio of IP chosen by the Leader and, lastly, the consequences of her choices

for incentives to innovate.

Entry

Conditional on learning all components, the Follower observes n, and enters the

market if his expected profit is strictly greater than zero, which is true when

(I=X)(1-A)
1—A1-A)

= (1 =N = A)mm = g(np)(1 = ML= A)my >0 = g(ny) <

So the Follower enters when the number of patents is smaller than some threshold 7.

_ (1=M)01=4)

If such a threshold exists, it is defined by g(n,) = 1= RN Otherwise, 7, is taken

to be infinite, or at least strictly greater than N.!

1One could envision a model where the Follower must pay some fixed entry cost F, say to innovate
or build production capacity. In this case, g(7,) = % - (1-x1- A))% and the rest of
the analysis is unchanged.
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Lemma 1. The Follower enters the market if n, < n,. The Leader enjoys a monopoly
if ny > My,

(1-M)(1-4)

Note that if N2

> g(N), then exclusion is impossible. And since g(N) < 1,
a necessary condition for the ability to exclude is A > 0; i.e., if total profits shrink

due to entry:

Lemma 2. Ezclusion of the Follower is possible only if the firms’ total surplus shrinks

due to entry.

This result only follows because of the assumption that g(N) < 1: the Leader can
never recoup all of her lost profits through the legal system. While this is probably
a reasonable assumption, there could be legal environments in which the Leader
is able to recover more than what was lost. Further, environments exist in which
entry increases surplus (i.e., A < 0), such as markets with sufficiently differentiated
products. In these markets, if g(N) > 1 the Leader would never exclude, regardless
of whether A is positive or negative.'> The g(N) < 1 case is more strategically rich
for the Leader, so I retain that assumption below.

Incorporating the learning mechanism (and accounting for protection costs and

Lemma 1), the Leader’s expected payoff from an IP portfolio (n,, ns) equals

£(ns) (A1 = A)mas + g(ny) (1= A1 — A))mwr)
ny < Ny
+(1 = U(ng))mar — npf — ngs,
HL(nIHnS) =
T — Npf — NS, n, > n,

\

12Using n, = m,, a Leader will retain m;, but using n, = 7, — € will yield almost the whole
surplus, which is larger than 7, here by assumption.
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In the Protection stage, the Leader chooses n,, and ny to maximize II;.

Protection

Note that for any choice of n, > n,, the optimal n, is 0 and a choice of 7, is
preferred. Thus if the Leader chooses to exclude, she does so optimally by choosing
(ny,ns) = (ny,0). If the Leader instead decides to allow the possibility of entry, she
chooses (n,, ns) to solve

max 7y — {(ns)(1 — g(n,))(1 — A1 — A))mpy —npf — ngs

Np,Ts

n, > 0 n, <y,
subject to

ng >0 n,+n, <N
Note that here, the Leader is effectively choosing a fraction (1—¢(ns)(1—g(n,))(1—
A(1 — A))) of profits to protect; call this the protection level. Given g(N) < 1
and the sufficient curvature assumptions, the problem is strictly concave globally
and the first—order conditions characterize an optimum. Rearranged, the first—order

conditions yield

s _ =l 1-g(m)

7T g (Ratio)
P,
MP,

St f = (U (nd) — £33 — gm))] (1= A(1— Ay (Sum)

— MP, + MP,
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where MP,, ; is the marginal increase in the protection level from one additional patent

or secret:

MP, = £(ns)g'(np)(1 = M1 — A))mas

MP, = '(no)(1 = g(ny))(1 = A1 — A))mu

Equations (Ratio) and (Sum) define equilibrium, assuming entry is not forbidden.
The Leader compares the payoft from this optimal strategy to mas — 7, f, the payoft
from exclusion, and then chooses the profit—-maximizing strategy. Incorporating equa-
tions (Ratio) and (Sum) into this comparison yields the set of equilibrium portfolios

with entry (nj,n}) that are preferred to Exclusion, which are the ones that satisfy

mpf 2 L(ng)(1 = g(n,))(1 = A1 = A))mas + n, f + 1 (Entry)

Thus expressions (Ratio), (Sum), and (Entry) fully characterize the Leader’s problem,
which is depicted graphically in Figure 2.2. Under entry, the optimal portfolio is given
by the intersection of (Ratio) and (Sum), the dashed lines. If this point lies to the
left of the solid curve, then (Entry) is satisfied and entry occurs, as it does in Figure
2.2. Otherwise, the Leader would exclude the Follower. In either case, conditions
(Ratio), (Sum), and (Entry) characterize the unique equilibrium portfolio chosen by
the Leader.

The condition that n, +ns; < N can be depicted in Figure 2.2 by drawing a line
from (V,0) to (0, N). If the solution to equations (Ratio) and (Sum) lies beyond
this boundary, then the Leader will choose some portfolio along n, + n, = N, but it

is straightforward to show that the qualitative conclusions of the model will be the
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same.'® For simplicity, I make the following simplifying assumption:

Assumption 2. The parameters of the model are such that n,+ns < N never binds.

In other words, N s sufficiently large.

Creation

Substituting the Leader’s optimal portfolio choice into her expected payoff function

I, yields her ex ante expected profit from an innovation:

oy — (2 (1 —g(ny))(1 = A1 = A))my —nys f —nis
IT; = max (2.2)

v — Ny f

which the Leader takes as constant in the Creation stage. She chooses optimal inno-
vation effort e* to equate her marginal expected profit from effort with its marginal

cost:

¢'(e")II}, = c (2.3)

which immediately implies that innovation is increasing in II; .

2.3 Results

With the model solved, I now determine how industry characteristics determine the

Leader’s choice of IP portfolio, how they influence her incentive to innovate, and

13Solving the Leader’s constrained optimization problem yields two first—order conditions. When
n, +ns, < N is slack, the conditions are identical to (Ratio) and (Sum). When the constraint does
bind, one condition is a more general form of (Ratio) and the other is simply ny = N — n,, which
slopes downward just as (Sum) does. Condition (Entry) is unchanged, so the model makes the same
qualitative predictions as the unconstrained version considered in the body of the paper.
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the consequences for IP—based measures of innovation. I determine when different
classes of measures are valid generally, then demonstrate these effects in the context
of industry competition. Finally, I use the results to construct a guide for choosing a

valid measure of innovation in a variety of models.

2.3.1 IP Portfolio Choice

Equations (Ratio), (Sum), and (Entry) map industry parameters into IP portfolio
choices. These portfolios can be broadly classified as Empty (no protection is used),
Licensing (only patents are used, but fewer than 7,), Concealment (only secrets are
used), Mixed (both patents and secrets are used), and Exclusion (7, patents are
used). In other words, the Leader chooses whether to exclude a potential entrant
or to allow entry, and then how to protect her innovation should entry occur. I will
principally consider the effects of two industry characteristics, competitive pressure
and incumbency advantage (defined presently).

Since A equals the loss in profits due to entry, I interpret it as a measure of the
competitive pressure within an industry. If A is close to zero, for example, then
market entry will leave firms’ profits mostly intact. If instead A is close to one, then
market entry will eliminate most of the firms’ profits and market participants face
increasing pressure to deter competitor entry. Similarly, A measures the importance of
incumbency advantage in the industry, whether it be due to brand loyalty, a lead time
in production, etc. If X\ is low, then potential entrants can destroy an incumbent’s
profits easily. If X is high, then competitors stand to gain very little from entering
a market and the incumbent has less to fear. Thus, A\ also captures aspects of the

competitive nature of an industry.
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Proposition 1 details how the industry parameters A and A shape the Leader’s

optimal IP portfolio.

Proposition 1. There exist thresholds functions A\ (A), Ao(A) and Apy(X\) such that

for a given X\ and A:
1. [fA < ABd(A), then

(a) if X < M\ (A), the Leader chooses n, € (0,m,) and ng > 0 (Mized);
(b) if X € [M(A), A2(A)), the Leader chooses n, = 0 and ny > 0 (Concealment)

when $ < ﬁ, and she chooses n, € (0,7,) and ng = 0 (Licensing) when

(¢) if A > Aao(A), the Leader chooses n, =0 and ny =0 (Empty).
2. If A > Apy(N), the Leader chooses n, =n, (Exclusion).
Further,
3. Apg(N) is a decreasing function with Apy(0) € [0,1] and Apy(1) = 0;
4. M(A) and X\y(A) are increasing functions with A (A) < Ao(A).

Figure 2.3 depicts the regions described by Proposition 1. The Apggy(A) line divides
the A-\ plane into Entry and Exclusion regions (a boundary, hence “Bd”). Entry
occurs for lower A or A, and Exclusion occurs for higher values. Under Entry, the
A1(A) and A2(A) lines distinguish between different kinds of portfolios: below A;(A),
the Leader uses both patents and secrets (Mixed); above Ay(A), the Leader does not
protect at all (Empty), and in between, the Leader uses only one kind of IP (Licensing

or Concealment).
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The competitive nature of the industry determines the Leader’s portfolio choice.
For industries with relatively little surplus loss from entry, protection is relatively
weak, especially if there is a large incumbency advantage. But if entry destroys more
surplus, protection increases as well. Eventually, the loss from entry is so great that
the Leader will always exclude the Follower if able.

Note that, ceteris paribus, Licensing portfolios and Exclusion portfolios are qual-
itatively different in their characteristics and effects, even though both comprise
patents alone. Obviously, n, < 7, in any Entry portfolio since a portfolio with
n, patents will exclude the Follower (recall Lemma 1). But condition (Entry) im-
plies a stronger statement: under entry, the magnitude of n, — n, cannot be made
arbitrarily small by adjusting the parameters s, f, A, or A, so IP portfolios will not

smoothly transition between Entry and Exclusion.!4:

Corollary 1. For a given set of functions g(-) and ((-), there exists € > 0 such that
n, —n, > € for any Licensing or Mized portfolio. In particular, the difference cannot

be made arbitrarily small by varying the parameters s, f, A, and X.

Proposition 1 describes the Leader’s choice in the Protection stage, conditional
on having successfully innovated. These choices will determine the expected profit
from innovation and the incentives to do so in the Creation stage of the game. Indus-
try characteristics will therefore shape market outcomes through two channels: by
altering IP portfolio choice should innovation occur, and by changing the incentives
to innovate in the first place. Since these two channels operate simultaneously, care

must be taken when using one (IP) to measure the other (innovation). I explore the

14This result follows from the clear threshold created by Lemma 1. If instead, A and A are
sufficiently uncertain to the Leader, then n, would be as well, and the comparative statics would
smooth out.
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ramifications of this simultaneity below.

2.3.2 Measuring Innovation with Observed IP Usage

Proposition 1 describes how the fundamentals of an industry directly influence a
firm’s intellectual property usage. However, these fundamentals also influence that
firm’s incentives to innovate, and therefore IP usage will only be a useful proxy for
innovative output if changing fundamentals move both IP and innovation in the same
direction. In general, such a relationship does not hold: innovation and IP usage can

move in opposite directions.

The Problem with Weighted Patent Counts

The Leader’s expected innovation output ¢(e*) is not generally observable, so we
resort to measurements based on the Leader’s patenting n,. However, n, is not
generally observable either: we only observe IP usage when innovation is successful.
The expected value of observed patenting is therefore equal to ¢(e*)-n,, which I denote
ng.15 If the goal is to capture the effect of some external factor x on innovation, using

observed patenting as a proxy, then innovation and observed patenting must move in

the same direction as x changes. In other words, we require that

sign (a%(;*)> — sign <%> (2.4)

When does (2.4) hold? Consider how observed patenting changes with respect to

some industry or policy fundamental x:

15In the remainder of the paper, I use the term “observed patenting” to refer to the expected
value of patenting, even though patenting will either equal zero or n, for any given product ex post.
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where €7 is the elasticity of quantity ¢« with respect to z. For observed patenting to
accurately capture changes in innovation, it must be that the first term either co-
incides with or is sufficiently small relative to the second term: changes in ex—post
patent protection cannot outweigh changes in the underlying incentives to innovate.
In other words, the Innovation effect must either coincide with or dominate the Pro-

tection effect.

Proposition 2. As some external factor x changes, observed patenting moves with

innovative effort iff

n

1. g and S have the same sign; or

X
Np | °

2. e, and €1 have opposite signs and (|gz§”|¢%) <

/

So for observed patenting to be a valid proxy for innovative effort, the exogenous

T
SiavaE

change must either influence patenting and expected profits in the same direction, or
the influence on expected profits must be large relative to the influence on patenting.
Furthermore, if diminishing returns to innovative effort are severe (i.e., if ¢(e) is
highly concave), the profit effect must be even larger. Examples of each case are
readily apparent: an increase in the cost of patenting (larger f) discourages patenting
(afbp < 0) and increases the cost of appropriating returns to innovation (Sﬁi < 0),

so ng is a valid proxy. However, an increase in the cost of keeping secrets (larger
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S
p

s) encourages a substitution towards patenting (¢5 > 0) and increases the cost of
appropriating returns to innovation (sf-[z < 0), so ng is an invalid proxy here; after a
change in nondisclosure agreement law, for example, increased patenting rates would
actually indicate a decrease in innovation. Here, another measure for innovation is

needed.

Determining a Valid Metric for Innovation

Define a monotonic, nonnegative function u(n,) as a patent-based metric, some func-
tion of the total number of patents a firm obtains to protect its innovation; this
function need not be increasing. As above, the observed value of this metric equals
¢(e*)-p(ny), which I denote p°(n,). Then 1°(n,) will be a valid measure of innovation

when both move in the same direction in response to a change in some x:

Definition 1. p(n,) is a valid innovation metric for x if

sign (a%(;*)) — sign <8“;—(x”p))

for a given value or range of values of an exogenous variable x.

So under what circumstances would a given p(n,) be a valid metric? Again,

consider how its observed value ;°(n,) changes with z:

opc(ny) ., . 0un,)  O¢(e)
il G ek e e ACCY
Protection Metric —~ /

Innovation
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The innovation effect is unchanged from (2.5), but now the protection effect is
modified by how the metric changes with patenting behavior (the “metric effect”).
Applying (2.6) to Proposition 2 gives conditions on e,” for which u(n,) is a valid

innovation metric:
Proposition 3. u(n,) is a valid innovation metric for x if either:

1. €% and €Y. have the same sign and &7 > 0; or
p L

2. ey, and eﬁz have opposite signs and e,7 < 0.

In other words, if the protection effect does not coincide with the innovation
effect, simply use a metric that reverses the protection effect. The innovation and
protection effects are primitives of the model, but the metric effect is the choice of the
econometrician. Thus if the signs of the innovation and protection effects are known,
one can always use a metric whose derivative is of the appropriate sign.'6

What are some possible metrics for the econometrician to consider? The simplest
metric is unadjusted patent counts: wu(n,) = n,, with e, = &2 = 1. However,
the metric in most common usage is quality—adjusted patent counts: since inno-
vations vary in their quality and value, researchers usually try to weight patents
by some measure of their quality, such as citations by future patents. Since g(n,)
measures the value of a set of patents to the Leader, and each patent in that set
covers some innovative component of the product, g(n,) can be taken as a quality—

adjusted measure of the innovation embodied in a patent portfolio.!” Thus we can

16Given (2.6), it is tempting to say that a metric’s accuracy is maximized if £, = 0; that is true
in the context of this model, but not generally. The model captures extensive changes in innovative
output, not intensive changes in innovative quality, so it may still be advisable to have a metric with
lep?| > 0.

17Strictly speaking, g(n,) measures the share of the product’s market value attributable to the
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represent quality—adjusted patent counts as a metric with u(n,) = g(n,). Then
e = 52611,) = % € [0,1]. Since €anp) < &%, quality-adjustment can mitigate
P

the protection effect, but this may not be sufficient to make it a valid metric.

One other possible metric is average patent quality. Because patenting is costly,
the Leader will choose to patent the most valuable components and will forgo lower—
quality patents whose expected benefits do not outweigh the cost. Thus the quality of
the average patent decreases as the Leader’s patent propensity rises. Define average

_ g(np)

patent quality as p(n,) = = q(n,); then g, = g,° = g(gng;’ip -1 € [-1,0].

Average patent quality is a valid innovation metric precisely when quality—adjusted
patenting is not.

The framework proposed here requires knowledge of the signs of &}, and 5%2 for
the context in question, and these values may not be readily apparent. Here, economic
theory and intuition must serve as a guide. How does x impact the effectiveness or
cost of a patent or its substitute (e.g., trade secrecy)? Do we generally observe firms
using strategies of Exclusion, in which IP is forcefully applied to eliminate entry, or do
we see Entry strategies, in which IP is licensed or litigated and competition ensues?
It is up to the researcher to determine which metric is likely to be appropriate for
the context under study. Below, I provide guidelines to choose the proper innovation
metric in a general research setting, but first I demonstrate the consequences of

Propositions 2 and 3 in context, using competitive pressure A as an example.

patented components. Market value is not necessarily equivalent to technological value, but it is the
closest proxy available in the model. A sizable body of work lends credence to this approach: see
e.g. Hall, Jaffe, and Trajtenberg (2005) and Trajtenberg (1990).
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2.3.3 Measurement in Context: Competitive Pressure A

To demonstrate the above results, consider the effects of competitive pressure A
on the incentives to innovate. Does the threat of competition foster innovation or
stifle it? As noted in the introduction, there is no strong theoretical consensus; the
question is an empirical one, and the answer relies on how innovation is measured
in practice. In the context of this model, I will show that competitive pressure and
innovative effort have a V-shaped relationship, but that the measured relationship
will resemble an inverse—-U when using the most common patent—based measure of
innovation. Using an alternative measure, average patent quality, accurately captures

the V—shaped relationship from the model.

Competitive Pressure, IP Usage, and Innovation

First consider how competitive pressure affects the Leader’s ex—post IP portfolio
choice. Conditional on successful innovation, competitive pressure on the Leader is
an incentive to protect that innovation. But that pressure also discourages Follower
entry, since entry shrinks the potential surplus. Therefore, higher A leads to more
use of both kinds of IP until Exclusion becomes the more viable option, and further

increases in A simply make Exclusion feasible with a smaller portfolio.
Proposition 4. Let Ay = Apy(N\) € [0,1]. Then:

1. For A < Apq, the Leader uses an Entry portfolio and n, and ns are increasing

mn A; and

2. For A > Apg, the Leader uses an Exclusion portfolio and n, =7, is decreasing

m A.
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Next consider the effects of competitive pressure A on the Leader’s ex—ante ex-
pected profit 1T} | innovative effort e*, and innovative output ¢(e*). With more com-
petitive pressure A, entry destroys more profit and innovation is less lucrative, but
protecting successful innovations with IP becomes more important. Once Exclusion
occurs, more competitive pressure makes that Exclusion portfolio cheaper, increasing

profits and the incentives to innovate accordingly.

Proposition 5. For A < Apgy, IT5, e*, and ¢(e*) are decreasing in A. For A > Apy,

IT% | e*, and ¢(e*) are increasing in A.

Propositions 4 and 5 cleanly illustrate the fundamental intuitions of the model.
Suppose A < Apgg; competitive forces in the Leader’s industry are fairly weak. Here,
an increase in competitive pressure (i.e., A) increases the profits destroyed by Follower
entry, which has two effects: first, it increases the marginal return to blocking that
entry through secrecy n,, and second, it increases the amount of lost—profits damages
awarded in a successful patent infringement lawsuit, which increases the marginal
value of patenting n,. Thus increased competitive pressure increases the Leader’s
usage of both forms of IP: secrecy to decrease the likelihood that the profit pie shrinks,
and patenting to retain a larger share of that pie if secrecy fails. However, because
IP protection is imperfect here (i.e., £(ns) > 0 and g(n,) < 1), increased competitive
pressure still decreases the Leader’s net profits from an innovation. Thus the marginal
returns to innovative effort decrease as well, and the Leader innovates less.

Now suppose A > Apy; competitive pressure in the industry is relatively high.
Now, the threat of competition is so large that the Leader is willing to pay 7, f to
perfectly guarantee a monopoly. At the same time, the Follower’s market payoffs are

shrinking as well, so his entry is more easily deterred. Further increases in competitive



CHAPTER 2. MEASURING INNOVATION WITH PATENTS 34

pressure reduce the Follower’s incentives to enter, making deterrence cheaper and
decreasing patenting n,. Since the Leader’s payoffs equal monopoly profits minus
the cost of deterrence 7, f, and since that cost is shrinking, increased competitive
pressure now increases the Leader’s net profits from an innovation and therefore her
innovative effort.

These forces highlight a key insight of the model: the strength and mechanics of
IP protection are endogenous, a choice of the Leader. In this example, if A < Apgy
then IP protection is imperfect: secrecy does not guarantee exclusion, and patenting
does not fully recoup the Leader’s losses. If instead A > Apy, then IP protection
is perfect: patenting fully protects the Leader from competitors for a fixed cost.
Patent protection can function in two ways, and the Leader chooses between them:
if A < Apgg, then patents are extractive, and if A > Apgy, patents are exclusionary.
Thus in making her IP portfolio decision, the Leader is consciously choosing between
imperfect and perfect protection, between extractive and exclusionary patents.!

Figure 2.4 depicts Propositions 4 and 5 together, graphing both innovation ¢(e*)
and ex-post patenting n, as functions of A. The curvature of ¢(-) gives innovation a
V—shape, while ex—post patenting rises, jumps up, and then falls. The discontinuity

occurs at Apgg, the value of A for which (Entry) is exactly satisfied.

Competitive Pressure and Measured Innovation

Propositions 4 and 5 show that 57%? > 0 and 8ﬁ2 < 0 for A < Apy and that eﬁp <0

and sﬁz > 0 for A > Apy; in other words, ¢,, and £y are of opposite sign for

all values of A. Proposition 3 thus implies that patent counts, quality—adjusted or

18These effects outline other interesting implications of the model. For example, intensely compet-
itive industries should comprise monopolized markets when firms can make use of IP. Direct lessons
for our understanding of the innovation—competition relationship will be the subject of future work.
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otherwise, will not be valid metrics in general.

Proposition 6 below details the specific relationship between observed patenting

o

"p

and competitive pressure A. Here, an additional set of assumptions on g(n,),

l(ng), and ¢(e) will prove useful for clarity in exposition.

Assumption 3. The curvatures of g(n,), {(ns), and ¢(e) are increasing: g"'(n,) <0,

" (ng) > 0, and ¢"'(e) < 0.

The economic content of Assumption 3 is that the diminishing returns to patent-
ing, secrecy, and innovative effort are nontrivial even at higher n,, n,, or e. These
assumptions are not required for other results in the paper; they only serve to simplify
the results for A. T will not impose Assumption 3 unless explicitly noted and will
detail their implications when used.

Given Assumption 3, we can apply Proposition 2 to the x = A case. The re-
sults here will depend on the magnitude of the innovation effect. In particular, the

condition that

€A*
155 < A‘ 2.7

must hold if patent counts are to be a valid innovation metric for A:
Proposition 6. Let Assumption 3 hold. Assuming an Entry portfolio,

1. if (2.7) holds at A = Apg, then there is a Ap, < Apq such that patenting n,

is an invalid metric for A < Ag, and a valid metric for A € [Agn, Apa);

2. if (2.7) does not hold at A = Apg, patenting n, is an invalid metric for all
A< ABd'

Assuming an Ezxclusion portfolio,
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3. if (2.7) holds at A = Apg, then there is a A, > Apq such that patenting n,

is a valid metric for A € [Apq, Ap,] and an invalid metric for A > Ag,;

4. if if (2.7) does not hold at A = Apg, patenting n, is an invalid metric for all
A > Apy.

In words, observed patenting is only a valid innovation metric when A is close
to the Exclusion threshold, and even then only if innovative output is sufficiently
responsive to additional effort (recall Proposition 2). Next, I show how quality—
adjusted patent counts perform. The key condition on the innovation effect, the

analogue of (2.7), becomes

A
¢ gn*
0" < | (2.8)
(b/ enpggéo”p)

Note that (2.7) is a stronger condition than (2.8); quality—adjusted patent counts

improve performance, but the fundamental flaw persists.

Corollary 2. Quality—adjusted patent counts g(n,) are a valid metric for more values
of A than unadjusted patent counts n,.

Specifically, let Assumption 3 hold. Assuming an Entry portfolio,

1. if (2.8) holds at A = Apgg, then there is a Agij < Apg such that quality—adjusted

patenting g(ny) is an invalid metric for for A < A’é‘f and a valid metric for

A€ (AR, Apa);

2. if (2.8) does not hold at A = Apgg, quality-adjusted patenting g(n,) is an invalid

metric for all A < Apgy.

Assuming an Ezxclusion portfolio,
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3. if (2.8) holds at A = Apy, then there is a Aéf > Apgg such that quality—adjusted
patenting g(n,) is a valid metric for A € [Apgy, Aéﬁj] and an invalid metric for

A>AY

4. if (2.8) does not hold at A = Ay, quality-adjusted patenting g(n,) is an invalid

metric for all A > Apgg.
Further,
5. if Ag, exists, then Ag‘ff exists and Agj? < Apg,; and

6. if Ag, exists, then Ag‘f exists and Ag‘f > Apg,.

In words, quality—adjustment can expand the valid range, but it cannot overcome
the basic problems inherent in Proposition 3. Proposition 6 and Corollary 2 are
verbose, so in Figure 2.5 I demonstrate the performance of unadjusted and quality—
adjusted patent counts as innovation metrics here. Competitive pressure has a V—
shaped relationship with underlying innovation, but observed patent counts only move
in the same direction as innovation for a small range of A around Apgy.*?

Assumption 3 ensures that Ag, and Ag, are unique if they exist. Without these
assumptions, ny could have multiple local maxima and minima. In such a case,
patenting would be a valid measure of innovation only on certain segments of the
function. Further, since Assumption 3 is a sufficient condition; the negation of these
assumptions is necessary but is by no means sufficient to show that patenting is a
valid measure of innovation for all values of A.

Both unadjusted and quality—adjusted patent counts are metrics with €,” > 0:

emp = Land ef, | = gf’;g%p € [0,1]. Proposition 3 predicts that a metric with

YHere, ¢(e) is not too concave, so Ag, and Ap, exist, but this is not always the case, as
Proposition 6 and Corollary 2 state.
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»SZP < 0, such as average patent quality ¢(n,) = 9(1::) whose elasticity is 8Z(np) _
g (np) . . .

9(np)/1p 1 € [-1,0], will be valid here.

Proposition 7. Average patent quality q(n,) = g(::) is a valid innovation metric for

all A.

Figure 2.6 compares innovation and the three innovation metrics for various levels
of A. The practical effect of this metric is to reverse the protection effect from
equation 2.6 exactly when it contradicts the innovation effect. Average patent quality
q(n,) has a V-shaped relationship with A, similar to movements in ¢(e*). There is
a discontinuity at Apgg, but it is systematically smaller than the discontinuity in the

patent counts n, and g(n,).

2.3.4 Measurement in Other Contexts

In Section 2.3.3, I focused specifically on competitive pressure A, its effects on un-
observed innovative effort, and how those differ from the effects on innovation as
typically measured. I chose to highlight A because the competition—innovation rela-
tionship is economically important and because it cleanly illustrates when and how
traditional innovation measures fail. However, traditional methods are still valid in
certain situations; the proper choice of innovation measure must be informed by the
economic context in which it will be used. If one can be reasonably certain of the
signs of the innovation and protection effects in equation 2.6, then one can choose the
appropriate innovation metric.

In fact, Proposition 3 implies an intuitive method for determining a valid metric for

a particular context (i.e., a given ) under consideration. If one can reasonably answer
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two general questions about the context under study, one can choose an appropriate

innovation metric for that context:

1. Does z systematically affect the cost—effectiveness of patenting relative to other

protection methods (e.g., trade secrecy)?

2. As x changes, does intellectual property serve to appropriate profit gains or

defend against profit losses?

First, consider the relative cost—effectiveness of patenting:

Sl F m)gdm)/f MPf

m " (= g(m)}fs ~ MPs/s

(2.9)

If (2.9) increases as z rises for a given n, and ng, then the Leader will substitute
towards patenting and away from secrecy in equilibrium, implying n, will increase.
This change can be compared against the direct effect of x on the Leader’s profits 11}
to determine the appropriate innovation metric via Proposition 3.

Next, consider whether IP serves to appropriate profit gains or defend against
profit losses. In other words, are IP and profits complements or substitutes?

In an Entry equilibrium, the Leader’s IP choices retain a share p of the market

profits she would have lost without IP protection, where

p=1—Um)(1— g(n2) (2.10)
and her revenue (gross of IP costs) equals

Vip,z) =7 — (1= p)(1 = A1 —A))mpm (2.11)
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If IP serves to appropriate profit gains, then p and x will be complementary for a
profit-increasing z; i.e., V(p, z) will be supermodular if IP appropriates profit gains
and x increases the Leader’s profits. Similarly, V(p,z) will be submodular if IP

defends against losses in profits. Proposition 8 formalizes these claims:

Proposition 8. Assume an Entry equilibrium and that f’;[_xz > 0; 1.e., that x is

profit—increasing. Then

1. If x increases (decreases) the relative cost—effectiveness of patenting

(@n'7) / (Gt

, then a metric with £,7 > (<)0 is valid; and

2. If © does not change the relative cost effectiveness of patenting and V(p,x) is

supermodular (submodular), then a metric with €,* > (<)0 is valid.
The inequalities are reversed if x is profit—decreasing; i.e., if % <0.

Proposition 8 provides a framework for choosing a valid innovation metric for
x. Suppose x is profit-increasing, and that we have two available metrics: quality—
adjusted patent counts, which has a positive metric effect, and average patent quality,
which has a negative metric effect. The intuitive content of Proposition 8 is given by

the following questions for any exogenous variable x:
1. How does a profit—increasing x affect the relative cost—effectiveness of patenting?

e Increases: use quality—adjusted patent counts.

e Decreases: use average patent quality.
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2. What role for IP does z emphasize?

e Appropriation of profits: use quality—adjusted patent counts.

e Defense against profit losses: use average patent quality.

These points are straightforward implications of Proposition 8. Since z is assumed to
be profit-increasing, a positive—effect metric is appropriate when x increases patenting
and vice—versa; if x is profit—decreasing, simply invert the metric recommendations..
The last two points follow from the intuition behind supermodularity: if z increases
profits and elicits an increase in IP usage, the IP is by definition used to more effec-
tively appropriate those increased profits; and if x elicits a decrease in IP usage, it is
because the need for IP to defend against losses is no longer as compelling.?

This framework still requires a prior understanding or beliefs about the setting in
question. One must rely on existing evidence and economic intuition to choose the
best innovation metric for their setting, and this choice is tantamount to a modeling
assumption in one’s work. Because the firm’s IP strategy is a question of incentives,
any use of a patent—based measure of innovation represents a fundamental modeling

assumption about the nature and magnitudes of those incentives.

2.4 Discussion

Innovators must solve a two—faceted problem. How does one innovate? How should

one protect that innovation from imitators and competitors? FExternal forces and

20Proposition 8 assumes Entry; but the same intuitive framework continues to apply under Exclu-
sion. Here, the Leader acquires perfect protection at cost n, f and revenue equals 75;. Any increase
in patenting n, is tantamount to a decrease in its cost—effectiveness: more patenting is required
to achieve the same level of protection. Thus if x affects patenting, refer to 1b. If z does not
affect patenting, the protection effect of (2.6) equals zero and so any increase in profits immediately
accrues to the Leader: 2a is a perfectly suitable decision rule.


http:compelling.20

CHAPTER 2. MEASURING INNOVATION WITH PATENTS 42

incentives shape the innovator’s answers to these two questions in related but dis-
tinct ways. Canonically, however, these questions are conflated: the existence of IP
protection automatically implies an innovation exists, so changes in IP usage must
correlate with changes in innovative output. In the extreme, patents are treated as a
textual waste product of the innovation production process.

But patenting is a strategic decision, influenced by the same contexts and forces
that shape the decision to innovate. The model presented here distinguishes these two
decisions and clarifies their relationship. Increased incentives to innovate will neces-
sarily increase IP usage as well (the “innovation effect”), but this increase could be
mitigated or offset completely if the post—innovation need for IP protection decreases
(the “protection effect”). These two effects characterize the relationships between in-
novation, IP usage, and external forces such as industry competitiveness or economic
policy.

The model highlights a concern with patent—based measures of innovation: patent-
ing rates can only be a good proxy for innovation if the protection effect is small
or coincides with the innovation effect. This caveat is particularly apparent when
studying how innovative effort and IP usage relate to the threat of competition in an
industry. Here, observed patenting will only correlate with innovation if competitive
pressure is moderate and the returns to R&D do not diminish significantly at high
levels of investment.

Fortunately, the model also suggests an alternative patent statistic that correlates
better with innovation exactly when more conventional measures fail. Since a firm’s
marginal patent will be of lower-than—average quality, their average patent quality

correlates with their innovative effort when the protection and innovation effects
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counteract each other. If the researcher has a strong reason to believe the innovation
and protection effects counteract in the setting under study, they should consider
using a product’s average patent quality as a measure of innovative activity. The
paper provides a general framework to guide the researcher’s choice in a variety of
empirical contexts.

Researchers and policymakers should be cautious when using patent statistics as
a measure of innovation. One should be sure that the incentives to protect profits
align with the incentive to innovate in the setting under study, and one should also
consider the suitability of alternative measures such as average patent quality. When
the nuances of the innovation—IP relationship are properly acknowledged, we can
be more confident in patent—based measurements of innovation and the conclusions

reached by their use.
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2.A  Foundations of ¢g(n,) and ¢(ny)

In this section I derive conditions on the characteristics of a products components
that guarantee the existence of the well-behaved g(n,) and ¢(n,) functions used in
the body of the paper.

The Leader’s product still consists of a measure N of components, but now suppose
that a lawsuit concerning component i is won by the Leader with probability p; and
awards a share «a; of lost profits due to entry.?! The expected compensation from
a lawsuit is thus p;a; = g; times lost profits, and the expected litigation value of a
portfolio of patents P is therefore fZ cp 9i di multiplied by lost profits.

Also suppose that components differ in their secrecy potential ¢;, which are ad-
ditive: the probability that the Follower fails to learn all of the secrets in a secrecy
portfolio S equals [,_s ¢ di < 1.2

In principle, the values of g; and ¢; need not have any particular relationship for
a given component . But to obtain useful ¢g(n,) and ¢(n,), the following assumption

on their relationship is needed.

Assumption 4. There exists an ordering over v such that g; is weakly decreasing, ¢;

is weakly increasing, and both are continuous and differentiable over [0, N].

This assumption implies that components with high patent potential necessarily

have low secrecy potential and vice—versa. Assumption 4 reflects the idea that less

21Thus even if o;; = 1 for all i (valid patents perfectly compensate the loss), there will be dispersion
in g; from «;.

22Tt is tempting to instead define ¢; as the independent probability that the Follower learns com-
ponent 7. Then the probability of learning all secrets would be the product of all the ¢;, which would
be zero for any secrecy portfolio of nonzero measure unless one resorts to product integrals or other
exotic beasts. In any case, the temptation is not likely to lead to a tractable model.
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complicated components are both easier to reverse—engineer (low ¢;) and to demon-
strate equivalence to a component in a competitor’s product (high g;).
Imposing Assumption 4 reduces the dimensionality of the Leader’s portfolio choice

problem considerably:

Lemma 3. If Assumption 4 holds, then [,_,g; di = fz‘fo' g di and [,_s0; di =
fiZN_w C; dv for any optimally—chosen portfolios P and S: the protection afforded by
an optimal portfolio is fully described by its size.

Without Assumption 4, changing the number of secret components could change
the cost of a given level of total patent protection fz cp 9i di: if the patent potential
of a secret component is higher than that of any patented components, reducing
the number of secrets will allow the Leader to achieve the same amount of aggregate
litigation value with fewer total patents (a violation of the “component independence”
assumption discussed in Section 2.1). With this assumption, however, aggregate

patent potential and secret potential can be represented by separate functions. I

therefore define

np N
g(n,) = / g; di and £(ng) =1 — / l; di
i=0 i

=N-—ng

These definitions of g(n,) and ¢(n) satisfy the assumptions made in the body of

the paper:
Corollary 3. If Assumption 4 holds, then:

1. g(ny,) and €(ns) satisfy Assumption 1;

2. g(n,) is continuous, twice differentiable, increasing, and weakly concave, with

g(0) =0; and
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3. L(ns) is continuous, twice differentiable, decreasing, and weakly convex, with

0(0) = 1.

The assumptions on g; and [; imply that g(n,) and ¢(ny) are continuous and twice
differentiable. It also follows that g(n,) is weakly concave with g(0) = 0 and ¢(n,)
is weakly convex with ¢(0) = 1. Note, however, that the assumptions of g(N) < 1
and sufficient concavity of g(n,) and f(n,), which were made in Section 2.1, are
independent of the results of this appendix; they represent additional conditions under

which the main results of the paper hold.
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2.B Figures

Figure 2.1: The Model Environment for Chapter 2
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Figure 2.3: A Graphical Depiction of Possible IP Portfolios
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Figure 2.5: Ex—ante Patent Counts as Functions of Competitive Pressure
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2.C Proofs

Proof of Lemma 1. Given in the body of the paper. O

Proof of Lemma 2. Since g(N) < 1, it is necessary that

1-2N)(1-A
(-N1-8) _,
1-X1-A4)
which, after rearranging, is equivalent to A > 0; i.e., firms’ surplus shrinks. O

Proof of Proposition 1. 1 first suppose (Entry) is satisfied so that Exclusion does not occur
and determine when the Leader chooses a Mixed, Licensing, Concealment, or Empty port-
folio. Then I compare each of those outcomes to Exclusion to see when the Leader chooses
it instead of allowing entry.

Consider a Mixed portfolio and increase s + f, holding ? fixed. Doing so decreases n,

and ng. If n, decreases to zero before ng does, then (Ratio) becomes % = 7;(/75:0)5) g’%())' If
ns goes to zero first, then (Ratio) becomes % = _6/1(0) 1;,?727;‘)’). Since _f(;(g;) g/%O) < _fl(g;) <

4 (0)17,97(%) by the sufficient concavity assumptions, if the Leader only uses one method
g'(np)

of protection, it will be secrecy if % < % and patenting if % > ﬁ. For the remainder
%. Identical arguments will hold for the other case.

Suppose the Leader is indifferent between Empty and Licensing portfolios; that is, the

of the proof, assume % >

first-order necessary condition of her maximization problem for n, holds with equality at
np, = 0, and that of n, is slack. Then ¢'(0)(1 — A(1 — A))mp = f, and she would prefer
Empty if f increased slightly. Rearranging yields A > (1 . m) ﬁ as the condition
for when Empty is preferred over Licensing. Then Ag(A) = (1 — g,(()%) ﬁ, which is
increasing in A.

Now suppose the Leader is indifferent between Licensing and Mixed: both first—order

conditions hold exactly and the one for ng holds at ny = 0. Increasing s slightly would give
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—0'(0)(1—g(np))(1=A(1—A))mar < s, which when combined with the first-order condition

for n, and rearranged gives A > (1 e (np)_s;({)) (1_g(np))) 1} ~ as the condition for when

Licensing is preferred to Mixed. Then A;(A) = (1 — (g,(np)f;({)) (kg(np))) 1_1 ~, Which is
increasing in A.

Now it remains to consider when Exclusion is preferred to each of Empty, Licensing,
and Mixed. This occurs precisely when (Entry) is satisfied. which can be expressed as

1=gp) oy, —00s) 1= g(ny)
gy T Ty gy (212

Ty >

!

To compare Empty to Exclusion, (2.12) becomes 7, >

1—g( -~
substituting n, = gt (1 — ﬁ) yields A < 19<g(<o>11)7 which defines the portion
VO

o7~ From the definition of 7y,

=
N

g

D

of Apg(\) directly below which Empty is the preferred portfolio under entry.

1—g(np)

Ty )ty Using the same sub-

1—g(np) 1
. . . 1-g( = n n =
stitutions and rearrangements as the previous case, (2.12) becomes A < (g (( flz(n”pg 1) 2.

—g\ o7
g’ (np)+np

which defines the portion of Ap4(A) directly below which Licensing is the preferred portfolio

To compare Licensing to Exclusion, (2.12) becomes 7, >

under entry.

1—g(np)

Tl s Using

Finally, to compare Mixed to Exclusion, (2.12) becomes 7, >
the same substitutions and rearrangements as the previous cases, (2.12) becomes A <

1—g(%) FEN
9’ P)J; 1:(’ )f 2 , which defines the portion of Apy()\) directly below which Licensing
1 g( L )

g'(np)tnp+ns 3
is the preferred portfolio under entry.

Note that all of the segments of Apy()) derived above are decreasing functions of A,
and join at the Empty/Licensing and Licensing/Mixed boundaries to form a decreasing,

continuous, piecewise function Agy(A). The remaining claims are immediate. O

Proof of Corollary 1. This is seen directly from (2.12). One can choose parameters s, f,

A, and A such that (2.12) binds and ng = 0. Varying these parameters to increase n, will
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further decrease the difference.
Suppose, by way of contradiction, there exists a sequence of tuples (s;, fi, Qi ;)

that elicit Entry portfolios such that 7, — n,(s;, fi, Ai, \i) — 0. Then (2.12) approaches

0> 1;,?% ). But this is positive, so there must be some ¢ in the sequence for which (2.12)

did not hold.

However, note that if A > 0 and g(N) > 1, this outcome is possible since 1;,*?%) may

take negative values. O
Proof of Proposition 2. Begin with equation (2.5) and note that (|<;5”]%) is positive by
definition.

To prove necessity, suppose observed patenting moves with innovative effort: Sign(sﬁg) =
sign(ag(e*)). The signs of €n, and 61”912 must either agree or disagree. The only case which
could invalidate the claim that patenting and innovative effort move together is if they
disagree. Assume without loss of generality that Eﬁi > 0. Then the claim is true when

ero > 05 i.e., when
g

xT

Enp

/()
i/l > (19715%)

as claimed. The case where aﬁz < 0 yields

/e, > (19135

so that the cases together provide the claim.

xr
13
Tp

T
IS
Iz

A proof of sufficiency is immediate from equation (2.5). O

Proof of Proposition 8. The proposition claims sufficiency, so the result is immediate from

equation (2.6). A “stronger” version of the proposition claiming necessity would add a third
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case in which 6%7) and sﬁz have opposite signs, sﬁp > 0, and <|gz5” |%> is small. But since

n o . . .
€, can be freely chosen, the proposition is more relevant as written. ]

Proof of Proposition 4. The Leader’s first—order necessary conditions for maximization of

II;, are given by

U(ns)g (np)(1 = A(1 = A))mar — f <0 (2.13)

—'(ng)(1 — g(np))(1 — A(1 — A))mps — 5 < 0 (2.14)

which I will assume hold with equality and lead to a Mixed portfolio; comparative statics
for an Empty portfolio are trivial and those for Licensing or Concealment are simplified
versions of what is to follow. The proposition makes claims about %, among others. To
proceed, totally differentiate both (2.13) and (2.14) with respect to n,, ng, and A. Stacking

as a matrix equation and rearranging leads to

dn g'(1—g)(t"t—17)
"= 1 . . ; ~dA  (2.15)
—g"(L—g)t't — g2 - o 1=A1-A)
dn —l(lg|"(1 —g) — g7)

Note that I have suppressed the n, and ns in parentheticals for clarity. Dividing by dA yields

expressions for % and %TK, both of which are positive thanks to the sufficient concavity

assumptions made (note that these assumptions also imply the entire maximization problem
is concave; the first denominator above will be positive, which is equivalent to the second—
order condition that the determinant of the Hessian be positive).

For the Exclusion claim of the Proposition, note that the Leader will use exactly m,
patents and zero secrets, so the quantity of interest is %. Differentiating the definition of

np leads to % = 5/((% (17A)(1_71,\(17A))7 which is negative as claimed.

Finally, Proposition 1 shows that for a given A, the Leader will transition between Entry
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and Exclusion portfolios at Apg()), which was shown to be in [0, 1]. O

*

Proof of Proposition 5. Assume Entry. First, aaH—L = —{(1 — g)Amps by the Envelope The-

orem; this is negative. Next, recall that IT}, e*, and ¢(e*) are related through (2.3). The

. . . * /2 o1y . .
chain rule implies g% = _(Z&,,.CQ - 5A, where the e in parentheticals have been suppressed
de* 9¢(e*)

for clarity. Since ¢ < 0, §% is negative as well. Since ¢ is monotone, then, =55~ is also
negative.
Now assume Exclusion. Now I} = 7y — 7y, f. Since % is negative (Proposition 4), all

of IT} , e*, and ¢(e*) are increasing in A as claimed. O

Proof of Proposition 6. First assume an Entry portfolio. Then equation 2.5 becomes

ony _ 09 on, _ ¢ 1 OII an
0A aAnp+¢8A || ITE OA np+¢8A (2.16)
Therefore, % = 0 iff
¢ 00— 07 I
< m P\ ’
Np > (’@Z) ¢/2) Mg//g_ 9 g2 01— g)(1 = A1 = A (2.17)
—— Il 1—g

C
B

Since n, is increasing in A, if the right-hand side is collectively decreasing in A, then
there will be some unique Ag, such that ny is increasing for A < Apg, and decreasing

for A > Ap,. By equation (2.5), this will be exactly when ]qﬁ”]% = ‘sﬁz /Eﬁp , which

implies the two claims of the proof under Entry: if Ag, < Apgyg, the first claim holds, and
if Ag, > Apy, the second claim is true.

I will proceed by showing that A, B, and C are each decreasing in A, which is a sufficient
condition for the proof.

First consider A = |¢”| ¢% Noting that 4 = %2.9¢ it will suffice to prove that %2 is
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positive since g—g < 0.

0A ¢ 20¢"P¢ |4

%——d) ¢/2+ @' +¢/>0
12 ") 112
g AT

which is true under the assumption that ¢ < 0.

El/ﬁ_z&

Now consider B = —————F+—.
lg |£//£_ 9g__pr2
g’

Note that the assumptions of ¢"’(n,) < 0 and ¢ (n) >

1-g

0 imply respectively that ¢¢ — (" and lg”|(1 — g) — ¢g'* are increasing:

9 ) " "y A4
ﬁ[ﬁf—f]ZE =00 >0—0" > <0

0 " 27 " "o " ’ g ! | g !

oa 19'1(1=9) =97 = =g"(1 —g) +1g"lg' > 0= g" < T >0

Therefore the numerator of B is increasing but the denominator is increasing more quickly;

B is decreasing with respect to A.

Finally consider C' = K(l—g)(l—lz\%l—A))ﬂM = Nz

YTy ey The numerator is decreas-

ing in A by Proposition 5. Then C' will be decreasing in A is the denominator is increasing

in A:

On,  Ons Ol

_faA_SaA_8A>O (2.18)
oI} on,  Ong

Assume without loss of generality that (np,ns) are interior (if not, their derivative with

respect to A is zero anyways) so that the first-order conditions (2.13) and (2.14) hold with
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equality. Substituting these for s and f, and computing the derivatives, leads to

1g"|(1 = g)¢"¢ — g% > g* ("0 — 0?) + £%(|¢"|(1 — g) — ¢"*) (2.20)
12 12

6
"1 =)' — /2(/2 9 "1 — a0 —2. ,25/2 2.91
97 1(1 = g)f70 — g7 > 70— "7 9711 =g) g (2.21)

which is true by the sufficient concavity assumptions: each term in square brackets is less
than 1, and it can be shown that 14+1=2, so the inequality holds. Thus C is decreasing in
A, and therefore the two claims are proven for Entry.

Now consider an Exclusion portfolio. Equation 2.5 implies that %% 2 0 iff

/! H*
52 (v12)Y

oty _ ony
since now G = —f52

. Since 7, is decreasing in A, and the right-hand side of (2.22)
is increasing in A (the first term by assumption of ¢ < 0, the second by Proposition 4),
there exists a Ap, where (2.22) holds with equality. If Ag, > Apy, the first claim holds; if

Agp. < Apg, the second claim holds. O

Proof of Corollary 2. The results are a straightforward application of the metric effect.

Equation 2.6 becomes

0g(np)” _ 09 8np _¢? 1o dg(n,)
so that % =0 iff
g(nyp I o — 2 T
g (np <‘¢ ‘ ¢/2> 9" g " pr2 (1—=g)(1=A1—-A))mm (2.24)
N—— g 1-g
A C

B

The left—hand side is increasing in A, and the proof that the right—hand side is decreasing is
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identical to the proof for Proposition 5. Further, the inequality will change sign at a lower

A if

g(np) n g(np) '(n
() > ny, — ") > g'(np) (2.25)

i.e., if the average is greater than the marginal, which is always true since g(-) is concave,
increasing, and starts at zero. Thus assuming Entry, Agij < Agn.

The proof for the Exclusion case follows in a similar fashion. O

Proof of Proposition 7. The result follows immediately from Propositions 3, 4, and 5, since

sﬁp and Eﬁz have opposite signs for all A and eZ("”) = gg;i’;%p —1 € [-1,0]. The metric
effectively negates the protection effect from equation (2.6). O]

Proof of Proposition 8. Without loss of generality, I will assume that % >0 (i.e., that

is profit—increasing). The proof for %_ITL < 0 is identical in execution.

First, assume an Entry portfolio and consider the relative cost—effectiveness of patenting

o/ f_ tn)g (my)/
B 15 = ) (1~ g(ny))/s

(2.26)

An increase (decrease) in this quantity violates (Ratio), and in equilibrium n,, will rise and
ns will fall. Thus e > 0 and a metric with en” > (<)0 will be valid, as claimed.

If cost—effectiveness is unchanged, then (Ratio) is unchanged and thus any effect of x

. N . MP :
must affect n;; and ng in the same direction; otherwise 3> would not be unchanged. Since
S

*

»)) in the same direction, then, we only need to

both n, and ng move p =1—£4(n)(1 —g(n

analyze the comparative statics of z on p to understand the effects of x on n,.

0%V (px) _ 0710}
Opx — Opx

Since applying Topkis’s Theorem to V(p,x) thus immediately implies

the claimed result. O

Proof of Lemma 8. Consider an optimally—chosen P and S. fiGP g; di = fz’@) g; di if the

first |P| components are patented. We proceed by contradiction: suppose instead that there
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is at least one component j < |P| that is not patented, and is either therefore secret or
disclosed. Let k be the index of the component with the lowest g; in P. If component
7 is disclosed, the Leader can patent it and disclose component k. This leaves her cost
unchanged but increases fie?’ g; di, since g; is non-increasing and j < k by definition. If
component j is secret, the Leader can patent it and make component k secret. This again
leaves her cost unchanged but increases both fie?? g; di and fz cs li di since g > g and
l; <l (since j < k). In either case, the supposition is contradicted since the portfolio is
demonstrably sub—optimal, and the claim follows.
N

The proof for [,_g0; di = f.:N_|S‘ ¢; di is identical. O]

)

Proof of Corollary 3. Assumption 1 follows immediately from the definitions of g(n,) and
l(ng).

g(ny) is continuous since g; is defined over all n,. g¢(n,) is twice differentiable since
g; is continuous and differentiable. g(n,) is weakly concave since g; is weakly decreasing.
g(0) = 0 since the integral of a set of zero measure equals zero.

Results for ¢(ns) are proven similarly. O



Chapter 3

How Strategic Patenting Distorts
the Competition—Innovation

Relationship as Measured

Citation—weighted patent counts are the standard measure of innovation used in em-
pirical work, but for the measure to be a valid proxy, one must assume that a marginal
increase in observed patenting activity is driven by at least some increase in inno-
vative activity. Chapter 2 showed that the strategic incentives faced by a firm can
influence their patenting and innovation decisions in opposing ways, and that this
discrepancy can invalidate patent counts as a proxy for the firm’s innovative activity.
In this chapter, I provide empirical results that are consistent with these predictions,
focusing on changes in the intensity of competition in a firm’s industry.

For a patent to exist, two separate events must occur: a patentable invention
must be successfully created, and the inventor must choose to obtain a patent on

that invention. Both of these events depend crucially on the choices of the inventor.

29
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Success in innovation is more likely if the inventor chooses to expend more energy
and resources on the project, and they will only pursue a patent if they believe
the legal rights granted by that patent are worth the cost and more beneficial than
alternative methods (e.g., trade secrets). Thus, the decision to innovate and the
decision to patent are separate, and the effects of economic policy or the industrial
characteristics can affect each of these decisions in different ways. For instance, a
principal driver of innovative effort is the expectation of profit gains, but patents are
often used to protect from profit losses; an increase in the expected intensity of market
competition will therefore decrease innovative effort but increase the propensity to
patent successful innovations. Chapter 2 built a full model of these interactions
and showed that patenting is valid proxy for innovation if a change in policy or
industry characteristics improves expected profitability and the viability of patenting;
in other words, if patenting and profitability are complementary. Otherwise, observed
patenting may not correlate with underlying rates of innovation.

In this chapter, I examine these relationships in the context of changing levels
of industry competition and test the predictions using data on US-filed patents and
publicly-traded US firms. I show that innovative effort, as measured by research
and development (R&D) expenditures, is generally lower in more competitive indus-
tries, but patent—based measures of innovation exhibit an inverse-U relationship with
levels of competition. The patenting—competition relationship more closely matches
the R&D—competition relationship at high levels of competition but diverges in less—
competitive industries. These discrepancies are apparent even when controlling for
potential endogeneity between industry competition and patenting or R&D. The re-

sults are consistent with the predictions in Chapter 2 that competition decreases
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the incentive to innovate (the “innovation effect”), increases the incentive to patent
successful innovations (the “protection effect”), and that the innovation effect dom-
inates the protection effect in patent—based innovation measures at higher levels of
competition.

To directly separate these effects, I use models for zero-inflated count data to
estimate how industry competition affects the likelihood of successful innovation and,
separately, the propensity to patent an innovation should it occur. Results show that
the likelihood of innovation decreases with competition and therefore that observed
patenting rates are more heavily zero—inflated (i.e., censored) at higher levels of com-
petition. In other words, changes in patenting are more likely to reflect changes in
innovation at higher levels of competition and more likely to reflect changing strategic
incentives to patent (conditional on innovation) at lower levels of competition. Again,
these effects are more pronounced when controlling for the potential endogeneity of

competition.

Related Literature

As noted in Chapter 2, the literature on patent—based measures of innovation ex-
tends back to the early 1980s in seminal papers such as Pakes and Griliches (1980),
Griliches (1981), and Griliches, Pakes, and Hall (1987), and research on the rela-
tionship between innovation and competition extends back even further, notably to
Schumpeter (1942) and Arrow (1962). For a more thorough review of these bodies
of work, see Griliches (1990), Nagaoka, Motohashi, and Goto (2010), Gilbert (2006),
Shapiro (2011), and the other papers cited in Chapter 2.

A few papers bear direct mention here. The most well-known is Aghion, Bloom,
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Blundell, Griffith, and Howitt (2005), whose model of sequential innovation be-
tween rivals predicts an inverse—U relationship between competition and innovation.
Aghion, Bloom, Blundell, Griffith, and Howitt then provide empirical evidence con-
sistent with their model’s predictions, estimating a broadly inverse-U relationship
between citation—weighted patent counts and average price—cost markups in an in-
dustry. I am able to replicate this result in my dataset, but I provide additional
results that distinguish between patenting and innovation and are consistent with my
model’s predictions. The model in Aghion, Bloom, Blundell, Griffith, and Howitt
(2005) does not make this distinction, so my results should not be interpreted as a
refutation of their model’s hypothesis. Instead, I provide evidence consistent with
the predictions in Chapter 2 and note that my empirical results corroborate those in
Aghion, Bloom, Blundell, Griffith, and Howitt (2005) where direct comparisons can
be made.

However, when I use R&D spending instead of citation—weighted patent counts
as a proxy for innovation, I instead find a broadly negative relationship, not the
inverse-U predicted by the model in Aghion, Bloom, Blundell, Griffith, and Howitt
(2005). Indeed, Hashmi (2013) investigates this discrepancy directly in an exception-
ally useful paper. Hashmi (2013) first successfully replicates Aghion, Bloom, Blundell,
Griffith, and Howitt (2005) using their original U.K. dataset, but then finds a “mildly
negative” relationship between innovation and competition (instead of an inverse-U)
when repeating the procedure with comparable data on U.S. firms. He then presents
a modification of Aghion, Bloom, Blundell, Griffith, and Howitt’s model that resolves

the contradiction if U.K firms tend to operate on an equal technological level (firms
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are more “neck—and-neck”) than do U.S. firms, and finds evidence for this hypothe-
sis in the data. Hashmi (2013) instruments for potential endogeneity of competition
using averages of foreign exchange rates, weighted by shares of import competition
from various countries in each industry, an instrument I take advantage of as well.
The predominant empirical approach in this literature is to use variants of the
standard Poisson or Negative Binomial models (the canonical reference is Hausman,
Hall, and Griliches (1984); both Aghion, Bloom, Blundell, Griffith, and Howitt (2005)
and Hashmi (2013) follow this methodology.). An alternative, and perhaps more
appropriate, approach is to use “two—stage” approaches such as hurdle or zero—inflated
models. I present results from both approaches. Surprisingly few papers have used
two—stage techniques to model patenting and innovation; one notable exception is
Crepon and Duguet (1997), which uses zero-inflated models to understand how rivals’
R&D activities contribute to a firm’s own innovative activity. The authors note that in
patent data, “there are two kinds of zeros: firstly when firms decide not to patent and
secondly, when they have not found anything to patent although they are candidates
for this activity.” Among many interesting findings, some of the specifications Crepon
and Duguet present suggest that a firm’s own R&D contributes positively to both
innovation and to patenting, while rivals” R&D has little effect on a firm’s innovation
but decreases their propensity to patent. The overall results suggest product market
rivalry decreases firms’ patenting, independent of any crowding—out effect in research
itself. Though the authors are principally interested in the nature of the R&D process,
these results are also suggestive of the idea that competitive concerns can influence the
decision to patent and the decision to innovate in separate, conflicting ways. Below,

I examine similar mechanisms, but I measure competitive influences directly.
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The chapter proceeds with a review of the theoretical predictions from Chapter
2 in Section 3.1, describes the data used to test those predictions in Section 3.2, and
discusses the estimation strategies used in Section 3.3. Section 3.3 presents empirical

results and Section 3.5 concludes.

3.1 Theoretical Predictions

Patents can serve two roles to their owner: rival exclusion and revenue extraction. To
effectively exclude rivals from market entry, the firm must amass a sufficiently threat-
ening portfolio of patents; otherwise an infringement lawsuit would not outweigh the
market profits earned by the entrant. For the same reason, a patent portfolio intended
for revenue extraction cannot be too large; otherwise the licensee cannot recoup the
royalty payments from its market profits. So for any particular environment, whether
firms use patents to extract revenue or exclude rivals will depend on the potential for
market profits and the ability of the patent holder to appropriate those profits.

The effects on patenting of forces external to the firms (such as the intensity of
competition) will also depend on whether those patents are used to extract or exclude.
If patents are used to extract revenue from market rivals and competitive intensity
increases, market profits fall and more patents must be used to recoup the patent
holder’s lost profits. Patents are an imperfect revenue—extraction device, however, so
the overall profit effect is still negative and the firm decreases its innovation effort
in response. However, if patents are used to exclude rivals from the market, an
increase in competition intensity makes the prospect of market entry less attractive,
so fewer patents are needed to accomplish exclusion. Since market exclusivity can be

accomplished more cheaply, the profitability of an innovative venture is higher and
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firms increase their innovative effort.

As noted in Chapter 2, competitive pressure’s effects on patenting ex post may
differ from the overall effects on observed patenting. Since only patents on successful
innovations are observed, competitive pressure’s effects operate through two chan-
nels: the innovation effect and the protection effect. If competitive pressure has a
positive effect on patent protection but a larger negative effect on innovative effort,
the combined effect may still be negative. As a result, conditional on a firm’s use
of patenting (extraction or exclusion), competitive pressure will elicit an inverse-U
pattern in observed patenting. After accounting for changes in patent usage as well,
the overall relationship between competitive pressure and observed patenting will be
broadly inverse-U, with a potential convex portion in the middle that may cause the
relationship to resemble more of an M shape. Note that these effects characterize the
relationship between competitive pressure and any weighted sum of patenting, includ-
ing raw (i.e., unweighted) counts of patents and citation—weighted patent counts.

Competitive pressure’s effects on innovative effort are more straightforward. As
above, more intense competition will decrease innovation if patents are extractive and
will increase innovation if patents are exclusionary. Since firms switch to exclusionary
patenting as competitive pressure increases ceteris paribus, the model predicts that
competitive pressure will elicit a normal-U pattern in innovative effort overall.

Note that the concept of competitive pressure used here may differ from realized
levels of competition precisely because of the influence of patenting. When patents are
used to exclude rivals, they alter the competitive structure of the market by definition
because they establish a monopoly. The model in Chapter 2 predicts that patenting

is used to exclude rival firms for a larger part of the parameter space as competitive
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pressure increases, so that increased pressure may actually decrease observed com-
petition. Thus in the data, increases in realized competition would correspond to
increased competitive pressure on extractive—patent firms and to decreased competi-
tive pressure on exclusionary—patent firms. The implications of this discrepancy are
discussed further in light of the empirical results.

Whether competitive pressure and competition as observed align or not, the more
general prediction is that when innovation is less likely, changes in observed patenting
will more closely reflect changes in innovative effort. When innovation is more likely,
changes in observed patenting are more likely to be driven by the protection effect
and will tend to diverge from changes in innovative effort.

Table 3.1 summarizes the predictions from Chapter 2 for outcomes in which
patents serve to extract revenue, for which they serve to exclude rivals, and for out-
comes overall.

It is instructive to compare these predictions with those in Aghion, Bloom, Blun-
dell, Griffith, and Howitt (2005). As noted above, their model predicts an inverse—U
relationship between industrial competition and innovative output, but importantly,
it does not distinguish between the two roles of patenting, nor does it attempt to ac-
count for how competition may affect firms’ patenting and innovation separately; in
fact, Aghion, Bloom, Blundell, Griffith, and Howitt’s model does not explicitly feature
patenting at all. Such an omission is perfectly warranted if firms’ patent propensities
(conditional on innovation) do not change with competition, say if patenting is rela-
tively cheap and other protection is less effective. If patent propensity does change
with competition, however, then the protection effect identified in Chapter 2 could

significantly affect the predictions of Aghion, Bloom, Blundell, Griffith, and Howitt’s
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model.

3.2 Data

I draw on two major sources of data for my empirical analysis. The first is information
on US patents from 1976 to 2006, compiled by the NBER patent data project Hall,
Jaffe, and Trajtenberg (2001). The second is financial information on publicly—traded
US firms from 1979 to 2003, extracted from Standard & Poor’s Compustat database.

I match firms in these datasets to obtain the dataset on which I perform my analysis.

3.2.1 Data Sources
The NBER Patent Data Project

The NBER patent data project comprises information on US patents granted between
1975 and 2006, including citations received by other patents, identifying information
on the patent holder, and estimated citation weights to correct for the truncation of
unobserved citations that have not yet occurred. The project also facilitates matching
patent assignees to publicly—traded US firms included in the Compustat database.
In this project, I retain the application year and truncation—bias—weighted citation
counts for each patent listed, then I match the assignee for each patent to firms in

Compustat using the assignee firm’s GVKEY.!

1See the documentation by James Bessen in the NBER PDP project documentation for details
on the matching procedure.
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Compustat Firm Data

I use financial data on publicly-traded US firm securities from Standard & Poor’s
Compustat North America Annual Fundamentals database. For each firm, I retain
their fiscal accounting period, their NAICS and SIC industry classifications, capital
stock gross and net of depreciation, operating income net of depreciation, total sales,
research and development expense (where available), and number of employees. I

match these data to the NBER patent data using the firm’s GVKEY.

Exchange Rates & Import Shares

For some results, I construct a weighted average of US-dollar exchange rates for
countries with significant imports into the US, weighted by industry-level shares of
imports from these countries at the beginning of my sample (i.e., 1975), and I use this
measure as a source of exogenous variation in industry competition. I obtain annual
average exchange rates denominated in US dollars from the Penn World Table Heston,
Summers, and Aten (2012). I use import share data from Schott (2008), retaining
import shares from major import partner countries for each SIC4 industry in 1975. I
define a “major import partner” as one whose imports comprise at least 5% of total
imports in that industry, which retains import information on 62 countries. Section

3.2.2 detail’s this variable’s construction.

3.2.2 Constructed Variables

Using the data sources above, I construct four additional variables for use in my anal-
ysis: firm—level citation—weighted patent counts, firm—level average patent citations,

an industry—level competition measure, and average foreign exchange rates weighted
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by industry—level import shares.

Patent Citations as Quality Measures

Unweighted patent counts and R&D expenditure are straightforward measures of
their theoretical analogues (patenting and innovative effort), but I also construct two
additional variables which require more motivation. I first define citation—weighted
patent counts and average patent citations as constructed, then motivate the use of
patent citations as an indicator of innovation quality.

Even before the cement of the foundational research on simple patent counts as
an indicator of innovation had dried, authors noted that patent citations presented a
possible avenue to improve their performance (Griliches, 1990). There is considerable
variation in the inherent value of the innovation underlying a patent, and there is
evidence to suggest that patents with higher rates of citation from other patents reflect
innovations of higher value (Hall, Jaffe, and Trajtenberg, 2005). Exactly what “value”
means in this case is a deep question: Does the scientist’s notion of technological value
align with the investment analyst’s notion of market value? Do these notions reflect
the aggregate increase in social utility from the innovation? Which of these ideas
drive higher citation rates for “valuable” patents?

Below, I assume that highly—cited patents are valuable in the sense that a high
portion of a patent holder’s market profits is directly attributable to their patent,
either because consumers derive considerable utility from the innovation underlying
the patent, the patent holder can establish preemptive ownership of a large area in the
technology or product characteristic space, or the patent opens avenues for lucrative

future innovation. To the extent that highly—cited patents are also the ones that firms
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would prefer to own, then, patent citations will be a reliable indicator of a patented
innovation’s value.

I use citations to create two different innovation metrics. First, I use citation—
weighted patent counts as a quality—adjusted innovation proxy, which is overwhelm-
ingly the most common approach in the literature. Specifically, each patent a firm

holds is weighted by the number of future citations it receives:

tq; = Z cites, (3.1)

peEP;

where P; is the set of granted patents applied for by firm ¢ in a given year and cites,
is the total number of citations that patent p receives in its lifetime. Second, I divide
this measure by the number of patents in the count and use this measure as a proxy

for average patent value. Specifically,

1q;
=

ag; = (3.2)

This measure is the empirical analogue of the one proposed in Chapter 2, assuming
the definition of “value” discussed above.
Measuring Industry Competition

To build the measure of competition used in my results, I average the price—cost

markup across firms ¢ € Z; in industry j and time ¢, and then subtract it from one:

1
Cjt = 11— — Z leriﬁ (33)
1Z;]

1€l
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where ler;;; is an approximation of the firm’s Lerner Index, defined as:

operating profit — capital cost

(3.4)

lerige = sales revenue
which are extracted from data in Compustat.? This measure is the one used in
Aghion, Bloom, Blundell, Griffith, and Howitt (2005).

Since cj; is based on realized values of profits and sales, it may differ from the
concept of “competitive pressure” as used in Chapter 2; as noted there, the threat
of competition may induce high patenting, monopolization, and ultimately low levels
of realized competition. The implications of this distinction on the results will be
discussed in Section 3.4. Even apart from this distinction, however, endogeneity
problems may exist, and I present potential instruments to overcome the problem

presently.

Potential Instruments for Competition

There may be endogeneity problems using c;; directly as a measure of competition.
Competition may drive innovation and patenting, as hypothesized, but innovation
and patenting may also drive changes in competition. Since the focus of the paper is
on the first direction of causation, I use two instruments for competition in a control
function approach. The first is simply lagged values of competition in an industry,
which retains only changes in competition as a possible channel. The second is the
average foreign exchange rate across importers to the US by year, with rates weighted

by each industry’s share of imports from major import partners at the beginning of

2In Compustat, “Operating Profit” is oiadp, “sales revenue” is sale, and “capital cost” is as-
sumed to be 0.085 times capital stock calculated using the perpetual inventory method.
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the sample period to reflect historical importance of trading relationships. Specifi-

cally, the variable is constructed, for industry ¢ and time ¢, as ) | et fx;; -imsh;;, where

ij>
fx;; is the foreign exchange rate between import source country j in USD and imsh;; is
the share of industry ¢’s dollar—value imports from country j in 1975. I calculate this
weighted sum for SIC industries at the two—, three—, and four—digit levels of aggrega-
tion. These instruments are similar to the one used in Hashmi (2013). The control
function approach retains the residuals from a regression of c¢j; on these instruments
and the variables in x;;; (i.e., industry and year dummies), then uses these residuals
as an additional explanatory variable in the estimations below. The aim is to contain
potentially endogenous movements in competition within the residual regressor so

that only plausibly exogenous variation will be present in c;;. This approach is also

used in Aghion, Bloom, Blundell, Griffith, and Howitt (2005) and Hashmi (2013).

3.2.3 Descriptive Statistics

Table 3.2 presents summary statistics for the variables used in estimation. Outcome
variables are quite skewed, and patent data exhibit a considerable number of zeros.
There are also fewer observations for average patent citations by definition: the mea-
sure is undefined when a firm has no patents. About 30% of firm—years have a patent,
and about 25% of firm—years exhibit zero R&D expenditure.

The industry competition measure generally stays at 0.80 or above; in the results
below I restrict my sample to observations with 0.88 or higher to avoid a handful
of outliers. The number of observations where the import—weighted exchange rate is

available is small, since the data only exist for certain industries.?

3Below, I compare results with and without the control function terms, which may be confounded
by the inherent restriction in observed industries. However, results are similar when the baseline
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Import shares data are recorded at the SIC4 industry level. In constructing the
competition measure and in estimating the control function (below), I define indus-
tries at the NAICS3 level (industry subsector). I define industries at the NAICS2
level (industry sector) for other results.?

Table 3.3 presents the results of the control function regression, which includes
import—share—weighted average exchange rates at the SIC2, SIC3, and SIC4 levels,
as well as a lagged value of competition. The exchange rate variables appear in-
significant, but they are jointly significant (p = 0.015); the three variables are quite

collinear.

3.3 Estimation

I present two sets of estimates in Section 3.4. The first is a straightforward approach
based on a Poisson regression, which is the most common approach used in empirical
work in this area. The second approach uses zero—inflated modeling techniques to try
and distinguish between changes in observed patenting due to innovation effects and

those due to protection effects.

3.3.1 One-Stage Poisson Models

In the first set of results, I compare the performance of four potential proxies for a
firm’s innovative activity: raw patent counts np, citation—weighted patent counts tq

(i.e., total citations), average patent citations ag, and firm R&D expenditures rd.

specifications are estimated with only the sample for which the control function is available, so the
comparisons do indeed represent the influence of the control function.

4For the zero-inflated models discussed below, a disaggregated definition of industry leads to
“perfect prediction” problems and NAICS2 must be used. I therefore use NAICS2 in all results to
facilitate comparisons.
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Because patents (and citations) are count data, the standard approach is to model

using a Poisson process with moment condition
Elyije|cie, xije] = elolein) el 8} (3.5)

where y;j; is the value of the outcome variable for firm ¢ in industry j and year ¢
(where y € {np,tq,aq,rd}), cj; is the level of competition in industry j and year ¢,
g(+) is some function of competition to be estimated, the x;;; are industry and year
effects, and 3 is a vector of parameters to be estimated. In my results, I specify g(-)
as a restricted cubic spline with five equally—spaced knots, which entails estimating
five parameters (a constant, a linear term, and three higher—order terms) to estimate
ION

To obtain estimates of (3.5), I use a Poisson regression (sometimes referred to as
a generalized linear model with a logarithmic link function, or GLM with a log link),
and I use an implementation of the sandwich covariance estimator (White, 1982).
Because the likelihood function of this model accommodates non—integer and zero
values, all possible y;;; can be analyzed, and because the sandwich estimator of the
variance does not rely on the Poisson assumption, overdispersion (and other forms of
heteroskedasticity) can be accommodated. I use this approach for my estimates below
to facilitate direct comparison across different dependent variables while retaining the

model in (3.5).°

°T define knots at .90, .92, .94, .96, and .98. g(-) is linear below .90 and above .98, is a third—
degree polynomial between each knot, and is continuous in its values and its first derivative over the
entire domain. The continuity and smoothness requirements are, in effect, parameter restrictions
on the model, leaving three parameters to be estimated beyond the constant and linear terms for
the entire spline; an unrestricted cubic spline would estimate 22 extra terms beyond a linear and
constant. Results are robust to alternative knots.

6The Poisson model can accommodate non—count data and is quite robust to misspecification of
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3.3.2 Zero—Inflated Models

A patent will only be observed if a successful innovation takes place and if the inno-
vator subsequently decides to obtain one or more patents on that innovation. Each
of these events can be modeled separately, but failure in either will result in zero
observed patents. In other words, if patenting ex post of innovation follows a Poisson
distribution, then accounting for the possibility of failed innovation will add addi-
tional zero outcomes to that Poisson distribution.” Let d;j¢ be the determinants of
innovative success or failure, let m(d;;;) be the probability of successful innovation
given d;;:, and let P(k|c;i, x;5:) be the probability that k patents are obtained given
cjr and x;;; (modeled as a Poisson process as in (3.5)). Then observed patenting will
follow a zero—-inflated distribution (Lambert, 1992), where the probability that a firm

obtains k patents given d;;;, c;, and x;5 equals

(1 —m(dije)) + m(dije) - P(klcje, wige), k=0
Pr(np = k|diji, cji, viji) = (3.6)

W(dijt> . P(k|cjt7$ijt); k>0

1 — m(d;j) is the probability of a zero outcome due to a failure to innovate. In
the results below, I model patenting conditional on a successful innovation using the
framework of (3.5), and I model the probability of innovative success using a logistic

regression:
1

1+ exp(—f(dijt))

the error process when alternative variance estimates are used; see Gould (2011), Santos Silva and
Tenreyro (2006), and Wooldridge (2010).

7As in Chapter 2, I allow firms to obtain multiple patents per innovation, either by patenting
individual components, steps in the production process, or related products from the same research
project.

m(dije) =

(3.7)
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where f(-) is some to-be-specified function of the determinants d;;;. The parameters
of m(+) and the Poisson process are estimated jointly using maximum likelihood, and
standard errors are computed with a sandwich estimator.

In the results below, I use two different specifications for d;;;. I always include
linear terms for industry and year effects as well as firm ’s employment and age. In
one specification, I also include a spline of competition, g(c;:), as defined in Section
3.3.1. In the other specification, I instead include the firm’s R&D spending and a

dummy for zero R&D.® The Poisson terms are identical to those in Section 3.3.1.

3.4 Results

I present results both graphically and numerically. Unless otherwise noted, the graphs
depict predicted values for the dependent variable and a 95% confidence interval,
calculated at the modal industry, the median year, and holding other variables at

their means.

3.4.1 Generalized Linear Models

Figure 3.1a presents the baseline results for the four different dependent variables. In
all three patenting measures (np, tq, ag), I find an inverse—U shape with a long right
tail. The regression for tq is most closely comparable to those in Aghion, Bloom,

Blundell, Griffith, and Howitt (2005), and my results are quite similar to theirs.® The

81 use a restricted cubic spline for R&D spending akin to the one for competition, with knots
at 0, 1.25 and 41.53, which are at the percentiles prescribed by Harrell (2001). The linear—tails,
continuity, and smoothness restrictions leave one term to be estimated beyond the constant and
linear terms.00

9Results using a less aggregated set of industry controls (NAICS3) exhibit an M shape, matching
the spline in Aghion, Bloom, Blundell, Griffith, and Howitt (2005).
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results for R&D are different: the relationship is generally downward—sloping. We see
that the predicted relationships resemble the prediction for R&D only at high levels
of competition; at lower values, they move in opposite directions.

Figure 3.1a also presents a major drawback of using aq as an innovation proxy
when citations are used as a measure of quality. When using a log link in a GLM

framework (e.g., in a Poisson—style or log—linear regression),

In(aq) =1n (t_q) = In(tq) — In(np) (3.8)

np
J1n(aq) _ dln(tg)  Oln(np) (3.9)
ox ox ox '

so that the results for aq will systematically equal the ratio of the results for tq over
those for np. If an independent measure of quality is available, a different specification
may perform better.

Figure 3.1b presents the same results when including the residuals from the control
function regression. The patterns are more pronounced here. For values of compe-
tition below 0.95, the three patent measures exhibit a strong inverse-U, while R&D
follows an upright U. Above 0.95, all four variables tend to slope downward.

Table 3.4 presents estimated coefficients for the GLM models presented in Figures
3.1a and 3.1b. Note that the spline regressors comprise the original competition
measure and three higher—order terms; we can test the significance of the entire spline
against the null hypothesis of a linear relationship by testing for joint significance of
these higher—order terms. The p—value for that test is reported in the table as well,
and is always significant. We also see that using a control function or ag considerably

restricts the sample.
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The predictions of the model in Chapter 2 do not match the results for R&D
in Figures 3.1a and 3.1b exactly, at least at first glance. That model predicts a V-
shaped relationship between innovation and competition, while these figures depict a
mostly decreasing relationship. However, this discrepancy can be reconciled by the
fact that competitive pressure is not necessarily the same as realized competition.
Chapter 2’s model predicts an upward—sloping relationship when firms use patents
to secure a monopoly; once that monopoly is established, firms will likely not price
at cost and markup—based measures of competition, such as (3.3), will decrease as
competitive pressure increases. When firms cannot or choose not to use patents to
exclude rivals, the model in Chapter 2 predicts a downward-sloping relationship; In
other words, the model predicts high innovation when realized competition is low,
whether by low competitive pressure ex ante or by extensive use of patenting ex post;

this is the relationship depicted in Figures 3.1a and 3.1b.

3.4.2 Zero—Inflated Models

If the results in the previous section are driven by declining R&D at higher levels of
competition, which accentuates the innovation effect and diminishes the protection

effect, then estimation of the zero—inflated model (3.6) should produce two results:

1. The likelihood of innovation 7 (d;;;) should be lower for higher levels of compe-

tition.

2. Predicted levels of patenting (conditional on innovation) should be higher than
in GLM-type models, and the discrepancy should be larger for higher levels of

competition.
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Figure 3.2a shows predicted values from estimates of (3.6). The first column
shows predicted patenting from the GLM model (3.5) for reference, the second column
shows predicted patenting (top) and likelihood of innovation (bottom) from a zero—
inflated model with a competition spline in d;;;, and the third column shows predicted
patenting (top) and likelihood of innovation (bottom) from a zero-inflated model with
R&D spending and a zero-R&D dummy in d,j;; instead.

These results support the two predictions here. We see that the likelihood a firm
successfully innovates decreases as competition increases (center bottom panel) while
predicted patenting is higher than in the GLM model, especially at higher levels of
R&D (compare center and right top panels with top left panel). This discrepancy is
especially noticeable when R&D is used in d;;; because the estimation does not have
to determine two different effects from one predictor (competition). These effects
are even more pronounced in Figure 3.2b, where the control function residuals are
included alongside the competition spline.

One reason that the large hump is still present in the zero—inflated estimates using
competition in d,j; (center top) may be that innovation is predicted to be high at
lower rates of competition, so the model cannot fully partial out the innovation effect
from the protection effect of competition. Hence predicted patenting still resembles
the GLM predictions. When R&D is used in d,j; instead, the model is better able to
remove the innovation effect from predicted patenting, and the large hump disappears.
Nevertheless, it cannot do so perfectly; patenting is predicted to decrease somewhat

with increased competition from low levels.! The overall takeaway is clear: when

10This may stem from a limitation of the estimation technique. The model in Chapter 2 makes
predictions at the product level, while estimates here are carried out at the firm level. If firms en-
gage in innovation projects for multiple products simultaneously, the model will mistakenly identify
patents from additional successful innovation projects as additional patents on a single innovation
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the likelihood of innovation is low, more patenting is used to protect the remaining
innovations that are successful. Predicted patenting from zero—inflated models more
closely matches predictions from GLM models when the zero-inflated models have a
hard time partialling out the innovation and protection effects, which occurs when
either innovation is likely (lower levels of competition) or when measured competition
must account for both effects simultaneously (competition is used in d;jq).

Table 3.5 reports coefficient estimates for the models presented in Figures 3.2a
and 3.2b. Many of the spline regressors are insignificant on their own, but tests of
joint significance again show that the spline is significant as a whole. I also report the
Vuong statistic (Vuong, 1989) which follows a standard normal distribution under the
null that a Poisson regression and its zero—inflated counterpart fit the data equally
well; large positive values tend to favor using zero-inflated methods.!!

The results of the zero-inflated models help to shed further light on the GLM
results. Looking again at Figures 3.1a and 3.1b, movements in patent-based measures
of innovation np, tq, and aq most closely resemble movements in innovative effort rd
at high levels of competition, and diverge at lower levels; exactly when the ZIP models
predict innovative success to be low and high, respectively. In other words, movements
in observed patenting are dominated by the innovation effect when innovative effort is
low and are dominated by the protection effect when innovative effort is high, which

is exactly the relationship predicted in Chapter 2.

project. This will be more problematic at higher levels of innovation; i.e., at lower levels of compe-
tition, which would result in the downward—sloping portion of predicted patenting seen in the right
top panels of Figures 3.2a and 3.2b.

' This interpretation is contentious, and may not be a valid test of zero-inflation; see Wilson
(2015). I present it here for completeness.
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3.5 Discussion

The general predictions of the model in Chapter 2 are that firms exert less innovative
effort when they anticipate high levels of market competition, that they obtain more
patents when competition is higher conditional on having innovated, and that patent—
based measures of innovation will more closely proxy for actual innovation when firms
anticipate higher levels of market competition. The extent to which the underlying
competitive potential of an industry matches realized levels of competition depends
endogenously on how firms exert their patent rights (either to extract revenue from
entrants or to exclude rivals from the market entirely), but the underlying incentive
to protect successful innovations and the separate incentive to innovate in the first
place move observed patenting rates in opposite directions regardless. This paper
presents empirical evidence that is consistent with these claims.

Using standard procedures, the estimated M— or inverse-U relationship between
competition and patent—based innovation metrics is consistent with previous empirical
findings in the literature and also matches the one predicted by the model in Chapter
2. However, the estimated competition—R&D relationship is generally decreasing, not
inverse-U, and its movements only match those of patent-based innovation metrics
at high levels of realized competition. This is to be expected if competition decreases
innovative effort, which emphasizes the innovation’s effect on observed patenting and
diminishes the effects of incentives to patent per se. Likewise, when innovation is
high, the impact of patenting incentives dominate and patent—-based measures of
innovation diverge from underlying trends in innovative effort. These patterns persist
even after controlling for potentially endogenous relationships between competition

and innovation or patenting.
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I then employ more involved econometric techniques aimed to disentangle firms’
innovation behavior from their patenting behavior. Firms may fail to obtain any
patents for two reasons: either they fail to innovate and therefore have nothing to
patent, or they successfully innovate yet resort to non—patent means of appropriating
profits from their innovations. Zero—inflated models for count data can accommodate
this distinction in principle, as long as enough information is available to partial the
two channels out. In various specifications that account for the effects of industry
competition or R&D expenditure, I show that the likelihood of successful innovation
decreases with competition (as in the baseline results for firm R&D), that predicted
patenting conditional on successful innovation is higher than predictions from the
standard models, and that this difference is greater exactly when innovative success
is predicted to be low. Again, these results persist even after accounting for potentially
endogenous effects of competition.

This evidence is somewhat indirect, and further work is warranted. The zero—
inflated models are used without modification, but altering them to account for mul-
tiple simultaneous research projects would be useful. The discrepancy between com-
petitive pressure and realized competition should be further explored; if firms can be
sorted into those likely to use patents to extract revenue and those likely to exclude
rivals, the predictions could then be tested more directly.

Finally, the model in Chapter 2 makes predictions for any change in industrial
characteristics or economic policy, not just the intensity of competition. Testing these
predictions (or at least making an attempt to control for them) will strengthen the

results presented here.
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3.A Tables

Table 3.1: Predicted Effects of Competitive Pressure from Chapter 2

Effect on... Patents... Overall
Extract Revenue Exclude Rivals
Patenting, conditional + — Inverse U
Innovative effort — + Normal U
Patenting, observed Inverse U Inverse U M shape
Description:

“Patenting, conditional” refers to a firm’s patenting incentives given a successful innovation.
“Innovative effort” refers to a firm’s incentives to pursue an avenue of R&D in hopes of a successful
innovation. “Patenting, observed” refers to changes in observed patenting behavior after accounting
for both of these effects.

Patents extract revenue when firms allow rivals to enter and pursue licensing revenue or legal
damages. Patents exclude rivals when firms use the threat of patent litigation to deter entry by
rivals completely. As competitive pressure changes, firms switch from one patent strategy to the
other; this is the “Overall” effect.
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Table 3.2: Summary Statistics of Patenting and Firm Data

Variable Mean p;p Median Poo Skew Obs. (>0) Zeros
Patents

40.79 1 4 81 10.51 19,049 30,175
Citation—Weighted Patents
600.43 6.50 55.81 1,039.42 14.18 18,139 31,085
Awverage Patent Clitations
14.06 3.67  10.52 26.46 5.46 18,139 910
R&D (USD, Millions)
90.59 0.24 4.81 134.10 9.27 29,489 10,247
Industry Competition (1-avg. Lerner)
092 089 0.93 0.97 -3.91 87,556 —
Import—Weighted Exchange Rate, per USD
1.41 040 0.81 1.58 11.99 24,748 —
NAICS2 Inds. 24
NAICSS Inds. 104
Years 1975-2003
Firms 11,895

Statistics are calculated at the firm—year observation level.

Statistics are calculated for strictly positive values of the variables.
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Table 3.3: Control Function Regression Results

(1)

Competition
Forex SIC4 -0.0000*
(0.0163)
Forex SIC3 -0.0001
(0.1434)
Forex SIC2 -0.0001
(0.2308)
Lagged competition 0.6260***
(0.0000)
Industry FEs (NAICS3) Yes
Year FEs Yes
Obs. 14,632
Forex IV joint p-val 0.0151

p-values in parentheses

* p < 0.05, ** p < 0.01, *** p < 0.001
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3.B Figures

Figure 3.1: Predicted Outcomes for Different Levels of Competition, GLM
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Description: In each figure, the top row depicts np and tq, and the bottom row depicts aq and rd.
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Figure 3.2: Predicted Outcomes for Different Levels of Competition, ZIP

(a) ZIP, Baseline Model
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Description: In each figure, the top row depicts np using GLM, np with competition-inflated
zeros, and np with R&D-inflated zeros. The bottom row depicts the probability of innovation with
competition—inflation and the probability of innovation with R&D-inflation.



Chapter 4

Purchase, Pirate, Publicize:
Private—Network Music Sharing
and Market Album Sales

The relationship between media production and media piracy is not as straightforward
as each side of the debate might claim. To copyright holders, every illicit transaction
represents the loss of a legitimate purchase that might otherwise have happened.
However, many pirates would never have purchased at the price the producer had
set, and these new illicit consumers may increase exposure of the product. Such
exposure may induce new transactions that might otherwise have never happened,
and these transactions may accrue to the copyright holders themselves. How the

tension resolves is thus an empirical question. Does the substitution of piracy for

The content in this chapter has been published as a standalone article, Lee (2018), and the
published version is accessible at https://doi.org/10.1016/j.infoecopol.2018.01.001. I ac-
knowledge that Elsevier retains copyright for the material in this chapter, and that it may be used
here under their personal use guidelines.
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purchasing overwhelm the possibilities of a larger audience, or do new consumers
outnumber the forgone sales to pirates?

This paper addresses that empirical question in the market for recorded music and
its file sharing counterpart. Drawing from data on US album sales and on activity
within a private file sharing network, I follow 2,109 albums over 27 weeks in 2008
to estimate the effect of an exogenous change in private—network file sharing activity
on album sales. I find that the file sharing elasticity of sales is -0.02 for physical
sales, -0.04 for digital sales, and -0.02 overall. I interpret these results as evidence
that private—network piracy leads to a crowding out of legitimate sales and that this
crowd—out is more significant in the market for digital music, but that the practical
extent of these effects is quite small. The results are less clear—cut when controlling
for artist popularity; effects are negative for top—tier artists but positive for mid—
tier artists. I take these results as evidence that private-network activity leads to
a crowding out of sales for artists with an established reputation but can act as a
channel through which word-of-mouth increases exposure (and sales) of music by
less—established artists. Again, the economic magnitudes of these effects are fairly
small.

It is crucial to understand exactly what these results measure, especially when
considering their implications for copyright policy. The data measure music piracy at
a single private sharing network and measure sales for the entire US market; I cannot
and do not attempt to quantify individual consumers’ elasticities of demand in this
paper. Instead, I measure the impact of a single file sharing network on the whole
music market, which is the relevant measure when law enforcement organizations are

deciding whether to take action against a single file sharing network. This would be
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a nonsensical effect to try and measure in conventional markets (“What is the effect
of increased car theft in Honolulu on car sales for the US as a whole?”), but the
social nature of sharing networks and the fact that the goods shared on them are
infinitely replicable mean that activity in one corner of the market can spill over into
and magnify activity in the rest of the market. The results in this paper, interpreted
in the context of previous evidence on the relationship between sales and all piracy,
are consistent with a private piracy elasticity of aggregate piracy of 0.15; that is, a
10% increase in private-network music sharing will spill over and manifest as a 1.5%
increase in piracy overall.

In equilibrium, sales and piracy are simultaneously determined: the unobserved
effects of album popularity, media exposure, and other variables that impact music
consumption will influence sales and downloads alike. Thus identification of the effect
of piracy on sales requires an exogenous covariate. Fortunately, the file sharing data
that I use include such covariates. The file sharing network under study requires that
a user’s ratio of lifetime uploading to downloading must exceed a certain threshold,
or the user will be banned from the network. In other words, users must give back in
some proportion to what they receive. It follows that the more slack this constraint
is for a user, the more that user can download. There are events during the sample
period where users are credited for uploading, but not for downloading, known as
freeleeches. These freeleech periods alter the slackness of the user’s ratio constraint,
which elicits exogenous variation in file sharing on the entire network. I use an as-
sortment of freeleech measures and ratio slackness measures as instrumental variables,
and I provide robust support for instrument suitability in first—stage results as well

as in post—estimation testing.
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The results are of both academic and practical interest. The relationships between
physical, digital, and illicit markets is illuminating in its own right, and the interaction
of conventional markets with diffuse digital markets is of broad interest to economists.
But the results can also inform business and policy decisions in the market for music
and for other media as well. Trade groups such as the Recording Industry Association
of America (RIAA) and the International Federation of the Phonographic Industry
(IFPI), alongside national and international law enforcement agencies, spend consid-
erable effort and resources to deter piracy and shut down file sharing networks like
the one studied in this paper. If these networks have only a small effect on sales, these
efforts may be better allocated elsewhere.! I discuss alternative policies that include
a more focused anti—piracy effort that concentrates only on top—tier artists’ music,
facilitating legitimate digital consumption, and varying licensing royalties to amplify
file sharing’s benefits and mitigating its costs. The paper’s results should help to
inform policy and business strategies by trade groups, law enforcement agencies, and

policymakers.

Review of Existing Literature

Researchers have spent considerable time studying the effect of file sharing on the
music market. A clear picture has not emerged, but research does focus on two main
arguments. The “traditional” view argues that piracy simply substitutes away from
legitimate sales, which is tantamount to theft in the short run and degrades the
incentives to create music in the long run. Therefore strong protection of intellectual
property is needed to inhibit piracy and provide adequate incentives to create new

music. The other view argues that even if substitution does occur, it is certainly not

1See BBC (2007) and Fisher (2007) for an example of this point.
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at a one—to—one rate, and that file sharing is a highly effective distribution method
which allows sampling, spreads information about music quality, and gives smaller
artists easy and direct access to listeners. These channels can create new consumers
who would never have purchased the music otherwise. Theoretical and empirical work
has investigated both arguments, and consensus is elusive.

Numerous surveys and meta—analyses of existing research have been carried out
to determine which of the two arguments is more relevant. Depending on the study,
authors conclude that consensus has not been reached (Connolly and Krueger, 2006),
that the effect is negligible (Oberholzer-Gee and Strumpf, 2010), or that the effect is
positive (Dejean, 2009). Other studies examine the evidence and conclude that the
effect is decidedly negative (Liebowitz, 2005a,b, 2006a,b). I provide a short overview
of the literature below, but the interested reader should consult these reviews for a
more thorough consideration.

Theorists have argued for the possibility of a “sampling” effect, wherein file shar-
ing allows users to try before they buy, and concluded that empirical testing is needed
to determine whether the sampling effect actually outweighs the conventional sub-
stitution effect (Peitz and Waelbroeck, 2006a,b; Gopal, Bhattacharjee, and Sanders,
2006). I interpret the current paper’s findings in the context of a word—of-mouth ef-
fect which is similar to the sampling effect, but incorporates social network structure.

Since the effect of file sharing is fundamentally an empirical question, many stud-
ies have been carried out to determine the effect’s direction and importance. The
majority of these studies find a negative effect, whether using survey data (Waldfo-
gel, 2010; Zentner, 2006; Rob and Waldfogel, 2006; Leung, 2008), macro—level data

with proxies for file sharing such as broadband access (Peitz and Waelbroeck, 2004;
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Danaher, Smith, Telang, and Chen, 2014; Hui and Png, 2003; Liebowitz, 2008), or the
emergence of file sharing as a natural experiment (Mortimer, Nosko, and Sorensen,
2012; Hong, 2013). Other studies find no statistically significant effect in survey data
(Andersen and Frenz, 2010) or on long—run trends in music quantity (Waldfogel, 2011)
and music quality (Waldfogel, 2012). However, none of these studies observes both
sales and piracy at the album level; they instead rely on survey—based, proxied, or
aggregated measures of file sharing activity.

Only a few studies exist that observe sales and file sharing at the album level.
Oberholzer-Gee and Strumpf (2007) find no evidence of a statistically significant
effect of file sharing on album sales, using German school vacations as a source of
exogenous variation in available files. Blackburn (2006) estimates the effect of album-—
level file sharing supply on sales, using RIAA legal action as an exogenous file sharing
risk shock. The author concludes that sales for less popular artists benefit from file
sharing, sales for more popular artists suffer, and that these effects zero out on net.

This paper uses a similar data structure to the above album-level studies but
nevertheless makes novel contributions. I collect a unique dataset of album-level file
sharing transactions from a technologically modern environment with a longer and
wider panel of albums than other similar datasets. The size of the dataset facilitates
the distinction between physical and digital sales, as well as a finer gradation of artist
popularity. The exogenous variation used is a product of the file sharing network itself,
not of user behavior, inherent characteristics of an album, or macro-level trends, and
is unique in that quality. The findings of the paper thus shed new light on aspects
of the sales—piracy relationship, whether these aspects have been studied extensively

(e.g., elasticities) or have received less attention (e.g., physical-digital and popularity
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distinctions).

Further, this paper makes entirely new contributions to the policy debate sur-
rounding piracy. The research noted above aims either does not disaggregate (focusing
on piracy as a whole) or disaggregates by characteristics of the good in question (e.g.,
by album, genre, or popularity). This paper disaggregates by characteristics of the
good, but it also disaggregates by the method of piracy employed. Previous work has
been forced to treat all piracy as identical; I focus on private file sharing networks as
distinct from public ones. The policy measures and law enforcement strategies used to
specifically address private—network piracy are and must be different from those used
to address piracy as a whole, but the current body of research cannot inform them
appropriately. Thus, this paper focuses on the relationship between private—network
piracy and album sales, paying special attention to the features that distinguish this
channel of piracy from others.

The paper proceeds as follows. Section 4.1 describes the environment in which
modern file sharing takes place, and Section 4.1.1 discusses the channels through
which it interacts with legitimate markets. Section 4.1.1 also discusses the channels
through which private—network piracy spills over to the larger file sharing environ-
ment. Section 4.2 describes the data, which are used in Section 4.3 to better un-
derstand how the file sharing network functions and in Section 4.4 to estimate the
sales—piracy relationship. Section 4.5 offers policy suggestions in light of the paper’s

findings, and Section 4.6 offers concluding remarks.
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4.1 The File Sharing Environment

The extralegal sharing of digital music began in earnest in 1999, when the peer—
to—peer (P2P) service Napster came online. Napster, as well as other similar P2P
contemporaries, enabled users to search for music in other users’ libraries. The user
could then download the music directly from the other users on the network. The
popularity of file sharing exploded under P2P technology on networks like Napster,
Gnutella, and KaZaA through the early 2000s. However, the technology was not
without problems. Multiple versions of a song, of varying authenticity and quality,
were available, and the user could only tell which was best by completing a download.
Further, the actual download would only complete if the sharing user remained online
for the duration of the transfer, and the speed of the download depended heavily on
the quality of the sharing user’s connection.

In the mid-2000s, the BitTorrent file sharing protocol gained popularity. In con-
trast with earlier P2P networks, BitTorrent uses a more diffuse method for file dis-
tribution. A user (“peer”) downloads a small file that contains information about
the “tracker”, which is a server that facilitates peer connections. The user downloads
tiny portions of the desired file (e.g., music) from many different peers simultaneously,
then combines these pieces together to build a complete copy of the file. The main
benefits of BitTorrent come from the redundancy and decentralization of shared files
inherent in the process. Everyone in the peer group obtains the same version of the
file, transfers continue even if some peers leave the group, and users can preferentially
connect to high—speed peers when available to increase overall transfer speeds. These
benefits have been amplified by increased broadband penetration over time, which has

increased connection speeds and the feasibility of “always—on” internet connections.



CHAPTER 4. MUSIC SHARING AND ALBUM SALES 98

Further, BitTorrent trackers only host the torrent files, not the actual copyrighted
content, so legal challenges were made more difficult.

As with any sharing arrangement, free-riding is a chief concern. Fortunately, the
programs (“clients”) that use BitTorrent implement strategies to punish free-riding
from peers. The most commonly seen strategy is a variation of tit—for-tat called a
“choking” algorithm. Suppose our client has obtained 50% of the desired file from
other peers, and it must find other clients from which to download the rest. Our
client requests pieces from the other peers, which must determine whether or not to
share; simultaneously, our client must determine whether or not to share the already—
obtained pieces with peers who request them. A choking algorithm sends pieces to
peers from which it is currently receiving other pieces (preferring fast connections
over slower ones) and refuses to share to (chokes) the other connections. Thus our
client will only share its pieces to peers who are sharing back, and peers who share
slowly or not at all are choked off from our client. Determining which peers to choke
and which to unchoke occurs once every period, typically ten seconds. Of course,
such a strategy could easily deteriorate into a zero—sharing outcome, so clients also
maintain an “optimistic unchoke” to which they share unconditionally. The client
randomly chooses a new optimistic unchoke every three periods, which limits no—
sharing punishments and also allows our client to seek out high—speed peers it had
not previously connected with.? Different clients may employ variants and refinements
on this choking algorithm, but the basic structure defines how clients share with each

other.?

2This description is a simplified version of the one by BitTorrent’s creator; see Cohen (2003).

3Though choking presents a workable strategy that has led to the widespread use and success of
BitTorrent, it is by no means the optimal strategy. One strategically—designed client provides 70%
performance against real-world clients using conventional choking by exploiting excess sharing of
others (Piatek, Isdal, Anderson, Krishnamurthy, and Venkataramani, 2007).
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The BitTorrent protocol attempts to discourage contemporaneous free-riding with
choking algorithms, but these can realistically only be applied to the peer group for
one file. Dynamic free-riding can persist, in which users participate in sharing only
long enough to obtain a copy of the file, not bothering to reciprocate by actively
sharing other files it has finished downloading. A healthy network requires at least
some minimum level of active sharing without downloading (“seeding”), but seeding is
hard to incentiveize. Two different kinds of file sharing networks have emerged, public
and private, each with its own way of contending with free-riding. Public networks
have no formal enforcement mechanism to discourage free-riding other than altruism,
social norms of good behavior, and the hope of reciprocation in the future, and as
such the free-riding problem persists in public networks. Private networks, on the
other hand, require users to maintain certain standards of sharing to be allowed access
to the network at all. Various methods of enforcement exist, all of which leverage
the threat of expulsion from the network. Depending on the network, users must
give in some required proportion to what they receive or remain available for sharing
for some amount of time after download completion. If users do not fulfill these
requirements, they are eventually banned from accessing the network. As a result,
private networks tend to be smaller, have files available for longer, and maintain
higher quality standards than public networks. The file sharing network studied in
this paper is a private one with a minimum ratio requirement for continued network
access; this requirement is detailed in Section 4.4.2.

BitTorrent remains the most popular file sharing protocol, accounting for more
than half of total file sharing bandwidth and 2.26% of global internet traffic during

2013 (Palo Alto Networks, 2014). Dozens of active trackers exist, ranging from general
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interest networks to those that specialize in particular genres of music, TV, or movies.
Of central interest is how these networks interact with and affect activity in legitimate
markets for the good that is being shared, and the answer to this question is not clear.
File sharing distributes copies of a good that might otherwise be purchased in legal
markets, so these networks could displace legitimate market activity and replace it
with relatively costless file sharing. However, file sharing also facilitates discovery of
new goods: in legal markets, it is more costly to sample the product on offer. Thus file
sharing allows consumers to verify the quality of the product before purchase, which
could elicit additional sales from marginal consumers. Similarly, users who would
never have purchased the product at any realistic market price may still participate in
file sharing. These users can relay their newfound knowledge of the product’s quality
to their social connections through word—of-mouth, who may themselves purchase the
product. Of course, these negative and positive effects might simply be too small to
matter: consumers could have such a strong preference for shared digital goods or for
purchased physical media that crowding out does not occur, while the social network
of a file sharer might be composed only of other file sharers and word—-of-mouth would
not spread to potential customers.

Below, I describe the channels through which these possibilities could manifest
in further detail. The discussion motivates the idea that the net effect of file shar-
ing activity on music sales comprises capacity and word—of-mouth effects, and that

the word—of-mouth effect should be stronger for artists whose reputations are less

established.
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4.1.1 The Sharing—Sales Relationship

Consider the market for a music album, the true quality of which is unknown to
consumers. Given their beliefs about the album’s quality, as well as their preferences
over consuming music physically or digitally, legitimately or illicitly, consumers will
decide whether and how to consume the album when it becomes available. Those
that do consume learn the true quality of the album and may relay that information
to their social connections: friends, colleagues, followers on social media, etc. If these
peers are consumption—marginal, this information may elicit new consumption that
would not otherwise have occurred. These new consumers then inform some of their
own peers of the album’s true quality. As the quality signal propagates through
the whole social network, consumption—marginal agents may be induced to consume
even though they decided not to when the album first became available. This is the
essence of what I will refer to as the “word—of-mouth effect”, through which the social
network creates additional consumption.

The goal of the paper is to determine how additional file sharing activity will
impact music consumption in this market, which could happen in two ways. The first
uses the same channels as described above: if changes occur that make file sharing
more attractive to marginal consumers, additional consumption occurs and the word—
of-mouth effect is activated. The second way is unique to file sharing consumption:
the nature of sharing is that consumers become the subsequent distributors of the
music, motivated by altruism or the rules of the file sharing network. Thus early
file sharers increase the capacity of file sharing networks, reducing costs and making
sharing more attractive for later potential consumers. This “capacity effect” could

simply elicit additional file sharing from consumers that would never have purchased
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otherwise, but it could also crowd out purchases from those who would otherwise
have been motivated to consume legally.

The net effect of file sharing activity on music sales will thus depend on the relative
magnitudes of the capacity and word—of-mouth effects. Both of these depend criti-
cally on consumer preferences and the structure of social connections. If a consumer
strongly prefers one method of consumption (i.e. physical media, digital purchases,
or illicit file sharing) over the others, then she will either consume using her preferred
method or she will not consume at all.* This implies that the word—of-mouth effect
will only increase sales, and only for those who prefer purchasing to pirating. Any
sales decrease must therefore be a result of the capacity effect, which affects con-
sumers’ preferred consumption method. So the net effect will capture new sales from
word—of-mouth and lost sales due to changing file sharing capacity.

Consumer uncertainty over the inherent quality of an album can enhance or mit-
igate these effects. If an album’s true quality is much higher than expected, then the
word—of-mouth effect will be quite large: expectations will change drastically and
change many consumers’ decisions. However, if true quality is below expectations,
then word—of-mouth will have little effect: a negative signal will not induce new
purchases. Thus the word—of-mouth effect should more strongly mitigate the capac-
ity effect for unknown artists of high inherent quality than for unknown artists of
low inherent quality. Put differently, file sharing should reduce uncertainty and help
consumers to better recognize high—quality artists, leading to higher sales relative to

well-known or low—quality artists.

41t is reasonable to think that these preferences will depend on more than just the good’s price.
For example, the consumer may or may not have an MP3-capable stereo in their car, or they may
have strong opinions on digital rights management (DRM) used to restrict playback of purchased
digital music.
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Because these effects propagate across the entire social network, an exogenous
change that impacts one set of consumers (one private network, say) can nevertheless
affect a much larger group (i.e., all file sharing networks); the word-of-mouth and
capacity effects are distinct from classic wealth and substitution effects, even aggre-
gated. Methodologically, this implies that one need not observe exogenous variation
in file sharing for all consumers to draw inference. Instead, one only needs to observe
exogenous variation in some set of consumers, as long as sufficient connections exist
between that set and the network at large. To be clear, these two approaches are not
equivalent: while both are valid, each informs a different policy question. The aggre-
gate variation approach can address the potential effects of broad—based measures,
such as harsher punishment of copyright infringement, but it is ill-suited to determine
the effects of shutting down an individual file sharing network. This paper addresses
the latter question: what is the effect of privatenetwork piracy on the aggregated
market?

The propagation of these effects depends on an initial seed of consumption. To
the econometrician, consumption due to file sharing capacity and due to high quality
assessment are indistinguishable without a source of exogenous variation in file sharing
capacity. Fortunately, I have access to a unique dataset comprising album sales and
file sharing on a private network, which includes sources of exogenous variation in file

sharing. I describe these data in Section 4.2.

4.2 Data

While most previous studies have relied on aggregate measures of file sharing, this

paper analyzes the sales—piracy relationship using an album-level panel dataset of
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downloads and sales.® For the 27 weeks from July 10th to December 16th, 2008, I
observe the number of albums sold in the US (both physical and digital) and illegal
downloads on a private file sharing network for a variety of albums. I merge these

two datasets to investigate the relationship between file sharing and legitimate sales.

4.2.1 Album Sales Data

Data on album sales are provided by Nielsen SoundScan, which compiles US retail
sales figures for music each week. Nielsen tracks sales both in physical retail locations
as well as on digital platforms such as Amazon or iTunes, and distinguishes between
the two in their data. For each album in the sample period, I observe the album and
artist names, the number of physical and digital copies sold, the publisher, and the
number of weeks since the album’s release for the top 1000 selling albums each week.
I report summary statistics in Table 4.1.

Album sales are considerably right—skewed: a small number of “superstar” albums
account for the majority of sales. Overall, digital sales are a small fraction of total
sales, but certain albums have a much higher digital share of sales than others. Digital
sales exhibit different life—cycle patterns from their physical counterparts; I discuss
these differences below.

Figure 4.1 shows the average album’s sales as a percentage of its best week’s sales
over its life. A typical album’s sales reach their peak in the first week of release,

decay exponentially through week 10, and tend to stabilize afterward. This apparent

°The ideal dataset would be a panel of individuals in the midst of a purchase/pirate decision,
but it is unlikely such data could be obtained without introducing self-reporting problems.

61 do not have data on pricing for albums, nor a coherent way to “price” downloads, so I work in
quantities. As the market is populated by consumers with unit demand for a given album, estimating
a quantity relationship should be appropriate.
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stability may be excessive; albums whose sales drop considerably will fall off the charts
and out of sample.

Figure 4.2 shows average album sales each week across the sample period. Sales
tend to hold steady in most weeks, but tilt sharply upward in November and December
due to the holiday retail season. Physical sales track this trend closely, but digital sales
exhibit more variation week—to—week and are also more prominent during summer
months, as can be seen in Figure 4.2c.

Since the data capture sales across almost 1,800 artists, it will be helpful to divide
albums into tiers by some measure of artist popularity. For each week, I observe
albums’ ordinal ranking by copies sold (e.g., the best—selling album has rank 1). Then
for each artist, I determine their best album’s peak rank and average album’s peak
rank, and use both as measures of an artist’s popularity. I divide artists into quartiles
according to these measures.” Table 4.2 presents these tiers and their composition.
The number of albums in each tier varies, even though the number of artists in each
tier is equal. Since album success can vary for a given artist, the best-rank tier
system sorts considerably more albums into higher tiers than the mean-rank tier

system, which is more balanced.

4.2.2 File Sharing Data

File sharing data are gathered from a private file sharing website.® During the obser-
vation period, this network acted as a tracker for over 250,000 different albums, and

more than five million downloads occurred. As a private tracker, its users must satisfy

TAll results in the paper are qualitatively similar if two, three, four, or five tiers are used. I
present results for four tiers.
8As a condition of data access, the name of the website has been withheld.
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a minimum upload/download ratio requirement or face expulsion from the network.

I report summary statistics for file sharing in Table 4.3. The data are significantly
right—skewed: a small share of the albums account for the large majority of file
sharing activity, and over 25% of albums in the file sharing data are never downloaded
during the sample period. Indeed, many albums remain available long after their
popularity has waned. Figure 4.3 depicts the average life-cycle of an album in the
downloading data. The graph is constructed by calculating new downloads each week
as a percentage of the highest week’s downloads.” An album is downloaded most in
the first three weeks of its being posted on the site, and activity declines steadily
afterward.

Figure 4.4 shows downloads for an average album across the sample period. File
sharing activity is fairly constant (and low), with a few exceptions: large spikes occur
around weeks 15 and 20. These exceptional weeks coincide with “freeleech” periods,
during which uploading improves a user’s ratio but downloading does not harm it.
In essence, users can download freeleech albums without penalty, but will receive
credit for sharing them with others. This acts as a large positive capacity shock,
incentivizing contemporaneous downloads. These downloads increase the ratio of the
sharing users, who can then download more in the future without violating the ratio

requirement. There are three major freeleech phases during the sample period.

Observed Freeleeches

The first freeleech phase is the New Album Contest, which occurred between Septem-
ber 12th and 19th (during weeks 13 and 14 of the sample period). During this seven—

day period, any new file that was added to the network was granted freeleech status

9For Figure 4.3, I only include albums where I observe their first upload.
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for 6 hours from the time it was uploaded. Small rewards were given out to those
users who uploaded the most new files, including elite user status and the ability
to invite others to join the network. During this period, more than 22,000 new al-
bums were uploaded. This contest was not anticipated, and began as soon as it was
announced.”

The second freeleech phase occurred directly after the first. The network’s goal
was to reach 150,000 available albums. If the users reached this goal, the reward would
be a 24-hour freeleech on all files. Since the number of new albums far exceeded the
necessary amount (about 3,000), this freeleech period was stretched into about two—
and—a—half days, from September 19th through 22nd (weeks 14 and 15 of the sample
period). This freeleech period was anticipated, since it was announced along with the
contest. However, the original duration was set to 24 hours, so its extended length
was unanticipated.

The final phase was a celebration of the network’s birthday. During this period,
all newly uploaded files were freeleech for the first six hours after being added to the
network. This policy was in place for the three days from October 31st to November
2nd (weeks 20 and 21 of the sample period). This freeleech was not announced before
it began, and so was likely unanticipated as well.!!

Table 4.4 describes freeleech patterns during these periods. Relatively few albums
were on freeleech during any given period, except for the site-wide phase in weeks

14 and 15. Albums in the matched sample exhibit more freeleech activity. These

10 Anticipation of a freeleech would make the estimation strategy problematic, since users could
delay downloading until the freeleech. To allay these concerns, I explicitly test for anticipation in
Section 4.4.2 and find no evidence to suggest it occurred here.

' The event was hinted at four days prior in a forum post by the site administrators, saying only

others suspected a newly-redesigned user interface.
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freeleeches impacted users’ ability to download and share files contemporaneously,
but they also increased future capacity by slackening users’ sharing constraints. I

describe a measure of this the constraint presently.

Wealth Measures: User Ratio and Buffer

Even though freeleech periods allow downloading without penalty, uploading is still
credited. Thus freeleeching generates more contemporaneous downloads and also
increases the future downloading potential of users who upload during the freeleech:
if a user’s ratio is well above her required minimum, she can download more than if
her ratio were lower. I derive two measures of the slackness in the ratio requirement:
a user’s ratio and a user’s buffer (the amount of data she could download before she
hits her minimum allowed ratio). I interpret these as wealth measures and define
them more precisely in Section 4.4.1.

The data include the mean user’s ratio each week, as well as the median user’s
buffer each week.!? Figure 4.5 plots these measures as they change during the sample
period. The plot shows clear trends. During and after the freeleech periods, user
wealth increases significantly, declining steadily afterward.'® I analyze the effects of

these measures on file sharing activity, alongside freeleeches, in Section 4.4.

12User data were anonymized as a condition of data access, so I cannot measure individual wealth
effects.

13This reveals one of the main reasons why the network would implement a freeleech. If the ratio
requirement is not slack enough, users will stop downloading and the network will cease to function.
Freeleeches inject liquidity and sharing continues.
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4.2.3 Merged Panel

To investigate the interaction between file sharing and album sales, I match albums
from the file sharing dataset with albums from the sales dataset. The match is not
exhaustive.'* Just over one percent of albums from the file sharing data are found in
the sales data. However, this is to be expected: I only observe sales of the top 1000
albums each week, so less popular or older albums from the file sharing data will not
be matched. Almost three—quarters of albums from the sales data were matched to
albums in the file sharing data, however. I am confident that the unmatched albums
are truly unmatchable due to the merging procedure used, which I describe below.

First, I converted album names to uppercase in the file sharing data, since album
names are stored in uppercase letters in the sales data but are mixed—case in the file
sharing data. This went smoothly except for a few artists or albums with nonstandard
characters (e.g. Sigur Rés or Beyoncé). For these exceptions, downloads may be
slightly under—counted due to different typesetting for different versions on the file
sharing network. I then associated sales and downloads between identical artist—
album-week observations in the two datasets.

In the sales data, album names are truncated after 30 characters. Artist names
are also inverted (e.g., “T'wain, Shania” instead of “Shania Twain”), and punctuation
differences may also exist between the two datasets (e.g., “&” instead of “and” or
“Jay—7” instead of “Jay Z”). This sometimes results in a failure to match.

For each album in the sales data with no exact match in the file sharing data, I
manually searched for an entry in the file sharing data with an alternate spelling or

other discrepancy. Sometimes I was able to find a match, but other times I could not

141t was, however, exhausting.
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locate one; e.g., in cases of holiday compilations, religious music, or anthologies that
were either never listed on the network or were only added after the sample period.
These albums make up the quarter of unmatched albums in the sales data. Given this
thorough matching procedure, I believe the merged panel comprises all albums that
appeared in both datasets during the sample period, with possible under—counting of
downloads for a few albums.

Summary statistics of the matched albums are reported in Table 4.5. Albums
in the merged panel still exhibit right—skewness, though less than in the individual
datasets, and both sales and downloads are considerably higher than that of un-
matched albums. Figure 4.6 shows that an album’s downloads and sales track similar
patterns, starting high and decaying gradually as they age.!'® Figure 4.7 depicts av-
erage downloads and sales across the sample period, demonstrating sales’ seasonality
and downloads’ relative lack thereof. Large deviations in sales, similar in magnitude
with contemporaneous spikes in downloading from freeleeches, are not present.

The matched albums comprise a unique, album-level dataset that can shed light
on the sales—piracy relationship. In Section 4.3, I use these data to better understand
and describe the file sharing activity that occurs on this network, how it varies over
time and across albums, and how freeleech periods influence users’ behavior on the

network.

5My data include some pre-release file sharing activity, piracy that occurs before the album is
commercially available. See Hammond (2014) for a study of this particular phenomenon.
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4.3 Descriptive Analysis

The rich file sharing and sales data, described above, shed light on what kinds of
music users share, how their behavior changes during freeleech periods, and how
sharing changes over an album’s life cycle. In particular, I estimate the expected
number of downloads of an album in a given week, conditional on various parameters
using a fixed effects Poisson regression (Hausman, Hall, and Griliches, 1984). The
results presented in this section should be read as descriptive correlations.

The characteristics of the music in question play a significant role in determining
how often it is shared. Table 4.7 presents relative likelihoods of downloading an album
by genre. The first three columns consider all albums in the piracy dataset, and the
last three columns restrict the sample to albums matched in the sales dataset. Within
each, the first column considers the effects of genre and freeleech status separately,
while the second and third columns of each consider genre—freeleech interaction effects.
I include a six—degree time polynomial, album age dummies, median user buffer,
average filesize, and album-level fixed effects as additional controls.

We see that users on this network tend to share certain albums more than others.
Active genres in the full sample include metal, decade—specific, and culture—specific
(e.g., Latin music or Korean pop), but changes occur during a freeleech. Jazz, spo-
ken word, and alternative become relatively more popular on freeleech, for instance.
Somewhat different patterns exist for albums in the merged sample. For instance,
culture—specific and decade—specific are relatively less popular, while jazz, classical,
and spoken word are relatively more popular. Of note are the results for holiday,
religious, and soundtrack music. Contrary to other genres, activity markedly de-

creases during a freeleech. In fact, this is an artifact of observation and the timing
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of freeleeches: the data cover weeks through mid—December, when holiday and reli-
gious music are most popular, but freeleeches predominately occur before the holiday
season. For all other genres, freeleeches boost sharing activity.

The effects of a freeleech also differ by an album’s age. Table 4.8 compares sharing
patterns across albums by age and freeleech status. The table again presents results
for the full and matched samples separately. Coefficients are calculated relative to a
newly-released, non—freeleech album. I include a six-degree time polynomial, genre
dummies, and album-level fixed effects as additional controls.'®

The “Baseline” specification shows that albums are shared most at release, with
activity declining thereafter (mirroring the pattern in Figure 4.1c), and that activity
significantly increases during a freeleech. The decline in activity is slower for matched
albums, and the effect of a freeleech is somewhat smaller. Examining the “Age—
FL Interactions” specification shows that at every age, a freeleech increases sharing
activity, though the freeleech’s effect reaches its peak at about two weeks after release
in the matched sample. I speculate that for many new releases, activity is already high
and there are relatively few potential downloaders left to be attracted by a freeleech.

Freeleeches may have dynamic effects as well, through intertemporal substitution
or by increasing the supply of available music after a freeleech has occurred. If users
believe a freeleech will occur in the near future, they may decrease downloading now
in anticipation, and an active freeleech may cause users to download today when
they would have eventually done so at a later date. On the other hand, if a freeleech
increased downloading and those downloaders then shared the album in the following

weeks, this positive supply shock should increase activity in later weeks as album

16The “FL, Dummy” regressions from Table 4.7 and the “Baseline” regressions from Table 4.8 are
all from the same regression.
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availability increases. I test for each of these effects in Table 4.9 using the following

specification:

3
In(die) = > Brflavghippr + wy + a; + ei (4.1)

k=—3
where d;; is downloads of album ¢ in week ¢, fl_avgh; is average freeleech hours for
album 7 in week ¢, the w; are week dummies, and the a; are album fixed effects.!”

The results are stark for the full sample. I find no evidence whatsoever of freeleech
anticipation, but I do find a large positive concurrent effect and small positive lagging
effects. I find similar patterns in the matched sample, though the test’s statistical
power is low. I divide the albums into artist best-rank tiers (see Table 4.2) and
repeat the estimation, again with similar results. I conclude that there is no evidence
of anticipation, whatever substitution from future consumption occurs is outweighed
by the positive supply shock generated by the freeleech, and that the contemporary
effects of a freeleech are the most significant for our purposes.

These results shed light on how the file sharing network under study operates, and
how its users respond to the incentives presented by a freeleech. In Section 4.4, I draw
on these insights and use the merged dataset to estimate the effect of an exogenous

change in file sharing activity on legitimate album sales.

4.4 Estimating Causal Effects

Drawing on intuition from Section 4.1.1, Section 4.4.1 proposes an empirical frame-

work to estimate the net effect of private—network downloads on album sales. Section

17T depart from Poisson regressions here and use average freeleech hours instead of a freeleech
dummy to more accurately match the estimation strategy used in Section 4.4, so that the results
may be used as a test of common trends.
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4.4.2 motivates the instrumental variables approach used here. Section 4.4.3 presents

estimation results.

4.4.1 Empirical Strategy

I estimate the parameters of the following equation:
In(s;) =aln(sy_1)+0In (Jzt) + gy + T(w, t) + u; + € (4.2)

where s;; are sales of album ¢ in period t, ciit are exogenous downloads of album ¢
in period t, g; is a vector of genre dummies for album ¢, 7() is some function of
time t parameterized by the vector w, the wu; are album fixed effects, and the errors
€t ~ i1d(0, 0?).

As Section 4.1.1 suggests, the model should capture the ceteris paribus word—of—
mouth effects and capacity effects of downloading, controlling for other covariates.
In equation (4.2), @ measures the geometric decay of album sales observed in Figure
4.1. Through a word—of-mouth effect and market saturation, album sales begin high
and decay as consumers learn of the album, make a consumption decision, and leave
the market; see Figure 4.6. Other coefficients will therefore measure deviations from
this geometric sales trend.'®

The factor 0 measures the percentage change in sales due to a contemporaneous
percentage change in private—network file sharing: the elasticity of sales with respect

to private-network file sharing.'® However, a transient file sharing shock also affects

18 An alternative specification, which uses album age indicator variables to control for an album’s
life—cycle patterns instead of lagged sales, yields qualitatively similar results which are available
upon request.

19The log-transformation of sales and downloads is appropriate for two reasons. First, the ca-
pacity and word—of-mouth effects change the behavior of a share of the population, not a fixed
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later sales through s;;—; and «. In percentage terms, this effect will be less than
as the shock decays, but the corresponding effect in levels will be larger than what
0 alone would imply contemporaneously. For the remainder of the analysis, I focus
on ¢ as a measure of the contemporaneous elasticity and as an upper bound on the
lifetime elasticity of album sales with respect to file sharing.

I reiterate that the file sharing network I observe is not representative of aggregate
file sharing patterns. The network is small and private, so its behavior will likely dif-
fer from the large public networks that most file sharing occurs on. Strictly speaking,
then, & measures the effect of a private tracker’s file sharing activity on aggregate
album sales. File sharing activity here initiates a word—of-mouth effect that propa-
gates across the whole social network (not just the private sharing network), and the
capacity effect will be felt on public networks if downloaders share their files on these
other networks.?’

Specification (4.2) requires that downloads are not associated with unobserved
covariates of sales. Simply including all downloads in dys clearly violates this require-
ment. Marketing campaigns, album quality, or word—of-mouth effects from previous
consumption will all influence sales and downloads alike. To obtain consistent esti-
mates of §, I use instrumental variables to ensure that the variation in cfit is due solely

to shocks that do not influence album sales directly.

number of consumers, so estimated effects should be scale—free. Second, sales and downloads exhibit
considerable skew. The transformation greatly reduces that skew, and therefore the distribution of
€;¢+ should be much closer to Gaussian.

20Hammond (2014) provides some observational evidence that albums first appear on private file
sharing networks, but are made available on public networks quickly thereafter. In Section 4.5, I
determine what size of spillover is consistent with this paper’s results.
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4.4.2 Instrument Validity

I propose that freeleeches and shifts in file sharing wealth measures serve as suitable

instruments. Below, I specify exactly how these shifts are quantified.

Freeleeches

Freeleech status differs across albums and across time. Further, any given album
could be available for downloading in different file formats, each of which could differ
in their freeleech status. Table 4.6 lists various ways I am able to quantify freeleech
activity. The binary variable fl equals one if the album was on freeleech at all during
the week and zero otherwise, and the other measures provide more information by
counting the number of freeleech hours or available formats. These measures will
obviously exhibit a high degree of correlation, so not all measures can be employed
simultaneously.

It is important to understand the proposed chain of causation that comes from
using freeleeches as instruments here. An exogenous freeleech on one private network
will increase sharing and downloading activity on that network. Some of these files
will be re-shared on other networks, including large public ones, acting as a positive
supply shock for the aggregate file sharing environment. In other words, a price shock
in one part of the market (i.e., a freeleech on one private network) leads to a supply
shock in the rest of the file sharing market (i.e., increased file sharing in aggregate),
and this amplified supply shock is the one that directly affects the legitimate market

for music.



CHAPTER 4. MUSIC SHARING AND ALBUM SALES 117

Wealth Measures

As discussed in Section 4.1, the network imposes a sharing rule on its users and
bans them from the network if this requirement is not satisfied. Let UL and DL
represent the total data a user has ever uploaded (shared) or downloaded (received),
measured in gigabytes. I define a user’s ratio as % and her buffer as UL — DL.
Both measure how much more a user has given than she has received, the former
as a share and the latter as a quantity. The network’s sharing rule is formulated as
a minimum ratio requirement that varies slightly by user and can be mitigated by
actively offering files to share, but generally a user’s ratio should not fall below 0.6.
Thus I define a user’s minimum buffer as UL — 0.6D L, which is the quantity of data
she can download before the ratio requirement binds. I interpret a user’s ratio, buffer,
and minimum buffer as measures of her wealth or ability to download. Again, these
measures will exhibit some degree of correlation, but they do differ in salience and
relevance. The minimum buffer is the most accurate measure of how much a user can
freely download, but only the user’s ratio and requirement are prominently displayed
to the user. For each week in my sample, I observe the mean ratio and the medians of
the buffer measures. The mean ratio and median minimum buffer are graphed across
the sample period in Figure 4.5.

As noted above, the freeleech measures from Table 4.6, as well as the wealth
measures (ratio and minimum buffer), are highly correlated: the first three measures
in Table 4.6 all have correlations of 0.83 or higher among themselves, the last two
measures have a correlation of 0.85 among themselves, and the two wealth measures
have a correlation of 0.31. To avoid multicollinearity and over—fitting, I can only

employ a few of these instruments at any given time.
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These instruments are prone to a more serious problem than multicollinearity,
however, and one without a particularly clean solution: the majority of their vari-
ation is secular, not cross—sectional. The wealth measures are network aggregates
and do not change across albums for a given week, and the freeleech measures only
exhibit minimal variation across albums: the largest freeleech affected every album
on the network. Thus simple weekly dummy variables (a possible choice for 7(w, )
in equation (4.2)) would be highly collinear with these instruments. To overcome
this unfortunate characteristic of the data I have devised other measures of secular
variation. Instead of finding the one measure that yields the lowest p—value on ¢ and
trying to defend its “correctness”, I will present results for all of the possible secular
controls I can construct. These different measures will lead to broadly similar results,
so it is less likely that the relationships are a result of spurious secular correlation.

The results that follow include six different secular controls. The first three are
(1) week indicator variables, (2) a six—degree polynomial time trend, and (3) a hol-
iday season spline. The holiday spline equals zero for weeks prior to November and
counts weeks linearly thereafter to account for the holiday retail season. The indica-
tor variables and the polynomial have the advantages of generality and require few
assumptions, but are more likely to hamstring the available IVs in the dataset. The
spline is defined somewhat arbitrarily, but is informed by sales patterns in Figures
4.2 and 4.7 and has fewer parameters to interfere with the available IVs. For each of
these three measures, I also calculate the weekly album sales trend implied by each;

these conditional sales averages make up the second three controls I employ.?! Again,

21The weekly sales averages will yield functionally different instruments from the simple controls
themselves. Intuitively, regressing a variable on the simple controls will control for all secular
variation, but regressing on the average sales will only control for secular variation in sales. This
distinction is important for inference on other parameters.
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none of these measures is ideal, but the ideal measure does not exist in the dataset.

Each measure leads to broadly similar conclusions.??

First—Stage Regressions

Table 4.10 reports first-stage estimation results. The independent variable is the
logarithm of downloads, and the dependent variables are the possible instruments.
The first two columns give results by pooled regression, the next two include album
fixed effects, and the next eight include lagged values of the logarithm of sales (which
is a regressor in the second stage and therefore should be included in the instrument
matrix). Results are reported for all eight different secular control schemes.

Since many of the instruments are collinear, some coefficients may be insignificant
on their own. Table 4.10 reports p—values for tests of joint significance for all the
freeleech variables taken together, for the wealth measures together, and for the full
model; every test rejects the hypothesis of insignificance in the full specification.
These variables explain about 40% of an album’s variation in downloading across the
sample period.

The effects of these variables may differ across an artist’s sales tier, as defined
in Table 4.2. Table 4.11 presents estimates of each variable’s effects across different
sales tiers, as well as joint tests by tier and tests of effect equality across tiers (i.e.,
Chow tests). Each group, freeleech and wealth, is jointly significant within each
tier, but tests provide strong evidence that their effects differ across tiers (especially
for freeleech variables.) I take this heterogeneity into account in my second-stage

estimation in Section 4.4.3.

22For some secondary tests and alternative specifications, I only report results using the holiday
spline in the interest of brevity. Results for other measures are consistent with the ones presented,
and are available upon request.
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Freeleech Anticipation

If users of the file sharing network anticipate freeleech periods, their usefulness as
exogenous instruments would be questionable. For example, increased downloading
from a freeleech could simply be due to intertemporal substitution instead of file
sharing that would otherwise have not occurred. The data provide no evidence for
such a possibility, however. First, recall the estimation of equation (4.1), the results
of which are given in Table 4.9. The estimation finds no evidence whatsoever for
freeleech anticipation.

Equation (4.1) is formulated in the spirit of a common trends assumption test. To
further allay fears, I also test for anticipation in the first—stage relationship directly.
Table 4.12 shows first—stage regression results but with three forward lags of the
freeleech variables included as additional regressors. None of these forward lags has a
significant effect on file sharing activity, whether taken separately or grouped together,
but the contemporaneous variables remain highly significant. Given the results of
Tables 4.9 and 4.12 together, no evidence exists that users might anticipate freeleech

periods.

4.4.3 Results

To estimate (4.2), I employ the two-step system GMM variety of the Arellano-Bond
dynamic panel estimation technique.?® In the full specification, I include album fixed
effects, genre dummies, and the various secular controls described in Section 4.4.2.

File sharing downloads are instrumented by the album’s average hours on freeleech

23For a full description of the estimation technique and the software package used, see Roodman
(2006).
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and the median user’s minimum buffer.?* Table 4.13 reports results for total album
sales, Table 4.14 reports results for physical sales alone, and Table 4.15 reports results
for digital sales alone. I find that a transient (i.e., one—period) percentage increase
in private-network file sharing results in a 0.02% decrease in physical sales, a 0.04%
decrease in digital sales, and a 0.02% decrease overall. These results hold even when
different measures of secular controls are used, presenting a consistent picture across
specifications.

However, the small magnitude of these estimates may mask larger, opposing ef-
fects. As shown in Section 4.4.2; the effects of exogenous changes in the determinants
of file sharing differ by artist popularity, at least as measured by the tiers defined in
Table 4.2. It follows that exogenous changes in file sharing should also differ in their
impact on album sales. To investigate, I estimate the model using tier-download
interactions and report results in Table 4.16 for different sales categories and artist
tier definitions.

Elasticity estimates are considerably larger here, though some lack statistical sig-
nificance. This may be due to a true zero effect or a lack of statistical power, so I
interpret these results as weak evidence. With that caveat, I find that private—network
file sharing slightly decreases album sales for top-tier artists, and that the effect is
larger for digital sales. There is weak evidence for a positive effect of private—network
file sharing on sales for middle—tier artists, and no effect is consistently present for
lower—tier artists. These results suggest that the capacity effect defined in Section
4.1.1 may be stronger for well-known artists, while the word—of—mouth effect can play

a larger role for lower-ranked artists who are less well-known. Again, these results

24Results are similar for other instrument sets. I cannot employ all measures at once due to
over—fitting, as discussed in Section 4.4.2.


http:buffer.24

CHAPTER 4. MUSIC SHARING AND ALBUM SALES 122

are not definitive, but they do indicate that top—tier artists are consistently, modestly
harmed by file sharing.

Finally note that even though the Chow tests in Section 4.4.2 imply that first—
stage relationships vary by artist tier, I cannot use tier—specific IVs: tiers are obvi-
ously correlated with sales, and therefore tier—instrument interactions are not valid
instruments. Still, the second-stage results take first-stage heterogeneity into ac-
count because instrumenting relationships are not constrained to be identical across

tier—-download interaction terms.

4.4.4 Robustness

One might be concerned that even though a freeleech is a transient occurrence, its
effects may persist if word—of-mouth is slow to spread or if the within—network supply
shock in the weeks following new downloading is large. The common trends estima-
tion, given in Table 4.9, shows that whatever post—freeleech supply effect exists is
small in comparison to the contemporary effects, but a more direct test is warranted.
Table 4.17 estimates equation 4.2, but adds three lagged values of downloading as en-
dogenous, instrumented variables. I control for secular trends using a holiday dummy,
mirroring the sixth column in tables 4.13, 4.14, and 4.15. In all cases, the coefficient
on contemporary downloads is the same as the baseline case. For overall and physical
sales, no dynamic effect exists. For digital sales, a persistent effect of download-
ing is found, but I interpret these results with caution. The difference-in—-Hansen
test (reported as “H p—val” in the tables) returns a p—value close to one, which could
indicate an instrument proliferation problem in this class of estimation models (Rood-

man, 2009). Broadly speaking, however, evidence for a persistent dynamic effect of
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downloads is scant.

Another concern is that even if the instruments are valid and exogenous, their
effect may be contemporaneous with other trends in activity for certain kinds of music.
If so, then the final estimates will systematically overweight the influence of these
albums: downloads attributed to the freeleech may actually just occur because users
have a systematic preference for certain kinds of music. These effects will be especially
worrisome when trying to separate results across different kinds of music, such as
artist popularity. One way to test for such group effects is to use a shuffling test, in
which the freeleech data are randomly reassigned to different albums, new estimates
are obtained from the shuffled data, and are compared to those from the original
dataset.?> T carry out two different shuffling tests on the first-stage regression for the
various freeleech measures available: one shuffles across all albums indiscriminately,
and one shuffles only within artist best-rank tiers. Table 4.18 reports results.

First, note that the joint hypothesis that all freeleech variables are insignificant is
strongly rejected in the original sample, both for pooled estimates and across tiers. For
the shuffled sample, that hypothesis cannot be rejected at any reasonable significance
level. The p—values from these tests are reported as “FL Joint p—value” in Table 4.18.
Second, note that the estimates from the shuffled sample are significantly different
from the original estimates: the hypothesis of equality is strongly rejected for the
pooled sample and for all artist tiers. Given these results, I contend that the effects
of the freeleeches observed here do not systematically affect all albums independent
of each album’s freeleech status, nor are there systematic effects by tiers of artist

popularity that would alter the main estimates of interest.

251 thank an anonymous area editor for this helpful suggestion. Shuffling tests are often used to
tease out social influences by shuffling the connections in a social network; see Anagnostopoulos,
Kumar, and Mahdian (2008) for an example.
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4.5 Interpretation and Implications for Policy

The results provide evidence that music piracy on private networks has a statistically
significant effect on legitimate music sales. However, its economic significance is less
clear. An elasticity of 0.02 is quite small, but its effects could be large if amplified
throughout the whole market. Hence in this section I connect my results to other find-
ings in the literature for comparison. I also use a counterfactual exercise (eliminating

the week 15 freeleech) to demonstrate the policy implications of the results.

4.5.1 Amplified Effects: The Link Between Private and Pub-

lic File Sharing

The proposed mechanism behind the results is that additional file sharing activity
on private networks (such as the one under study here) spills over and augments the
sharing capacity on all networks, and that additional activity in aggregate affects the
entire market for recorded music. I observe activity on private networks and on sales,
but I cannot observe file sharing on other networks; i.e., in aggregate. Other work
has estimated the aggregate effects of file sharing on sales, however; the results of this
paper can provide indirect evidence on the extent of the private—to—public spillover
when those previous estimates are accounted for.

Table 4.19 lists five estimates of the elasticity of sales with respect to total piracy,
which imply an average estimate of about -0.13: a 10% increase in aggregate file shar-
ing leads to a 1.3% decrease in music sales on average. Table 4.13 reports estimates of
the elasticity of sales with respect to private—network piracy, with a median estimate

of -0.02 across specifications. To reconcile this estimate with the literature, it must
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be that the elasticity of total piracy with respect to privatenetwork piracy equals
0.15.25 In other words, a 10% increase in private-network piracy should increase total
piracy by 1.5%, which is evidence of a positive spillover if private sharing constitutes
less than 15% of total sharing. Even a small private-to—public spillover can there-
fore reconcile effects of the size estimated in this paper with previous results in the

literature.

4.5.2 A Counterfactual: Eliminating a Freeleech

To ground the results in concrete numbers and to better understand the importance of
the results for policy makers and for those in the music industry, I use the estimates to
outline a counterfactual: what if the sitewide freeleech in week 15 had not occurred??”
First, I use the first—stage estimates from Table 4.13 (using the holiday spline specifi-
cation) to predict downloads for each album during week 15, but with freeleech activ-
ity set to zero. The difference between this prediction and unconditionally—predicted
downloads equals the number of new downloads attributable directly to the freeleech.
I then use the second—stage estimates to infer the change in that week’s sales that
the procedure attributes to instrumented downloads for each album. Finally, I sum
the predicted change in sales over all albums and used the average retail album price
in 2008 to calculate the aggregate effect of the freeleech on sales and revenue in the
industry. I carry out this exercise for the full sample, as well as for Tier 1 and Tier 2
albums separately.?® Note that these calculations are fairly ad hoc; they should not

be taken as rigorous econometric evidence and are simply for illustrative purposes.

26This follows from —0.13 x 0.15 = —0.02.
27I thank an anonymous referee for suggesting this procedure.
28 As estimates for Tiers 3 and 4 are insignificant for overall sales, I omitted them in this exercise.
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Table 4.20 reports results.

As with the data themselves, the results exhibit considerable dispersion and skew.
Most albums are downloaded a few dozen times more, but a few albums experience
hundreds of additional downloads. The skew is most prominent for Tier 1 albums.
As a result, the change in sales are skewed as well, where some albums lose over a
thousand sales while others are relatively unaffected. There are considerable differ-
ences in how Tier 1 and Tier 2 albums change with the freeleech. Downloading is
relatively less responsive to the freeleech for Tier 2 albums, but sales are considerably
more responsive in Tier 2. Summing the pooled distribution implies that the freeleech
reduced that week’s sales by 94,216 albums total (4.1% of that week’s 2,322,575 ob-
served sales), while summing the tiers separately implies a sales reduction of 310,809
albums for Tier 1 and a sales increase of 539,657 albums for Tier 2, a net increase
of 228,848 album sales (10.3% of that week’s 2,219,644 observed Tier 1 and Tier 2
sales). Using a CD’s average retail price of $12.96 in 2008%, the pooled figures imply
an aggregate revenue loss of $1.22 million; while the tiered figures imply a $4.03 mil-
lion revenue loss for Tier 1 albums, a $7.00 million revenue gain for Tier 2 albums,
and a $2.97 million revenue gain on net. For context, note that in the same year, the
music industry reported $7.01 billion in revenue from album sales.3°

How should one interpret these back—of-the—envelope calculations? First, note
that the revenue changes are quite small when compared to the total revenue in the

industry, and that events such as the freeleech can only happen a handful of times

YFigures are sourced from Friedlander (2008). The average retail price is calculated as total
album equivalents divided by total revenue, where an album equivalent is one physical CD album,
one digital albums, or ten digital single downloads.

30T should note that this procedure is necessarily limited; the only reason the numbers listed in
Table 4.20 vary at all is because of the log—log specification of the model. Thus the results reflect a
scale effect to some degree, since a unit change in the log of downloads represents a larger quantity
for more popular albums.
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annually without significant increases in free riding on the file sharing network. A
few million dollars is a large amount of money, to be sure, but other forces are likely
more important determinants of industry revenue. However, the relevant figure of
comparison is the cost of intervention: if file sharing reduces revenue but policies to
combat file sharing are costly, are the policies worth the cost? The costs of enforcing
copyright policy are difficult to quantify, but are likely considerable if the goal is
to shut down a private file sharing network like the one studied here: one popular
private music sharing network, OiNK, was shut down only after a two—year joint
investigation by national and international industry groups, culminating in a series
of raids conducted by British police, Dutch police, and Interpol (BBC, 2007). It is
worth noting that following that shutdown, two new private music sharing networks
were up and running within two weeks (Fisher, 2007). One of these, what.cd, grew
larger than OiNK had ever been, and was active for nine years before being shut down
itself in a police raid and spawning at least three successor networks in the aftermath
(Van der Sar, 2016).

If network shutdowns are of limited long—term effectiveness and the costs of pri-
vate network file sharing are relatively small (at least as estimated here), then what
other policies might be more appropriate here? A single overarching policy will likely
be inadequate, since the effects of file sharing vary across albums. As noted above,
the heterogeneity of effects across artist tiers is striking. The counterfactual exercises
suggest that small reductions in the sale of more popular albums could be masking
increases in the sale of less popular albums, since top—tier albums account for the ma-
jority of overall sales. Another source of heterogeneity is the consumption method;

1.€., the purchase of a physical copy or a digital download. The results in this paper
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consistently show that whatever effects exist, they are of a larger magnitude for digital
consumption than for physical. A straightforward economic interpretation of these
results is that consumers are more willing to substitute between digital purchases
and digital piracy than between physical purchases and digital piracy. Effective pol-
icy must discriminate between these different effects. Below, I present some policy
suggestions that account for heterogeneous effects using two broad principles: first,
that deterrence efforts should concentrate on popular artists’ music; and second, that
digital consumption should be made easier.

To the extent that it is possible, policy makers and industry groups should focus
their efforts on the piracy of top—tier artists whose reputation is already established.
It is likely that piracy’s effects are negative here, so targeted piracy reduction is advis-
able. However, I urge caution when considering efforts to shut down entire networks of
file sharing, since this could have an adverse effect on mid—tier artists’ sales. Agencies
might decide not to pursue cases unless top—tier artists’ music has been pirated, or
might even consider releasing up—and—coming artists on file sharing networks them-
selves alongside a more traditional retail launch. Similar strategies have been used
occasionally by high-profile artists: Radiohead released “In Rainbows” online using
a pay-what—you—-want scheme, and Nine Inch Nails released “Ghosts I-IV” under
a copyright license that specifically permits free non—commercial distribution. This
paper’s results suggest that such schemes are not likely to lead to commercial success
for top—tier artists once their novelty has worn off, but that it might be helpful for
artists early in their careers.

Digital consumption of music should also be made easier and more convenient

to elicit substitution away from piracy. The widespread advent of streaming music
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services helps here, as it allows access to millions of songs digitally for a fee. However,
industry groups and record labels should be cautious about fragmentation. As a
record label or artist, it may be tempting to consolidate and start a distribution
platform of their own (e.g., Jay-Z’s TIDAL service or Garth Brooks’ GhostTunes),
or to make their music available only on a few streaming platforms (e.g., Taylor
Swift’s absence from the streaming service Spotify from 2014—17), but streaming
platforms are not only competing with each other for listeners. When faced with
a choice between a fragmented market requiring multiple subscriptions or using a
single unified file sharing network where all content is available, users may opt for
simplicity. Still, copyright holders are on one side of a two—sided market when deciding
which streaming platforms to license to, and committing to licensing to all platforms
reduces a record label’s bargaining power. Belleflamme (2016) notes that in two-
sided markets where one side multihomes (here, copyright holders license to multiple
platforms) and one side singlehomes (consumers typically use just one platform), the
“platform is in a monopoly position on the multihoming side.” In such a model, file
sharing networks compete with streaming platforms, but the networks do not have to
license content and users do not have to pay a subscription. Since consumers prefer to
singlehome, a copyright holder that licenses exclusively to one streaming platform is
at greatest risk of losing customers to piracy. One solution might be to grant licenses
rights through umbrella industry groups like the RIAA and demand that streaming
platforms license to everyone under that umbrella, monopolizing the supply side of
the platform and increasing the likelihood that consumers will singlehome with a
streaming platform rather than a file sharing network. This monopolization also

allows the copyright holders to charge higher licensing fees for less popular artists
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that the streaming services would otherwise reject. If file sharing increases demand
for these artists’ music, as the results of this paper suggest, price discrimination in
licensing royalties can be structured to amplify the positive effects of file sharing and

mitigate the negative ones.

4.6 Discussion

Private file sharing networks present unique concerns when studying the relationship
between piracy and legitimate sales. These private networks facilitate a small share
of total file sharing, but their reliability, quality standards, and policing of free riding
allows them to punch above their weight. Law enforcement agencies and industry
groups exert considerable effort to curtail and eliminate private file sharing networks,
but there is relatively little available evidence on how these networks affect the legiti-
mate market for music. This paper combines a unique, album-level dataset obtained
from one of the most active private music file sharing networks at the time, combines
it with retail sales data, and uses exogenous variation in the sharing capacity of users
on the network to understand how file sharing occurs in this environment and how it
might affect the legitimate market.

I find that private file—sharing networks behave much like a market; users indeed
respond to incentives akin to price and wealth shocks. During periods in which users
are credited for sharing music but not debited for receiving music (a freeleech), users
increase downloading activity significantly as would be expected if a good’s price was
drastically reduced. After such periods, when users have accumulated excess sharing
credit and have more content on offer to share, activity is significantly higher than

baseline and the effect decays over time as users spend down their wealth.
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I also find that private network file sharing has a statistically significant effect on
the retail market for music. Additional file sharing activity has a negative effect on
album sales, and the effect is larger for digital sales than for physical sales. I attribute
the difference to a higher willingness to substitute digital piracy for digital purchases,
rather than physical purchases. However, the effects differ for artists of different
quality and popularity. Top—tier artists’ sales decrease, while mid—tier artists’ sales
actually increase with additional file sharing activity. The magnitude of these effects
is larger for digital sales, as before. These results are consistent with the combination
of a capacity effect, in which file sharing activity subsequently increases users’ supply
of shareable files and a substitution away from retail markets, and a word—of-mouth
effect, in which file sharing increases awareness, decreases quality uncertainty, and
therefore increases demand in all markets. Thus for artists whose reputation is already
established (i.e., top—tier artists), the capacity effect dominates the word-of-mouth
effect and the overall change is negative, while up—and—coming artists stand to gain
more from increased word—of-mouth. These hypothesized effects closely mirror the
direct substitution and sampling effects already documented in the literature, but the
capacity and word—of-mouth effects proposed here are the culmination of a chain of
effects that propagates as files are shared across the mesh of public and private file
sharing networks. Because of the infinitely replicable nature of digital goods, changes
in one small corner of the file sharing market can influence the market as a whole.
The results of this paper are consistent with a private-to—public spillover elasticity
of 0.15, a relatively inelastic spillover response.

It is interesting to note how the effects found here parallel those found in studies

of digital streaming services for music and for piracy of other media. For instance,
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Hiller (2016), using data that are contemporary to this paper’s, finds that a music
video’s presence on YouTube may reduce album sales for chart-topping albums, but
that a “promotional” effect similar to the word—of-mouth effect here may moderate
reductions to sales for lower-ranked albums. Kretschmer and Peukert (2014) also
find evidence of countervailing “promotional” and “displacement” effects in a similar
market. And Peukert, Claussen, and Kretschmer (2017) find that a negative capacity
shock for pirated movies led to an increase in box office revenues for movies with a
wide release but a decrease in revenues for more limited-release movies, reflecting
the greater importance of word—of-mouth for these less—popular offerings. These
conclusions are paralleled in the results of this paper: increased file sharing capacity
lowers sales more for top—tier artists, but increased word—of-mouth may offset such
decreases for less—popular artists.

I present a few suggestions for policy makers and industry groups to consider as
they address file sharing’s effects on the legitimate market, guided by two general prin-
ciples: first, any attempts at file sharing deterrence should focus on top—tier artists’
music; second, digital consumption should be made easier to facilitate substitution
away from file sharing. I caution against attempts to destroy whole file sharing net-
works, as the benefits of doing so could also destroy positive effects of file sharing and
may not be worth the cost. It is worth experimenting with providing albums directly
to the file sharing networks themselves to see if the benefits of file sharing could be
directly harnessed. Finally, a fracturing of the market for music should be avoided
if at all possible. Consumers are hesitant to use more than one music platform, and
file sharing can be viewed as a music platform where all content is available and the

only costs are non—monetary. Music copyright holders should consider joint licenses
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to music platforms instead of exclusive arrangements, which increases their bargain-
ing power vis—a—vis the music platforms’, and can facilitate royalty fee structures to
amplify the benefits of file sharing and mitigate the costs.

Piracy affects markets for all media that can be digitized, and the mechanisms
proposed here are not unique to the market for music. Structurally similar file shar-
ing networks exist for film, television, academic textbooks, and more. Further, these
markets all rely on the perceived quality of the good as spread between customers
through word of mouth, so the capacity and word—of-mouth effects could be impor-
tant factors in these markets as well. Further work is needed to quantify the nature
of the sharing—sales relationship in each of these markets, but this paper provides in-
sight into what economic forces might be at play, how they might break down across
different classes of goods, and the economic significance of their effects. If similar re-
sults hold in these markets, the lessons learned by policy makers and industry groups

could be applied to these markets as well.
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4.A Tables

Table 4.1: Summary Statistics for Music Sales

Statistic Mean Percentiles Skew
25th  50th 75th
Total Sales 45596 2,714 11,427 38,687 94
Log Total Sales 9.3 7.9 9.3 11 27
Weekly Sales 4,552 1,202 1,667 2,771 12
Log Weekly Sales 7.7 7.1 7.4 7.9 2.2
Digital Share 19% 22%  94%  24% 2
Weeks on Chart 149 6 30 177 2.4
Number Sales 131,087,702
Mean Weekly Sales 195,910
Albums 2,875
Artists 1,793

Table 4.2: Division of Albums into Sales Tiers

Best—-Rank Tiers Mean—Rank Tiers
Tier | Best Rank Albums Share | Mean Rank Albums Share
1 1-103 1,113 39% 1-202 536 19%
2 104-329 698 24% 204-426 976 34%
3 330-639 573 20% 427663 820 29%
4 640 + 491 17% 664 + 543 19%
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Table 4.3: Summary Statistics for Downloads

Statistic Mean Percentiles Skew
25th  50th  75th
Total DLs 26 3 7 19 30
Log Total DLs 2 1.1 1.9 2.9 5]
Weekly DLs 1.3 A5 37 .89 81
Log Weekly DLs -.95 -1.9 -99 -12 46
Number of DLs 5,099,397
Mean Weekly DLs 195,910
Albums 264,672
Active Albums 195,164

Statistics are calculated for albums with at least one download.

Table 4.4: Albums on Freeleech by Sample

Week Full Sample Merged Sample
Share Avg. Hours  Share Avg. Hours
13 0.6% 6.1 0.3% 7
14 100% 19.5 100% 52.3
15 100% 80.6 100% 222.4
20 0.8% 7.2 2.0% 6.3
21 2.1% 7.4 4.6% 7.9
Others None

The full sample includes all albums available on the network,

while the matched sample includes only albums with

successful matches in the retail sales data.
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Table 4.5: Summary Statistics for Matched Albums

Statistic Mean Percentiles Skew
25th  50th 75th
Total DLs 360 36 126 369 5.8
Log Total DLs 4.8 3.7 4.9 5.9 -.28
Total Sales 57,085 3,591 17,593 49,386 8.3
Log TotalSales 9.6 8.2 9.8 11 1
Number of DLs 773,787
Number of Sales 122,675,525
Albums 2,109
Match Rate, DLs 1.1%
73.4%

Match Rate, Sales

Table 4.6: Various Freeleech Measures

Variable

Description

fl
flpct
fl_avgh

Freeleech dummy
Share of formats on freeleech
Average format—hours on freeleech

flosum

flh

Number of formats on freeleech
Number of format—hours on freeleech
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Table 4.7: Relative Likelihood of Weekly Downloads by Genre

137

Full Sample Matched Albums

Genre Genre-FL Interactions Genre-FL Interactions
FL Dummy FL Dummy
No FL FL No FL FL

Decades (eg: 80s) 1.21%* 1.05%* 3.22% 1.00 0.82%** 251
Alternative 1.12%* 1.01* 2.50" 0.80*** 0.74* 1.29**
Rap, Hip-Hop 0.86*** 0.76** 1.57* 0.83** 0.77 1.11%
R&B, Soul 0.92*** 1.01 0.88** 0.73% 0.73% 0.94*
Rock 0.90*** 0.90* 1.10%* 0.89*** 0.85%* 1.12%*
Pop, Dance 1.11% 1.09*** 1.19* 1.14%* 1.09* 1.48**
Country 0.89*** 0.80* 2.03" 0.85%* 0.69** 1.58**
Religious 0.68*** 0.72% 0.19* 0.56** 0.60*** 0.11**
Holiday 16.73** 16.69*** 2.87 13.43* 12.89** 3.54*
Classical 0.81*** 0.51** 1.32% 1.34*** 0.93* 241
Soundtrack 0.78"* 0.77% 0.65** 0.60* 0.72% 0.57*
Spoken Word 1.02 0.93 3.04*+* 1.68** 1.39* 6.21***
Metal 1.44% 1.34*** 3.49* 1.71%* 1.59% 2757
Electronic 1.01 0.85%** 1.82%* 1.05%* 1.04** 1.41%
Jazz, Blues 1.00 0.88*** 210" 1.19%* 1.12% 1.70**
Cultural 1.67* 1.47% 2.65"** 0.71** 0.62%* 0.67**
Children 1.22% 1.03 0.94 0.96 0.83 1.26
Ambient 0.98*** 0.93* 1.37* 0.94* 0.94* 0.75%*
Time Trend Yes Yes Yes Yes
FL Dummy Yes No Yes No
Age Controls Yes Yes Yes Yes
User Buffer Yes Yes Yes Yes
Fizesize Yes Yes Yes Yes
AlIC 1.05x107 1.09x 107 780,350.63 807,732.56
Observations 4,266,217 4,266,217 47,291 47,291
Groups 194,200 194,200 2,105 2,105

Exponentiated coefficients; p-values omitted for brevity

fp<.l, " p <05, p< .01
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Table 4.8: Relative Likelihood of Downloads by Freeleech Status and Age

Full Sample

Matched Albums

Album Age , AgexFL | AgexFL

Baseline Baseline

No FL FL No FL FL

Release Week 1f 1f 6.39*** 1f 1f 1.12%**
Age =1 0.52%** 0.80*** 1.04*** 0.93*** 0.98** Q.77***
Age = 2 0.5&*** 0.70** 2.03*** 0.76*** 0.70** 1.57***
Age =3 0.41*** 0.48** 1.26™** 0.56*** 0.53** 1.07***
Age =4 0.35*** 0.40*** 1.15*** 0.43*** 0.39** (0.82***
Age =5 0.32%** 0.36™* 1.10*** 0.35*** 0.32***  (.73***
Age =6 0.30*** 0.34**  0.96*** 0.34*** 0.32***  (.52***
Age =7 0.27*** 0.29** (.92*** 0.28*** 0.24** (.48
Age =8 0.32%** 0.35** (.93*** 0.29*** 0.26™*  0.40***
Age =9 0.28*** 0.31** (0.95*** 0.26™** 0.23**  (0.51***
Age = 10 0.24*** 0.25** (.97 0.26*** 0.22***  (.53***
Age > 10 0.20*** 0.20**  1.04*** 0.18*** 0.15**  0.63***
FL Dummy 4.60*** 3.25%**
Size in MB 1.00*** 1.00*** 1.00*** 1.00***
Time Trend Yes Yes Yes Yes
Genre Effects Yes Yes Yes Yes
AlIC 1.05x 107 1.05x 107 780,350.63 758,759.40
Observations 4,266,217 4,266,217 47,291 47,291
Groups 194,200 194,200 2,105 2,105

Exponentiated coefficients; p-values omitted for brevity

*p<.1,* p< .05, *** p<.01; T reference category
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Table 4.9: Leading and Lagging Effects of Freeleech Activity on Downloading

Full Sample

Matched Sample

Avg. FL Hours

Artist Best—Rank Tiers

All All
Tier 1 Tier 2 Tier 3 Tier 4
t+3 0.00 0.05 0.05 0.05 0.05 0.06
(0.97) (0.50) (0.48) (0.49) (0.47) (0.45)
t+2 -0.01 0.01 0.00 0.00 0.00 0.01
(0.32) (0.94) (0.98) (0.99) (0.98) (0.94)
t+1 -0.00 0.01 0.01 0.01 0.01 0.01
(0.75) (0.87) (0.89) (0.91) (0.88) (0.92)
t 0.28*** 0.13% 0.12% 0.12% 0.12% 0.13*
(0.00) (0.11)  (0.12) (0.12) (0.13) (0.10)
t-1 0.08*** -0.10  -0.10" -0.10" -0.10% -0.10*
(0.00) (0.20) (0.19) (0.19) (0.19) (0.18)
t-2 0.02*** 0.07* 0.07* 0.07* 0.07* 0.07*
(0.00) (0.07) (0.07) (0.08) (0.07) (0.05)
t-3 0.01*** 0.05** 0.05 0.05* 0.05" 0.05**
(0.00) (0.05) (0.05) (0.06) (0.05) (0.04)
Week Controls Yes Yes Yes
Observations 993,174 13,236 13,236
Groups 162,131 1,383 1,383

p-values in parentheses

Tp<2,*p<.1,* p<.05 *** p<.01
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Table 4.12: Test of User Anticipation of Freeleeches

Freeleech or Wealth Measure

Timing fl fiipet  fllavgh  flisum — flh Ratio  Buffer
t 0.11 0.11  0.03* -0.02  0.00 -0.23*** 0.05***
(0.55) (0.87) (0.01) (0.77) (0.29) (0.00)  (0.00)
t+1 -0.07  -0.26  -0.01 0.09  -0.00
(0.72) (0.79) (0.80) (0.31) (0.51)
t+2 -0.10  -0.25 0.01 0.10  -0.00
(0.59) (0.77) (0.52) (0.26) (0.19)
t+3 -0.01  -0.14 0.01 0.04*  -0.00
(0.92) (0.54) (0.67) (0.09) (0.28)
Genre Controls Yes
Holiday Trend Yes
Lagged Sales Yes
FL Joint p-value 0.00
FL t+1 Joint p-value 0.63
FL t42 Joint p-value 0.87
FL t+43 Joint p-value 0.14
Model F-stat 245.17
Within-R? 0.44
Observations 14,915
Albums 1,514

p-values in parentheses: * p<.1, ** p<.05, *** p<.01

Joint p—values are from a test of group significance within a tier.
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Table 4.16: Estimation of Model with Artist Tiers.

Best Rank Tiers

Mean Rank Tiers

Overall Physical = Digital = Overall Physical Digital
Tier 1 DLs -0.12*  -0.12*  -0.15"* -0.08*  -0.05*  -0.10**
(0.02) (0.02) (0.00) (0.00) (0.05) (0.02)
Tier 2 DLs 0.31* 0.26* 0.50** 0.06 0.08" 0.17
(0.05) (0.09) (0.01) (0.19) (0.03) (0.16)
Tier 3 DLs -0.13 -0.04  -1.02* -0.05 -0.13 -0.33*
(0.60) (0.85) (0.00) (0.54) (0.12) (0.08)
Tier 4 DLs -0.57 -0.70 0.92 -0.06 0.09 0.42
(0.40) (0.26) (0.15) (0.68) (0.63) (0.15)
Lag Sales 0.88*  0.89**  0.82"** 0.93"*  0.92"*  0.86"**
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Total IVs 48 48 48 48 48 48
H p-val 0.22 0.21 0.05 0.47 0.27 0.04
Observations 16,800 16,787 15,537 16,800 16,787 15,537
Albums 1,580 1,582 1,464 1,580 1,582 1,464

p-values in parentheses: * p < .1, ** p < .05, *** p < .01

1Vs: fi_avgh, buffer, and those derived from lagged values of the dependent variable.

“H p—val” is the difference-in—Hansen test p—value from excluding fl_avgh and buffer.
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Table 4.17: Estimation of Model with Lagged Downloads

Overall Physical Digital
DLs -0.02%*  -0.02**  -0.04**
(0.00) (0.00) (0.00)

DLs, t-1 0.00  0.00  -0.03"
(0.48)  (0.99)  (0.01)

DLs, t-2 0.01 0.0l  -0.02*
(0.34)  (0.33)  (0.08)

DLs, t-3 0.0l  -0.01  -0.01
(0.23)  (0.23)  (0.36)

Lag Sales 0.91** 0.90**  0.91***
(0.00) (0.00) (0.00)

Genre Controls Yes Yes Yes
Holiday Trend Yes Yes Yes
Total IVs 24 24 24
H p-val 0.24 0.21 0.90
Observations 12,059 12,058 11,242
Groups 1,236 1,235 1,158

p-values in parentheses
p<.l, ™ p<.05 " p<.01
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Table 4.19: Estimated Aggregate Effect of Piracy on Sales

Source Detail Estimate
Waldfogel (2010) Inferred; see footnote  -0.195
Rob and Waldfogel (2006) Inferred; see footnote  -0.130
Leung (2008) Table 11, CDs -0.040
Oberholzer-Gee and Strumpf (2007) Inferred; see footnote -0.00001
Blackburn (2006) Table 5, Average -0.28
Mean -0.127
Median -0.13

Waldfogel (2010): Combined data from Table 2 with estimates from

Table 5 for all; average over years.

Rob and Waldfogel (2006): See footnote 14 of Leung (2008).
Oberholzer-Gee and Strumpf (2007): See footnote 14 of Leung (2008).

Table 4.20: Effects of the Sitewide Freeleech in Week 15

Mean Percentiles Skew
95th  50th  75th
~ Pooled 7954 1319 3258 8397 6.0
g}(:jvlﬁ(if:ills Tier 1 9611 1522  39.37 9824  5.37
Tier 2 5745  11.34 2312 5526  2.58
_ Pooled -131.22 -109.34 -62.26 -44.97 -13.02
g;lzgge M Mier 1 74714 72405 -392.59  -229.48  -8.70
Tier 2 2619.69 1340.84 2133.19 3114.60 3.35
Pooled 718
Albums Tier 1 416
Tier 2 206
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4.B Figures

Figure 4.1: Sales as a Percentage of Best Week’s Sales
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Figure 4.2: Average Album Sales per Week
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Figure 4.3: The Average Downloading Life-Cycle of an Album
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Figure 4.5: Average Ratio and Median Buffer

0 o
Nl K
< ©
o | 0 O
-9
T
53 e
o g
- =
g s
o N J a
<™ °
g
q- —_
LS5
=k E
7 -
T T T T T T
0 5 10 15 20 25
Week of Sample
== === Average Ratio Average Buffer over Ratio 0.6
Figure 4.6: The Life-Cycle of a Matched Album
- —

.8
1

.6
1

4
1

Consumption Relative to Best Week
2
1

~-§'“~— "\

-10 0 10 20 30
Number of Weeks Available

Overall Sales = ==== Downloads




CHAPTER 4. MUSIC SHARING AND ALBUM SALES 154

Figure 4.7: Average Consumption of a Matched Album
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Chapter 5

Conclusions

The aim of this thesis is to demonstrate how agents’ IP choices can impact the
relationship between public policy or broad economic conditions and the creative
behaviors that ultimately drive new discoveries, improved products, and economic
growth. If IP choices are taken as given or as fully determined by industry norms
and secular trends without acknowledging the inherently strategic nature of these IP
instruments, their important role as an intermediary between policy and outcomes
will be overlooked.

Chapter 2 shows that when models examine IP and innovation as distinct choices,
firms may increase one at the expense of the other in response to changing policy
or industry conditions. I demonstrate one of the practical implications of this dis-
crepancy: the potential invalidity of citation—weighted patent counts as a measure of
innovative output. I show that this measure, used extensively in empirical studies
of innovation, knowledge spillovers, international trade, and long—run growth, is a
valid proxy if and only if the profit motive for innovation is complementary to or
dominates the protection motive that drives IP use per se. Otherwise, patent counts
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are generally invalid as a proxy for innovation. The resulting predictions therefore
depend on how a firm decides to use their patents: are they a vehicle for licensing
revenues from market competitors, or do they serve as a tool to guarantee a monopoly
and exclude competitors completely? Likewise, firms’ optimal IP strategies will de-
termine whether patent rights lead to monopolized markets or to increased market
entry, directly affecting the relationship between public policy and market outcomes.

When the intensity of potential price competition the firm would face in the mar-
ket changes, say because of relaxed trade barriers or an increase in the willingness of
consumers to substitute between rival products, the model predicts an inverse-U (or
possibly M-shaped) relationship between competitive pressure and observed patent-
ing, even as it predicts a decreasing or normal-U relationship between competitive
pressure and innovative effort. In other words, patent counts are generally invalid as
a proxy for innovative effort when examining the effects of changes in competition. I
test these predictions in Chapter 3 using the ubiquitous NBER patent dataset and
the Compustat database of publicly—traded U.S. firm financial statistics.

Using a common measure of industrial competitiveness, 1 show that citation—
weighted patent counts exhibit an inverse—U relationship with competition, as has
been found in many previous empirical studies and as is predicted by the model of
Chapter 2. However, I also find a negative relationship between firm R&D activity and
industry competition, which is less consistent with the predictions of other theoretical
innovation—competition models but does fit the predictions of the model here. The
discrepancy is hypothesized to be driven by the opposing incentives to innovate and
to protect innovations with IP. Because changes in the direct incentive to innovate

are largest when innovation is low (due to diminishing returns), and because a failure
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to innovate implies patenting is zero by definition, changes in observed citation—
weighted patent counts are dominated by the innovation effect at higher levels of
competition. In other words, the innovation effect masks the underlying relationship
between competition and IP usage per se at high levels of competition, but the IP—
competition relationship dominates at low levels of competition. Hence patent—based
measures of innovation coincide with R&D activity only on the downward-sloping
portion of the familiar inverse—U.

To more directly test this censoring hypothesis, I use zero—inflated estimation
methods to model innovative effort and patenting ex post of innovation separately.
As noted, a failure to innovate will add excess zeros to the observed distribution
of patenting outcomes; the estimates from these models show that this occurs most
often when competition is high and the likelihood of innovative success is low. These
results, as well as the ones from more conventional modeling techniques, are robust to
controlling for the potential endogeneity of competition, innovation, and IP usage. In
short, firms react strategically to changes in the competitive environment by changing
not only their innovation behavior, but also by changing their IP usage in ways that
cannot simply be accounted for by industry norms or secular trends. This nuance
directly impacts the most widely—used measure of innovation in empirical economics.

Chapter 4 turns our attention to copyright. In line with the “property rights”
conception of IP, copyright violation for recorded music is generally thought to dis-
place sales of that music in legitimate markets, and the principal empirical question
is simply, “How much?” Using exogenous shocks to the music sharing capacity on
a private—network music sharing website, I show that the size and direction of the

effect depends on what kind of music is being pirated and what sales format is being
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considered. Overall, the impact is quite modest, but the differences in effects across
artists and sales formats have important implications beyond the “how much” ques-
tion, implications for how copyright holders should utilize their IP and therefore how
the resulting market for music will be structured.

Music streaming platforms form a large segment of the market for recorded music,
and copyright holders must determine which platforms to license to, how to determine
licensing fees, and whether to vertically integrate in light of competition from rival
record labels. Since music piracy is quite difficult to eliminate, file sharing networks
will always exist as a potential alternative platform to legitimate streaming services;
IP strategies by record labels that would normally force consumers to “multi-home”
and subscribe to multiple streaming platforms, such as exclusive licensing or vertical
integration, may encourage them to “single-home” with music piracy instead. The
differential effects of piracy across artists and formats also imply that a uniform li-
censing royalty or requirements to license a label’s entire catalog may be sub—optimal;
price discrimination in royalty rates or cross—subsidization of up—and—coming artists
by well-established ones may be a better choice of IP strategy for copyright holders.
These strategies mediate the relationship between the strength of music copyright
and ultimate pricing outcomes, fragmentation, and balance of market power in the
two—sided market for music streaming services.

Intellectual property, whether patents, copyrights, or other forms, comprises rich
strategic objects, and these strategies play a crucial role in determining the relation-
ship between economic fundamentals and economic outcomes. Paying the attention
due to this intermediate link will enable more effective crafting of public policy and

a deeper understanding of how innovation and creativity occur in a market context.
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	Chapter 1 
	Introduction 
	Since the earliest inception of intellectual property (IP) law, its function has been to establish exclusive ownership and market rights, purportedly in the pursuance of new inventions and creations. The conceit of patent and copyright law in the United States is laid out in the Constitution explicitly: 
	Congress shall have the power... To promote the Progress of Science and useful Arts, by securing for limited Times to Authors and Inventors the exclusive Right to their respective Writings and Discoveries. (U.S. Const. art. I, §8, cl. 8) 
	The “exclusive” right mentioned is now understood to be a grant of monopoly rents, an incentive to create knowledge with the understanding that markets based on that knowledge will suﬀer from the distortions of monopoly behavior; the modern understanding is that IP is a devil’s bargain to enhance dynamic growth at the cost of static eﬃciency. 
	-

	When the Constitution was written, however, the contemporary understanding of 
	1 
	IP was much closer to that of the right to private property. James Madison writes of the above clause in The Federalist Papers 43 (Madison, 1788) that 
	The utility of this power will scarcely be questioned. The copyright 
	of authors has been solemnly adjudged, in Great Britain, to be a right of 
	common law. The right to useful inventions seems with equal reason to 
	belong to the inventors. 
	The public good fully coincides in both cases with the claims of indi
	-

	viduals. 
	Madison seems not to acknowledge the anticompetitive eﬀects associated with the establishment of a monopoly, but the undesirable eﬀects of market exclusivity had often been associated with patents in the past. Indeed, the term “patent” derives from the Latin word “patere” (“to lay open”), used to describe the letters patent issued by the English Crown in the 16th century. These letters were sent unsealed, as they were intended to be read by anyone (contrasting with letters close that were sealed and intende
	Therefore, to understand the economics of innovation and, more speciﬁcally, the economic policies aimed at enhancing the pace and quality of innovation, one must understand how the structure and eﬃciency of markets is shaped by intellectual property, how market actors choose to employ their intellectual property rights, and how consumers respond to the intellectual property rights asserted in the market. This 
	Therefore, to understand the economics of innovation and, more speciﬁcally, the economic policies aimed at enhancing the pace and quality of innovation, one must understand how the structure and eﬃciency of markets is shaped by intellectual property, how market actors choose to employ their intellectual property rights, and how consumers respond to the intellectual property rights asserted in the market. This 
	-

	thesis addresses research questions in that vein: how does the option to assert IP aﬀect our understanding of the role market structure plays in promoting innovation and creativity? 

	In the chapters to follow, I speciﬁcally focus on how ﬁrms, artists, and others decide whether to acquire IP rights, how to assert them, and how their actions endogenously determine market structure and outcomes. Too often, the eﬀects of this decision are overlooked in the chain of causation from IP law to market behavior: if a legal right is established, IP holders automatically assert that right; a stronger patent automatically implies a more proﬁtable monopoly; if piracy infringes a copyright, copyright 
	-
	-
	-

	Chapter 2 demonstrates how this distinction has a profound impact on the validity of the most widely used measure of innovative activity, patent counts. I theoretically model a ﬁrm’s decision to create an innovation and, separately, their decision to protect that innovation with IP. Because external forces, such as industry characteristics or policy regimes, can aﬀect the innovation and IP protection decisions diﬀerently, the model predicts that innovation measures based on IP usage, such as citation–weight
	Chapter 2 demonstrates how this distinction has a profound impact on the validity of the most widely used measure of innovative activity, patent counts. I theoretically model a ﬁrm’s decision to create an innovation and, separately, their decision to protect that innovation with IP. Because external forces, such as industry characteristics or policy regimes, can aﬀect the innovation and IP protection decisions diﬀerently, the model predicts that innovation measures based on IP usage, such as citation–weight
	-

	or average patent value, are useful proxies for how innovation responds to external inﬂuences. 

	Chapter 3 validates many of the predictions of the model of Chapter 2 empirically. I show that when competition in an industry increases, ﬁrms’ citation–weighted patent counts exhibit the well–known inverse–U pattern, as predicted, but their R&D expenditures generally decrease, even after accounting for potential endogeneity between competition and innovation. I use zero–inﬂated estimation methods, which distinguish between low innovation and low patenting conditional on innovation, to show that innovative 
	-
	-
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	Chapter 4 focuses on another common form of IP, copyright. The aim is to determine how violation of copyright in the recorded music industry aﬀects legitimate sales of that music. I quantify the eﬀects of private–network music sharing on aggregate album sales in the BitTorrent era using a panel of US sales and private–network downloads for 2,109 albums during 2008. Exogenous shocks to the network’s sharing constraints address the simultaneity problem. In theory, private–network activity could crowd out sale
	Chapter 4 focuses on another common form of IP, copyright. The aim is to determine how violation of copyright in the recorded music industry aﬀects legitimate sales of that music. I quantify the eﬀects of private–network music sharing on aggregate album sales in the BitTorrent era using a panel of US sales and private–network downloads for 2,109 albums during 2008. Exogenous shocks to the network’s sharing constraints address the simultaneity problem. In theory, private–network activity could crowd out sale
	-
	-
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	consistent with claims that word of mouth is stronger for lesser–known artists and that digital sales are more vulnerable to increases in ﬁle sharing capacity. I discuss policy implications and alternatives to costly legal eﬀorts to shut down private ﬁle sharing networks. I also describe how record labels may alter their IP licensing strategies in response to copyright infringement, and how those strategies could have signiﬁcant ramiﬁcations for the balance of power in the two–sided market for music streami
	-
	-


	Chapter 5 reviews the ﬁndings of these studies, relates them to the idea that market outcomes are an endogenous function of agents’ IP choices, and provides a closing discussion of the broader lessons learned. 
	My hope in carrying out this research is that I contribute to our understanding of how IP usage responds to other forces in the economy, that this understanding can inform better policy making and usage of the tools available to investigate the nature of innovation, and that future work in this area will beneﬁt from the insights here and see further because of it. 
	Chapter 2 
	Measuring Innovation with Patents when Patenting is Strategic 
	Innovation is generally understood as the key to economic growth and prosperity, but measuring the innovative activity in an economy is problematic. Spending on research and development, one possible measure, is only sometimes recorded by ﬁrms, and it is unclear to what extent that spending increases innovative output, as opposed to basic scientiﬁc knowledge (Nagaoka, Motohashi, and Goto, 2010). The Solow residual, the classic measure of aggregate technological change, comprises the empirical leftovers afte
	-
	-

	6 
	process of technical change.” 
	Adjusting patent counts by quality can alleviate some of the problems with using patenting as a measure of innovation, but other issues remain. Quality adjustments intend to adjust for the variation in the amount of innovation embodied by a patent, but one must assume that a marginal increase in observed patenting activity is driven by at least some increase in innovative activity. In this chapter, I show that this assumption only holds for certain empirical settings and is not true generally: external forc
	In this chapter, I present a two–ﬁrm model of innovation, intellectual property (IP) protection, and market competition. One ﬁrm, the Leader, exerts innovative eﬀort to create a new product with multiple components. If she is successful, she then decides which of those components to protect with IP and what forms of IP to use. I consider patents and trade secrets here, though these methods can stand in respectively for any formal or informal method of IP protection more broadly. Trade secrets determine the 
	In this chapter, I present a two–ﬁrm model of innovation, intellectual property (IP) protection, and market competition. One ﬁrm, the Leader, exerts innovative eﬀort to create a new product with multiple components. If she is successful, she then decides which of those components to protect with IP and what forms of IP to use. I consider patents and trade secrets here, though these methods can stand in respectively for any formal or informal method of IP protection more broadly. Trade secrets determine the 
	competition that ensues; I simply specify how much producer surplus is competed away through entry and how the remaining surplus is divided between the two ﬁrms. 

	One of the model’s core assumptions is that products are “complex”; a product comprises multiple components, each of which may be covered by its own IP. Thus a single product can be protected by many patents and many secrets, and ﬁrms must decide how many of which kinds of IP to use. Holding innovation ﬁxed, ﬁrms will change overall IP usage or substitute between IP methods in response to external inﬂuences. The ﬁrm’s incentives to modify its IP portfolio are a core mechanism of the model, and they are inde
	-
	-
	-
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	This chapter uses patents and trade secrets to study the trade–oﬀs and complementarities of formal and informal IP rights more broadly, and predicts when a ﬁrm will prefer a mixed basket of IP. By including alternative protection methods in the ﬁrm’s choice set, the model diﬀerentiates between forces that encourage protection generally and those that encourage patenting speciﬁcally. Thus ﬁrms will use both methods simultaneously because incentives to protect are high, not because of any inherent complementa
	-
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	The model yields three key insights into the patenting–innovation relationship. First, changes in the observed patenting behavior of a ﬁrm occur through two channels: the innovation eﬀect, which captures the incentive to innovate and earn market proﬁts from the innovation, and the protection eﬀect, which captures the incentive to protect those market proﬁts from competitors. Second, these two eﬀects can reinforce or counteract each other, so the observed response of patenting to a given external factor depe
	-

	As a speciﬁc example of these general results, I show how changing competitive pressure in an industry decreases a ﬁrm’s incentives to innovate while simultaneously increasing its incentives to protect the innovations that do occur: the propensity to invent decreases while the propensity to patent increases. Taken together, these two forces imply that observed patenting only matches underlying innovative output as a special case: in general, observed patenting is not a valid measure of innovation 
	As a speciﬁc example of these general results, I show how changing competitive pressure in an industry decreases a ﬁrm’s incentives to innovate while simultaneously increasing its incentives to protect the innovations that do occur: the propensity to invent decreases while the propensity to patent increases. Taken together, these two forces imply that observed patenting only matches underlying innovative output as a special case: in general, observed patenting is not a valid measure of innovation 
	when the competitive nature of an industry is changing. Quality–adjusted patenting performs slightly better but remains invalid generally. However, the ﬁrm’s average patent quality moves with underlying innovative eﬀort in all cases. 

	Generally, the choice of appropriate innovation metric depends on the fundamentals of the setting in question. The model and its implications suggest some guidelines for how to choose the most appropriate metric to capture the response of innovation to an exogenous factor. Does the factor inﬂuence incentives to use IP generally, or does it elicit a response in one form of IP (e.g., patents) speciﬁcally? Is IP protection generally used to appropriate proﬁt gains or to defend against proﬁt losses? Using one’s
	-

	Relevant Literature 
	This chapter contributes to three related bodies of research: the measurement of innovative activity, the relationship between innovation and competition, and the choice between various forms of IP. I will brieﬂy outline each here, but the interested reader should consult the more exhaustive review articles cited below. 
	First and foremost, the chapter reﬁnes our understanding of how patent statistics relate to the underlying rate of innovation that we wish to measure. Seminal work includes Pakes and Griliches (1980), Griliches (1981), and Pakes (1985), which relate a ﬁrm’s patenting to its research and development (R&D) spending and its market value. Scholars took stock of the contemporary knowledge in Griliches, Pakes, and Hall (1987) and Griliches (1990). The latter guided research in the following decades, noting that c
	First and foremost, the chapter reﬁnes our understanding of how patent statistics relate to the underlying rate of innovation that we wish to measure. Seminal work includes Pakes and Griliches (1980), Griliches (1981), and Pakes (1985), which relate a ﬁrm’s patenting to its research and development (R&D) spending and its market value. Scholars took stock of the contemporary knowledge in Griliches, Pakes, and Hall (1987) and Griliches (1990). The latter guided research in the following decades, noting that c
	and identifying Trajtenberg (1990) as a precursor. Citation–weighted patent counts became a standard way of adjusting the inﬂuence of a patent by the amount or quality of innovation inherent within it, and further work reﬁned the concept. Notably, Hall, Jaﬀe, and Trajtenberg (2005) validated the measure by relating citation–weighted patents to a ﬁrm’s market value. The authors also developed a method of correcting for “truncation bias” to account for the likelihood of unobserved future citations. For a more

	The measurement literature begins with the assertion that patents are a fundamentally sound proxy for innovative activity, and the bulk of research has attempted to reﬁne and improve this measure. In this paper, I urge caution by detailing when that fundamental assertion is not valid: observed patenting can move in the opposite direction from innovation and would thus not be a useful proxy. I propose a diﬀerent measure, average patent quality, which should be a useful alternative in the researcher’s toolbox
	-
	-

	A second broader literature explores the relationship between innovation and competition. One major strand of this research, usually attributed to Arrow (1962), argues that a monopolist would have less incentive to improve their product, since she lacks any market rivals. The other strand, beginning with Schumpeter (1942), argues that ﬁrms in competitive markets would not make enough proﬁt to recoup their innovation costs, so only ﬁrms with suﬃcient market power would innovate. Schumpeterian growth models a
	A second broader literature explores the relationship between innovation and competition. One major strand of this research, usually attributed to Arrow (1962), argues that a monopolist would have less incentive to improve their product, since she lacks any market rivals. The other strand, beginning with Schumpeter (1942), argues that ﬁrms in competitive markets would not make enough proﬁt to recoup their innovation costs, so only ﬁrms with suﬃcient market power would innovate. Schumpeterian growth models a
	-
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	one cohesive theory and predicts that competition and innovation have an inverse– U relationship (Aghion, Bloom, Blundell, Griﬃth, and Howitt, 2005). Others have observed that Arrow’s argument focuses on competition ex ante, while Schumpeter’s concerns competition ex post, so the apparent contradiction is a bit of a misunderstanding (Whinston, 2011). For thorough reviews of this large body of work, see Gilbert (2006), Shapiro (2011), and Peneder (2012). 
	-


	By considering the decision to innovate and the decision to use IP simultaneously, the model below presents a more nuanced view of the innovation–competition relationship. Here, competitive forces at the industry level inﬂuence a ﬁrm’s innovative output and, separately, its IP usage. Success in innovation then determines whether a new market is created, while IP usage determines the competitiveness of that new market.In other words, observed market competition is not directly causal for innovation, and comp
	-
	-
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	In this literature, the paper closest to the current one is de Bettignies, Gainullin, Liu, and Robinson (2016), which considers an upstream ﬁrm’s optimal innovative eﬀort and IP strategy (speciﬁcally, licensing agreements) in response to the intensity of downstream ﬁrm competition. Their paper ﬁnds, as mine does, that intensity of 
	Here, I identify an industry as a collection of related product markets, wherein ﬁrms in that industry could enter the markets relatively easily. Automotive ﬁrms could more easily enter the consumer electric car market than household appliance manufacturers could, for instance. 
	1

	Instrumental variables are sometimes used to purge this endogeneity; see Aghion, Bloom, Blun-dell, Griﬃth, and Howitt (2005) and de Bettignies, Gainullin, Liu, and Robinson (2016) as examples. 
	2

	competition in the industry has a U–shaped eﬀect on the ﬁrm’s innovative output, and also ﬁnds that the innovator’s optimal IP strategy elicits downstream entry when intensity of competition is low and downstream monopoly when intensity is high. These results mirror the predictions of this chapter, in which the innovating ﬁrm guarantees itself a monopoly when competitive pressure is high and allows rival ﬁrm entry when competitive pressure is low. However, de Bettignies, Gainullin, Liu, and Robinson study t
	A third literature examines the patent system as just one of many methods to encourage innovation and to appropriate its returns. In most cases, patents are seen as substitutes for other means of appropriation. Alternatives include trade secrecy (Friedman, Landes, and Posner, 1991; Arora, 1997; Z´abojn´ık, 2002; Denicol`o and Franzoni, 2004; Hussinger, 2006; Moser, 2012; Zhang, 2012; Png, 2017), product complexity (Henry and Ruiz-Aliseda, 2016), and lead time (Cohen, Nelson, and Walsh, 2000). However, surve
	A third literature examines the patent system as just one of many methods to encourage innovation and to appropriate its returns. In most cases, patents are seen as substitutes for other means of appropriation. Alternatives include trade secrecy (Friedman, Landes, and Posner, 1991; Arora, 1997; Z´abojn´ık, 2002; Denicol`o and Franzoni, 2004; Hussinger, 2006; Moser, 2012; Zhang, 2012; Png, 2017), product complexity (Henry and Ruiz-Aliseda, 2016), and lead time (Cohen, Nelson, and Walsh, 2000). However, surve
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	2008; Belleﬂamme and Bloch, 2013; Graham and Hegde, 2014). The distinction between IP and innovation, crucial to the results of this chapter, features in many of the papers cited above: e.g. Moser (2012) ﬁnds that many inventors who cannot patent eﬀectively will nevertheless invent and rely on informal protection methods. Insights from the IP choice literature shape policy recommendations; see Hall (2007) and Shapiro (2011). For an extensive discussion of the choice between formal and informal intellectual 
	-


	The patent system is not perfect, and clever use of patents allows for more than just a straightforward guarantee of monopoly. Often the mere threat of a patent lawsuit is enough to deter competitor entry, even if the validity of the patent is suspect (Lerner, 1995; Anton and Yao, 2004; Anton, Greene, and Yao, 2006). Other strategic complications abound, such as defensive patenting, patent pools, or patent thickets, each with its own body of work. These interactions, while important, are not the focus of th
	-
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	The chapter proceeds as follows. Section 2.1 outlines the theoretical model, Section 2.2 solves for equilibrium, and Section 2.3 presents important results. Section 
	-

	2.4 concludes. Appendix 2.A presents a technical foundation for the main model, and proofs can be found in Appendix 2.C. 
	2.1 Theoretical Environment 
	Consider a model in which a ﬁrm (the “Leader”, feminine pronouns) attempts to create a new product. If successful, she then decides how to protect it from competition. Once protection is established, a competitor (the “Follower”, masculine pronouns) may be able to enter the market. To enter, the Follower must gain suﬃcient knowledge of the product; only then can he enter the market if he wishes. Competition (or monopoly) ensues, and both the Leader and Follower receive payoﬀs. 
	-
	-

	The game occurs in three stages: Creation, Protection, and Entry. Figure 2.1 depicts each stage in sequence, with market proﬁts given at each terminus. In the Creation stage, the Leader attempts to invent a new product that consists of a continuum of measure N of components.She exerts innovation eﬀort e ≥ 0 at cost c · e and successfully creates a new product with probability φ(e). I assume φ(e) is an increasing, smooth, and concave function with φ(0)=0and lim φ(e) ≤ 1. If the 
	-
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	e→∞ 
	Leader employs more resources in the innovative process, she is more likely to succeed at creating a new product. Note that her eﬀort only improves the likelihood of creation; the quality and characteristics of the created product are taken as exogenous features of the product’s technology. 
	-

	If the Leader fails to innovate, the game ends. If she is successful, the Protection p of the product’s N components to patent, ns to keep secret, and leaves the remaining N − np − ns unprotected and fully disclosed. Patents enable litigation but cost f each in ﬁling fees, attorney retainers, etc. A larger collection of patents increases the value of legal action: in expectation, an entrant will pay the Leader damages (or negotiated licensing revenues) equal to 
	stage follows, in which the Leader then chooses n

	I use a continuum of components for simplicity; discretizing the number of components adds unnecessary complexity and leads to similar results. Products are complex; the model need not be. 
	3

	g(np) times the Leader’s proﬁts that are lost due to entry (a “lost proﬁts” approach).I assume that g(np) is an increasing, continuous, smooth, and concave function deﬁned on [0,N], with g(0) = 0. 
	4 

	p) should simply be an indicator function for np > 0: the existence of a single patent should be enough to win a court case. Instead, I model g(np) as a smoothly increasing function between zero and one, and I do so for two reasons. First, I allow for “weak patents” in the sense that the validity and breadth of any one patent is functionally uncertain until it has been tried in court, so that possessing more patents increases the probability of at least one of them being found valid. Second, a patent on a s
	One might reasonably assume that g(n
	5 

	Trade secrets reduce the likelihood that the Follower will learn enough to enter the market later in the game. The Leader pays s per component that she keeps secret, which represents the cost of non–disclosure agreements, the loss of eﬃciency from maintaining a “need–to–know basis” policy within a ﬁrm, or any costs associated with security.The Follower learns all patented and unprotected components with 
	6 

	Using a “reasonable royalties” approach, in which the court sets the royalty rate when lost proﬁts cannot be determined, yields qualitatively similar, but less clean, results. 
	4

	Indeed, the US Supreme Court established in Garretson v. Clark (1884) the precedent that patent infringement damages “must reﬂect the value attributable to the infringing features of the product, and no more,” a precedent that has been upheld by a variety of Federal court cases since (Schenk and Plumpe, 2015). This rule applies to both utility and design patents, as has been demonstrated recently in Samsung Electronics Co. v. Apple, Inc. (2016): “the relevant article...for arriving at a damages award...need
	5

	By law under 18 U.S.C. § 1839 (3)(A), a ﬁrm must have “taken reasonable measures” to keep the information secret in order for it to meet the legal deﬁnition of a trade secret, and these measures certainly have a cost. If the deﬁnition is met, the owner is aﬀorded legal protection against corporate espionage, but not independent invention or reverse engineering. Similar laws exist elsewhere, e.g. the Uniform Trade Secrets Act in Canada. For a micro–founded model of the costs of trade secrecy 
	6

	s secrets, which he must do in order to enter the market. The probability that the Follower learns all knowledge in a portfolio of secrets of size ns (and can therefore enter the market if desired) equals `(ns).I assume that `(ns) is a decreasing, continuous, smooth, and convex function deﬁned on [0,N], with `(0) = 1. 
	certainty but may not learn all n
	7 

	p,ns) and ends with the Follower’s learning process. If the Follower does not learn enough to M and the game ends. If the Follower does learn enough to enter, the game moves to the Entry stage and the Follower decides whether or not to enter the market. If he chooses not to enter, the M and the Follower’s payoﬀ is zero (the normalized value of his outside option). If the Follower does enter, however, then the two ﬁrms compete for shares of the available producer surplus. I deﬁne Δ as the loss in total marke
	The Protection stage begins as the Leader chooses an IP portfolio (n
	enter the market, the Leader earns monopoly proﬁts π
	game ends, the Leader earns monopoly proﬁts π
	8 
	those of the Follower equal (1 
	− 
	λ)(1 
	− 
	Δ)π
	9 

	through non–disclosure agreements and restriction of knowledge within the hierarchy of a ﬁrm, see Z´abojn´ık (2002). 
	I assume that knowledge of all components is necessary for entry, but all that is really required for the model is that the probability of learning enough to successfully enter is decreasing in ns, which `(ns) accomplishes. 
	7

	Note that I do not assume Δ > 0. Though it seems likely that entry will reduce aggregate proﬁts (e.g. Cournot), it is not inevitable (e.g. diﬀerentiated goods markets). 
	8

	This parameterization is ﬂexible and can accommodate many diﬀerent assumptions about the market’s structure. For instance, Cournot duopoly with linear demand and constant marginal costs 
	9

	1
	1
	1

	is captured by Δ =
	is captured by Δ =
	is captured by Δ =
	and λ =

	.

	9
	9
	2

	from entry equal 
	ΠL = λ(1 − Δ)πM + g(np)(1 − λ(1 − Δ))πM 
	ΠF = (1 − λ)(1 − Δ)πM − g(np)(1 − λ(1 − Δ))πM (2.1) 
	M 
	since (1 
	− 
	λ(1 
	− 
	Δ))π
	is the size of the Leader’s lost proﬁts.
	10 

	The above framework is concise, but it makes an implicit assumption about the nature of the product and its components. Speciﬁcally, I assume component independence: the patent or secrecy status of one component does not inﬂuence the protection that could be aﬀorded to another component via patent or secret. 
	-

	s, `(ns) is constant for all np. For a given np, g(np) is constant for all ns. 
	Assumption 1. For a given n

	This assumption could be violated in two ways. First, there could be direct knowledge spillovers between components: disclosing knowledge of one component could make other components easier to discover. Second, a secret component could have higher patent potential than some patented components, and removing this secret would increase g(np) because the Leader would swap it with a less eﬀective patent. Assumption 1 asserts that protection is additive, addressing the ﬁrst violation; and that patent potential i
	o the expected litigation outcome g(np) serves as a credible threat point for the Leader in licensing negotiations. The model thus captures both licensing and litigation outcomes. 
	10
	Here, both ﬁrms are risk–neutral, s

	g(np) and `(ns) to be primitives of the model. I assume that g(N) < 1, which implies that the Leader cannot be awarded 
	00
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	aggregate damages higher than her lost proﬁts, and that |g)| > and
	1−g(np) 00
	`
	(n
	s
	`
	0
	(ns)
	2 

	) > , which state that components are suﬃciently heterogeneous in patent 
	`(ns) 
	and secrecy potential and also act as suﬃcient–curvature assumptions, ensuring the Leader’s problem is strictly concave globally. 
	2.2 Analysis 
	I solve the model by backwards induction. I ﬁrst consider the entry decision of the p. I then consider the portfolio of IP chosen by the Leader and, lastly, the consequences of her choices for incentives to innovate. 
	Follower, conditional on full learning and a given patent portfolio n

	Entry 
	Conditional on learning all components, the Follower observes np and enters the market if his expected proﬁt is strictly greater than zero, which is true when 
	(1 − λ)(1 − Δ)
	(1 − λ)(1 − Δ)
	(1 − λ)(1 − Δ)
	ΠF = (1 − λ)(1 − Δ)πM − g(np)(1 − λ(1 − Δ))πM > 0 → g(np) < 

	1 − λ(1 − Δ) 

	. )= . Otherwise, is taken 
	So the Follower enters when the number of patents is smaller than some threshold 
	n
	p
	If such a threshold exists, it is deﬁned by g(
	n
	p
	(1−λ)(1−Δ) 
	np 

	1−λ(1−Δ) to be inﬁnite, or at least strictly greater than N. 
	11 

	e Follower must pay some ﬁxed entry cost F , say to innovate 
	11
	One could envision a model where th

	(1−λ)(1−Δ)
	(1−λ)(1−Δ)

	or build production capacity. In this case, g()= − (1 − λ(1 − Δ)) and the rest of 
	np
	F 

	1−λ(1−Δ) πM 
	the analysis is unchanged. 
	Lemma 1. The Follower enters the market if np <. The Leader enjoys a monopoly if np ≥ . 
	np
	np

	(1−λ)(1−Δ)
	(1−λ)(1−Δ)

	Note that if >g(N), then exclusion is impossible. And since g(N) < 1,
	1−λ(1−Δ) 
	a necessary condition for the ability to exclude is Δ > 0; i.e., if total proﬁts shrink due to entry: 
	Lemma 2. Exclusion of the Follower is possible only if the ﬁrms’ total surplus shrinks due to entry. 
	This result only follows because of the assumption that g(N) < 1: the Leader can never recoup all of her lost proﬁts through the legal system. While this is probably a reasonable assumption, there could be legal environments in which the Leader is able to recover more than what was lost. Further, environments exist in which entry increases surplus (i.e.,Δ < 0), such as markets with suﬃciently diﬀerentiated products. In these markets, if g(N) ≥ 1 the Leader would never exclude, regardless of whether Δ is pos
	negativ
	12 

	Incorporating the learning mechanism (and accounting for protection costs and p,ns) equals 
	Lemma 1), the Leader’s expected payoﬀ from an IP portfolio (n

	⎧ 
	`(ns)(λ(1 − Δ)πM + g(np)(1 − λ(1 − Δ))πM ) np <+(1 − `(ns))πM − npf − nss,
	np 
	⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪

	⎨ 
	ΠL(np,ns)= 
	⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
	⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪

	πM − npf − nss, np ≥ 
	⎩ 
	np 

	Using np = , a Leader will retain πM , but using np = − . will yield almost the whole surplus, which is larger than πM here by assumption. 
	12
	np
	np 

	p and ns to maximize ΠL. 
	In the Protection stage, the Leader chooses n

	Protection 
	Note that for any choice of np >, the optimal ns is 0 and a choice of is preferred. Thus if the Leader chooses to exclude, she does so optimally by choosing p,ns)=(, 0). If the Leader instead decides to allow the possibility of entry, she p,ns) to solve 
	np
	np 
	(n
	np
	chooses (n

	max πM − `(ns)(1 − g(np))(1 − λ(1 − Δ))πM − npf − nss 
	np,ns 
	np ≥ 0 np <
	np 

	subject to 
	ns ≥ 0 np + ns ≤ N 
	Note that here, the Leader is eﬀectively choosing a fraction (1`(ns)(1−g(np))(1− λ(1 − Δ))) of proﬁts to protect; call this the protection level. Given g(N) < 1 and the suﬃcient curvature assumptions, the problem is strictly concave globally and the ﬁrst–order conditions characterize an optimum. Rearranged, the ﬁrst–order conditions yield 
	−

	s f 
	s f 
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	MPp 
	MPp 

	. .∗ ∗ ∗ ∗ s + f = `(n )g 0(n ) − `0(n )(1 − g(n )) (1 − λ(1 − Δ))πMspsp
	. .∗ ∗ ∗ ∗ s + f = `(n )g 0(n ) − `0(n )(1 − g(n )) (1 − λ(1 − Δ))πMspsp
	(Sum) 


	= MPp + MPs 
	= MPp + MPs 
	where MPp,s is the marginal increase in the protection level from one additional patent or secret: 

	MPp = `(ns)g (np)(1 − λ(1 − Δ))πM 
	0

	MPs = `(ns)(1 − g(np))(1 − λ(1 − Δ))πM 
	0

	Equations (Ratio) and (Sum) deﬁne equilibrium, assuming entry is not forbidden. The Leader compares the payoﬀ from this optimal strategy to πM − f, the payoﬀ from exclusion, and then chooses the proﬁt–maximizing strategy. Incorporating equations (Ratio) and (Sum) into this comparison yields the set of equilibrium portfolios with entry (n ,n ) that are preferred to Exclusion, which are the ones that satisfy 
	np
	-
	∗ 
	p
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	∗∗ ∗∗ 
	f ≥ `(n )(1 − g(n ))(1 − λ(1 − Δ))πM + nf + ns (Entry) 
	spps
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	p

	Thus expressions (Ratio), (Sum), and (Entry) fully characterize the Leader’s problem, which is depicted graphically in Figure 2.2. Under entry, the optimal portfolio is given by the intersection of (Ratio) and (Sum), the dashed lines. If this point lies to the left of the solid curve, then (Entry) is satisﬁed and entry occurs, as it does in Figure 
	2.2. Otherwise, the Leader would exclude the Follower. In either case, conditions (Ratio), (Sum), and (Entry) characterize the unique equilibrium portfolio chosen by the Leader. 
	The condition that np + ns ≤ N can be depicted in Figure 2.2 by drawing a line from (N, 0) to (0,N). If the solution to equations (Ratio) and (Sum) lies beyond p + ns = N, but it is straightforward to show that the qualitative conclusions of the model will be the 
	The condition that np + ns ≤ N can be depicted in Figure 2.2 by drawing a line from (N, 0) to (0,N). If the solution to equations (Ratio) and (Sum) lies beyond p + ns = N, but it is straightforward to show that the qualitative conclusions of the model will be the 
	this boundary, then the Leader will choose some portfolio along n

	same.For simplicity, I make the following simplifying assumption: 
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	Assumption 2. The parameters of the model are such that np + ns ≤ N never binds. In other words, N is suﬃciently large. 
	Creation 
	Substituting the Leader’s optimal portfolio choice into her expected payoﬀ function ΠL yields her ex ante expected proﬁt from an innovation: 
	⎧ ⎨ 
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	∗∗ ∗∗
	πM − `(n)(1 − g(n))(1 − λ(1 − Δ))πM − nf − ns 
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	(2.2)
	⎩
	⎪⎪

	⎭
	⎪⎪

	πM − f 
	np

	which the Leader takes as constant in the Creation stage. She chooses optimal innovation eﬀort e to equate her marginal expected proﬁt from eﬀort with its marginal cost: 
	-
	∗ 

	φ(e )Π = c (2.3)
	0
	∗ 
	∗ 

	L 
	which immediately implies that innovation is increasing in Π
	∗ 

	L. 
	2.3 Results 
	With the model solved, I now determine how industry characteristics determine the Leader’s choice of IP portfolio, how they inﬂuence her incentive to innovate, and 
	timization problem yields two ﬁrst–order conditions. When np + ns ≤ N is slack, the conditions are identical to (Ratio) and (Sum). When the constraint does bind, one condition is a more general form of (Ratio) and the other is simply ns = N − np, which slopes downward just as (Sum) does. Condition (Entry) is unchanged, so the model makes the same qualitative predictions as the unconstrained version considered in the body of the paper. 
	13
	Solving the Leader’s constrained op

	the consequences for IP–based measures of innovation. I determine when diﬀerent classes of measures are valid generally, then demonstrate these eﬀects in the context of industry competition. Finally, I use the results to construct a guide for choosing a valid measure of innovation in a variety of models. 
	2.3.1 IP Portfolio Choice 
	Equations (Ratio), (Sum), and (Entry) map industry parameters into IP portfolio choices. These portfolios can be broadly classiﬁed as Empty (no protection is used), ), Concealment (only secrets are patents are used). In other words, the Leader chooses whether to exclude a potential entrant or to allow entry, and then how to protect her innovation should entry occur. I will principally consider the eﬀects of two industry characteristics, competitive pressure and incumbency advantage (deﬁned presently). 
	Licensing (only patents are used, but fewer than 
	n
	p
	used), Mixed (both patents and secrets are used), and Exclusion (
	n
	p 

	Since Δ equals the loss in proﬁts due to entry, I interpret it as a measure of the competitive pressure within an industry. If Δ is close to zero, for example, then market entry will leave ﬁrms’ proﬁts mostly intact. If instead Δ is close to one, then market entry will eliminate most of the ﬁrms’ proﬁts and market participants face increasing pressure to deter competitor entry. Similarly, λ measures the importance of incumbency advantage in the industry, whether it be due to brand loyalty, a lead time in pr
	Proposition 1 details how the industry parameters Δ and λ shape the Leader’s optimal IP portfolio. 
	1(Δ), λ2(Δ) and ΔBd(λ) such that for a given λ and Δ: 
	Proposition 1. There exist thresholds functions λ

	1. If Δ ≤ ΔBd(λ), then 
	(a) 
	(a) 
	(a) 
	if λ<λ1(Δ), the Leader chooses np ∈ (0,) and ns > 0 (Mixed); 
	np


	(b) 
	(b) 
	1(Δ),λ2(Δ)), the Leader chooses np =0 and ns > 0 (Concealment) 
	if λ 
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	(c) 2(Δ), the Leader chooses np =0 and ns =0 (Empty). 
	if λ 
	≥ 
	λ

	2. If Δ > ΔBd(λ), the Leader chooses np = (Exclusion). Further, 
	np 

	3. 
	3. 
	3. 
	ΔBd(λ) is a decreasing function with ΔBd(0) ∈ [0, 1] and ΔBd(1) = 0; 

	4. 
	4. 
	λ1(Δ) and λ2(Δ) are increasing functions with λ1(Δ) ≤ λ2(Δ). 


	Bd(λ) line divides the Δ–λ plane into Entry and Exclusion regions (a boundary, hence “Bd”). Entry occurs for lower Δ or λ, and Exclusion occurs for higher values. Under Entry, the λ1(Δ) and λ2(Δ) lines distinguish between diﬀerent kinds of portfolios: below λ1(Δ), 2(Δ), the Leader does not protect at all (Empty), and in between, the Leader uses only one kind of IP (Licensing or Concealment). 
	Figure 2.3 depicts the regions described by Proposition 1. The Δ
	the Leader uses both patents and secrets (Mixed); above λ

	The competitive nature of the industry determines the Leader’s portfolio choice. For industries with relatively little surplus loss from entry, protection is relatively weak, especially if there is a large incumbency advantage. But if entry destroys more surplus, protection increases as well. Eventually, the loss from entry is so great that the Leader will always exclude the Follower if able. 
	Note that, ceteris paribus, Licensing portfolios and Exclusion portfolios are qualitatively diﬀerent in their characteristics and eﬀects, even though both comprise p <in any Entry portfolio since a portfolio with patents will exclude the Follower (recall Lemma 1). But condition (Entry) implies a stronger statement: under entry, the magnitude of − np cannot be made arbitrarily small by adjusting the parameters s, f, Δ, or λ, so IP portfolios will not : 
	-
	patents alone. Obviously, n
	np 
	np 
	-
	np 
	smoothly transition between Entry and Exclusion.
	14

	Corollary 1. For a given set of functions g(·) and `(·), there exists .> 0 such that − np >. for any Licensing or Mixed portfolio. In particular, the diﬀerence cannot be made arbitrarily small by varying the parameters s, f, Δ, and λ. 
	np 

	Proposition 1 describes the Leader’s choice in the Protection stage, conditional on having successfully innovated. These choices will determine the expected proﬁt from innovation and the incentives to do so in the Creation stage of the game. Industry characteristics will therefore shape market outcomes through two channels: by altering IP portfolio choice should innovation occur, and by changing the incentives to innovate in the ﬁrst place. Since these two channels operate simultaneously, care must be taken
	-

	threshold created by Lemma 1. If instead, Δ and λ are suﬃciently uncertain to the Leader, then would be as well, and the comparative statics would smooth out. 
	14
	This result follows from the clear 
	np 

	ramiﬁcations of this simultaneity below. 
	2.3.2 Measuring Innovation with Observed IP Usage 
	Proposition 1 describes how the fundamentals of an industry directly inﬂuence a ﬁrm’s intellectual property usage. However, these fundamentals also inﬂuence that ﬁrm’s incentives to innovate, and therefore IP usage will only be a useful proxy for innovative output if changing fundamentals move both IP and innovation in the same direction. In general, such a relationship does not hold: innovation and IP usage can move in opposite directions. 
	The Problem with Weighted Patent Counts 
	The Leader’s expected innovation output φ(e ) is not generally observable, so we resort to measurements based on the Leader’s patenting np. However, np is not generally observable either: we only observe IP usage when innovation is successful. The expected value of observed patenting is therefore equal to φ(e )·np, which I denote n. If the goal is to capture the eﬀect of some external factor x on innovation, using observed patenting as a proxy, then innovation and observed patenting must move in the same di
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	When does (2.4) hold? Consider how observed patenting changes with respect to some industry or policy fundamental x: 
	se the term “observed patenting” to refer to the expected value of patenting, even though patenting will either equal zero or np for any given product ex post. 
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	is the elasticity of quantity i with respect to x. For observed patenting to accurately capture changes in innovation, it must be that the ﬁrst term either coincides with or is suﬃciently small relative to the second term: changes in ex–post patent protection cannot outweigh changes in the underlying incentives to innovate. In other words, the Innovation eﬀect must either coincide with or dominate the Protection eﬀect. 
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	Proposition 2. As some external factor x changes, observed patenting moves with innovative eﬀort iﬀ 
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	So for observed patenting to be a valid proxy for innovative eﬀort, the exogenous change must either inﬂuence patenting and expected proﬁts in the same direction, or the inﬂuence on expected proﬁts must be large relative to the inﬂuence on patenting. Furthermore, if diminishing returns to innovative eﬀort are severe (i.e., if φ(e) is highly concave), the proﬁt eﬀect must be even larger. Examples of each case are readily apparent: an increase in the cost of patenting (larger f) discourages patenting (ε< 0) a
	f 
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	so nis a valid proxy. However, an increase in the cost of keeping secrets (larger 
	so nis a valid proxy. However, an increase in the cost of keeping secrets (larger 
	p
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	s) encourages a substitution towards patenting (ε> 0) and increases the cost of appropriating returns to innovation (ε< 0), so nis an invalid proxy here; after a 
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	change in nondisclosure agreement law, for example, increased patenting rates would actually indicate a decrease in innovation. Here, another measure for innovation is needed. 
	Determining a Valid Metric for Innovation 
	p) as a patent–based metric, some function of the total number of patents a ﬁrm obtains to protect its innovation; this function need not be increasing. As above, the observed value of this metric equals φ(e )·µ(np), which I denote µ(np). Then µ(np) will be a valid measure of innovation when both move in the same direction in response to a change in some x: 
	Deﬁne a monotonic, nonnegative function µ(n
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	Deﬁnition 1. µ(np) is a valid innovation metric for x if 
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	for a given value or range of values of an exogenous variable x. 
	So under what circumstances would a given µ(np) be a valid metric? Again, consider how its observed value µ(np) changes with x: 
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	The innovation eﬀect is unchanged from (2.5), but now the protection eﬀect is modiﬁed by how the metric changes with patenting behavior (the “metric eﬀect”). µfor which µ(np) is a valid innovation metric: 
	Applying (2.6) to Proposition 2 gives conditions on ε
	n
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	p) is a valid innovation metric for x if either: 
	Proposition 3. µ(n

	1. εand εhave the same sign and εµ≥ 0; or 
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	2. εand εhave opposite signs and ε≤ 0.
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	In other words, if the protection eﬀect does not coincide with the innovation eﬀect, simply use a metric that reverses the protection eﬀect. The innovation and protection eﬀects are primitives of the model, but the metric eﬀect is the choice of the econometrician. Thus if the signs of the innovation and protection eﬀects are known, one can always use a metric whose derivative is of the appropriate sign.
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	What are some possible metrics for the econometrician to consider? The simplest 
	np np
	p)= np, with εµ = εn= 1. However, the metric in most common usage is quality–adjusted patent counts: since innovations vary in their quality and value, researchers usually try to weight patents p) measures the value of a set of patents to the Leader, and each patent in that set p) can be taken as a quality– Thus we can 
	metric is unadjusted patent counts: µ(n
	p 
	-
	by some measure of their quality, such as citations by future patents. Since g(n
	covers some innovative component of the product, g(n
	adjusted measure of the innovation embodied in a patent portfolio.
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	np
	at a metric’s accuracy is maximized if εµ = 0; that is true in the context of this model, but not generally. The model captures extensive changes in innovative output, not intensive changes in innovative quality, so it may still be advisable to have a metric with 
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	Given (2.6), it is tempting to say th
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	|εµ | > 0. Strictly speaking, g(np) measures the share of the product’s market value attributable to the 
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	εµ = ε= ∈ [0, 1]. Since ε≤ εn, quality–adjustment can mitigate 
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	g(np) g(np) g(np) 
	the protection eﬀect, but this may not be suﬃcient to make it a valid metric. 
	One other possible metric is average patent quality. Because patenting is costly, the Leader will choose to patent the most valuable components and will forgo lower– quality patents whose expected beneﬁts do not outweigh the cost. Thus the quality of the average patent decreases as the Leader’s patent propensity rises. Deﬁne average 
	np np 
	g(np) 
	g
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	patent quality as µ(np)= ≡ q(np); then εµ = εq = − 1 ∈ [−1, 0].
	np g(np)/np 
	Average patent quality is a valid innovation metric precisely when quality–adjusted patenting is not. 
	The framework proposed here requires knowledge of the signs of εand εfor
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	the context in question, and these values may not be readily apparent. Here, economic theory and intuition must serve as a guide. How does x impact the eﬀectiveness or cost of a patent or its substitute (e.g., trade secrecy)? Do we generally observe ﬁrms using strategies of Exclusion, in which IP is forcefully applied to eliminate entry, or do we see Entry strategies, in which IP is licensed or litigated and competition ensues? It is up to the researcher to determine which metric is likely to be appropriate
	patented components. Market value is not necessarily equivalent to technological value, but it is the closest proxy available in the model. A sizable body of work lends credence to this approach: see 
	e.g. Hall, Jaﬀe, and Trajtenberg (2005) and Trajtenberg (1990). 
	2.3.3 Measurement in Context: Competitive Pressure Δ To demonstrate the above results, consider the eﬀects of competitive pressure Δ on the incentives to innovate. Does the threat of competition foster innovation or stiﬂe it? As noted in the introduction, there is no strong theoretical consensus; the question is an empirical one, and the answer relies on how innovation is measured in practice. In the context of this model, I will show that competitive pressure and innovative eﬀort have a V–shaped relationsh
	innovation. Using an alternative measure, average patent quality, accurately captures the V–shaped relationship from the model. 
	Competitive Pressure, IP Usage, and Innovation 
	First consider how competitive pressure aﬀects the Leader’s ex–post IP portfolio choice. Conditional on successful innovation, competitive pressure on the Leader is an incentive to protect that innovation. But that pressure also discourages Follower entry, since entry shrinks the potential surplus. Therefore, higher Δ leads to more use of both kinds of IP until Exclusion becomes the more viable option, and further increases in Δ simply make Exclusion feasible with a smaller portfolio. 
	Proposition 4. Let ΔBd =ΔBd(λ) ∈ [0, 1]. Then: 
	1. 
	1. 
	1. 
	For Δ < ΔBd, the Leader uses an Entry portfolio and np and ns are increasing in Δ; and 

	2. 
	2. 
	For Δ ≥ ΔBd, the Leader uses an Exclusion portfolio and np = is decreasing in Δ. 
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	Next consider the eﬀects of competitive pressure Δ on the Leader’s ex–ante expected proﬁt Π, innovative eﬀort e , and innovative output φ(e ). With more com-
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	petitive pressure Δ, entry destroys more proﬁt and innovation is less lucrative, but protecting successful innovations with IP becomes more important. Once Exclusion occurs, more competitive pressure makes that Exclusion portfolio cheaper, increasing proﬁts and the incentives to innovate accordingly. 
	Bd, Π, and φ(e ) are decreasing in Δ.
	Proposition 5. For Δ < Δ
	∗∗
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	, e For Δ ≥ ΔBd, Π, and φ(e ) are increasing in Δ.
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	L, e 
	Propositions 4 and 5 cleanly illustrate the fundamental intuitions of the model. Bd; competitive forces in the Leader’s industry are fairly weak. Here, an increase in competitive pressure (i.e., Δ) increases the proﬁts destroyed by Follower entry, which has two eﬀects: ﬁrst, it increases the marginal return to blocking that s, and second, it increases the amount of lost–proﬁts damages awarded in a successful patent infringement lawsuit, which increases the marginal p. Thus increased competitive pressure inc
	Suppose Δ < Δ
	entry through secrecy n
	value of patenting n
	IP protection is imperfect here (i.e., `(n

	Bd; competitive pressure in the industry is relatively high. f to perfectly guarantee a monopoly. At the same time, the Follower’s market payoﬀs are shrinking as well, so his entry is more easily deterred. Further increases in competitive 
	Bd; competitive pressure in the industry is relatively high. f to perfectly guarantee a monopoly. At the same time, the Follower’s market payoﬀs are shrinking as well, so his entry is more easily deterred. Further increases in competitive 
	Now suppose Δ > Δ
	Now, the threat of competition is so large that the Leader is willing to pay 
	n
	p

	pressure reduce the Follower’s incentives to enter, making deterrence cheaper and . Since the Leader’s payoﬀs equal monopoly proﬁts minus the cost of deterrence f, and since that cost is shrinking, increased competitive pressure now increases the Leader’s net proﬁts from an innovation and therefore her innovative eﬀort. 
	decreasing patenting 
	n
	p
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	These forces highlight a key insight of the model: the strength and mechanics of Bd then IP protection is imperfect: secrecy does not guarantee exclusion, and patenting Bd, then IP protection is perfect: patenting fully protects the Leader from competitors for a ﬁxed cost. Patent protection can function in two ways, and the Leader chooses between them: if Δ < ΔBd, then patents are extractive, and if Δ ≥ ΔBd, patents are exclusionary. Thus in making her IP portfolio decision, the Leader is consciously choosi
	IP protection are endogenous, a choice of the Leader. In this example, if Δ < Δ
	does not fully recoup the Leader’s losses. If instead Δ 
	≥ 
	Δ
	imperfect and perfect protection, between extractive and exclusionary patents.
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	Figure 2.4 depicts Propositions 4 and 5 together, graphing both innovation φ(e ) and ex–post patenting np as functions of Δ. The curvature of φ(·) gives innovation a V–shape, while ex–post patenting rises, jumps up, and then falls. The discontinuity occurs at ΔBd, the value of Δ for which (Entry) is exactly satisﬁed. 
	∗

	Competitive Pressure and Measured Innovation 
	Propositions 4 and 5 show that ε∗ and that ε≤ 0
	Propositions 4 and 5 show that ε∗ and that ε≤ 0
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	all values of Δ. Proposition 3 thus implies that patent counts, quality–adjusted or 
	g implications of the model. For example, intensely competitive industries should comprise monopolized markets when ﬁrms can make use of IP. Direct lessons for our understanding of the innovation–competition relationship will be the subject of future work. 
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	These eﬀects outline other interestin
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	otherwise, will not be valid metrics in general. 
	Proposition 6 below details the speciﬁc relationship between observed patenting nand competitive pressure Δ. Here, an additional set of assumptions on g(np), `(ns), and φ(e) will prove useful for clarity in exposition. 
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	The economic content of Assumption 3 is that the diminishing returns to patentp, ns, or e. These assumptions are not required for other results in the paper; they only serve to simplify the results for Δ. I will not impose Assumption 3 unless explicitly noted and will detail their implications when used. 
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	ing, secrecy, and innovative eﬀort are nontrivial even at higher n

	Given Assumption 3, we can apply Proposition 2 to the x = Δ case. The results here will depend on the magnitude of the innovation eﬀect. In particular, the 
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	must hold if patent counts are to be a valid innovation metric for Δ: 
	Proposition 6. Let Assumption 3 hold. Assuming an Entry portfolio, 
	1. 
	1. 
	1. 
	if (2.7) holds at Δ=ΔBd, then there is a ΔEn < ΔBd such that patenting np is an invalid metric for Δ < ΔEn and a valid metric for Δ ∈ [ΔEn, ΔBd); 

	2. 
	2. 
	2. 
	if (2.7) does not hold at Δ=ΔBd, patenting np is an invalid metric for all Δ < ΔBd. 

	Assuming an Exclusion portfolio, 

	3. 
	3. 
	if (2.7) holds at Δ=ΔBd, then there is a ΔEx > ΔBd such that patenting np is a valid metric for Δ ∈ [ΔBd, ΔEx] and an invalid metric for Δ > ΔEx; 

	4. 
	4. 
	ifif (2.7) does not hold at Δ=ΔBd, patenting np is an invalid metric for all Δ ≥ ΔBd. 


	In words, observed patenting is only a valid innovation metric when Δ is close to the Exclusion threshold, and even then only if innovative output is suﬃciently responsive to additional eﬀort (recall Proposition 2). Next, I show how quality– adjusted patent counts perform. The key condition on the innovation eﬀect, the 
	analogue of (2.7), becomes 
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	Note that (2.7) is a stronger condition than (2.8); quality–adjusted patent counts improve performance, but the fundamental ﬂaw persists. 
	p) are a valid metric for more values of Δ than unadjusted patent counts np. 
	Corollary 2. Quality–adjusted patent counts g(n

	Speciﬁcally, let Assumption 3 hold. Assuming an Entry portfolio, 
	1. if (2.8) holds at Δ=ΔBd, then there is a Δ< ΔBd such that quality–adjusted 
	Adj 

	En p) is an invalid metric for for Δ < Δand a valid metric for 
	patenting g(n
	Adj 

	En 
	Adj 
	Δ ∈ [Δ

	En Bd
	, Δ
	); 

	2. 
	2. 
	2. 
	2. 
	if (2.8) does not hold at Δ=ΔBd, quality–adjusted patenting g(np) is an invalid metric for all Δ < ΔBd. 

	Assuming an Exclusion portfolio, 
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	4. if (2.8) does not hold at Δ=ΔBd, quality–adjusted patenting g(np) is an invalid metric for all Δ ≥ ΔBd. 
	Further, 
	5. if ΔEn exists, then Δexists and Δ< ΔEn; and 
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	6. if ΔEx exists, then Δexists and Δ> ΔEn.
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	In words, quality–adjustment can expand the valid range, but it cannot overcome the basic problems inherent in Proposition 3. Proposition 6 and Corollary 2 are verbose, so in Figure 2.5 I demonstrate the performance of unadjusted and quality– adjusted patent counts as innovation metrics here. Competitive pressure has a V– shaped relationship with underlying innovation, but observed patent counts only move Bd. 
	in the same direction as innovation for a small range of Δ around Δ
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	En and ΔEx are unique if they exist. Without these assumptions, ncould have multiple local maxima and minima. In such a case, patenting would be a valid measure of innovation only on certain segments of the function. Further, since Assumption 3 is a suﬃcient condition; the negation of these assumptions is necessary but is by no means suﬃcient to show that patenting is a valid measure of innovation for all values of Δ. 
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	Here, φ(e) is not too concave, so ΔEn and ΔEx exist, but this is not always the case, as Proposition 6 and Corollary 2 state. 
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	pis a valid innovation metric for all Δ. 
	Proposition 7. Average patent quality q(n
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	Figure 2.6 compares innovation and the three innovation metrics for various levels of Δ. The practical eﬀect of this metric is to reverse the protection eﬀect from equation 2.6 exactly when it contradicts the innovation eﬀect. Average patent quality q(np) has a V–shaped relationship with Δ, similar to movements in φ(e ). There is Bd, but it is systematically smaller than the discontinuity in the patent counts np and g(np). 
	∗
	a discontinuity at Δ

	2.3.4 Measurement in Other Contexts 
	In Section 2.3.3, I focused speciﬁcally on competitive pressure Δ, its eﬀects on unobserved innovative eﬀort, and how those diﬀer from the eﬀects on innovation as typically measured. I chose to highlight Δ because the competition–innovation relationship is economically important and because it cleanly illustrates when and how traditional innovation measures fail. However, traditional methods are still valid in certain situations; the proper choice of innovation measure must be informed by the economic conte
	-
	-

	In fact, Proposition 3 implies an intuitive method for determining a valid metric for a particular context (i.e., a given x) under consideration. If one can reasonably answer 
	In fact, Proposition 3 implies an intuitive method for determining a valid metric for a particular context (i.e., a given x) under consideration. If one can reasonably answer 
	two general questions about the context under study, one can choose an appropriate innovation metric for that context: 

	1. 
	1. 
	1. 
	Does x systematically aﬀect the cost–eﬀectiveness of patenting relative to other protection methods (e.g., trade secrecy)? 

	2. 
	2. 
	As x changes, does intellectual property serve to appropriate proﬁt gains or defend against proﬁt losses? 


	First, consider the relative cost–eﬀectiveness of patenting: 
	. 
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	p and ns, then the Leader will substitute towards patenting and away from secrecy in equilibrium, implying nwill increase. This change can be compared against the direct eﬀect of x on the Leader’s proﬁts Π
	If (2.9) increases as x rises for a given n
	p 
	∗ 
	∗ 

	L 
	to determine the appropriate innovation metric via Proposition 3. 
	Next, consider whether IP serves to appropriate proﬁt gains or defend against proﬁt losses. In other words, are IP and proﬁts complements or substitutes? 
	In an Entry equilibrium, the Leader’s IP choices retain a share ρ of the market proﬁts she would have lost without IP protection, where 
	ρ ≡ 1 − `(n)(1 − g(n)) (2.10) 
	s
	∗ 
	p
	∗ 

	and her revenue (gross of IP costs) equals 
	V (ρ, x)= πM − (1 − ρ)(1 − λ(1 − Δ))πM (2.11) 
	If IP serves to appropriate proﬁt gains, then ρ and x will be complementary for a proﬁt–increasing x; i.e., V (ρ, x) will be supermodular if IP appropriates proﬁt gains and x increases the Leader’s proﬁts. Similarly, V (ρ, x) will be submodular if IP defends against losses in proﬁts. Proposition 8 formalizes these claims: 
	∂Π∗ 
	Proposition 8. Assume an Entry equilibrium and that ≥ 0; i.e., that x is proﬁt–increasing. Then 
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	2. If x does not change the relative cost eﬀectiveness of patenting and V (ρ, x) is supermodular (submodular), then a metric with εµ > (<)0 is valid. 
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	∂Π∗ 
	The inequalities are reversed if x is proﬁt–decreasing; i.e., if ≤ 0. 
	∂x 
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	Proposition 8 provides a framework for choosing a valid innovation metric for 
	x. Suppose x is proﬁt–increasing, and that we have two available metrics: quality– adjusted patent counts, which has a positive metric eﬀect, and average patent quality, which has a negative metric eﬀect. The intuitive content of Proposition 8 is given by the following questions for any exogenous variable x: 
	1. How does a proﬁt–increasing x aﬀect the relative cost–eﬀectiveness of patenting? 
	• 
	• 
	• 
	Increases: use quality–adjusted patent counts. 

	• 
	• 
	Decreases: use average patent quality. 


	2. What role for IP does x emphasize? 
	• 
	• 
	• 
	Appropriation of proﬁts: use quality–adjusted patent counts. 

	• 
	• 
	Defense against proﬁt losses: use average patent quality. 


	These points are straightforward implications of Proposition 8. Since x is assumed to be proﬁt–increasing, a positive–eﬀect metric is appropriate when x increases patenting and vice–versa; if x is proﬁt–decreasing, simply invert the metric recommendations.. The last two points follow from the intuition behind supermodularity: if x increases proﬁts and elicits an increase in IP usage, the IP is by deﬁnition used to more eﬀectively appropriate those increased proﬁts; and if x elicits a decrease in IP usage, i
	-
	because the need for IP to defend against losses is no longer as compelling.
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	This framework still requires a prior understanding or beliefs about the setting in question. One must rely on existing evidence and economic intuition to choose the best innovation metric for their setting, and this choice is tantamount to a modeling assumption in one’s work. Because the ﬁrm’s IP strategy is a question of incentives, any use of a patent–based measure of innovation represents a fundamental modeling assumption about the nature and magnitudes of those incentives. 
	2.4 Discussion 
	Innovators must solve a two–faceted problem. How does one innovate? How should one protect that innovation from imitators and competitors? External forces and 
	e same intuitive framework continues to apply under Exclusion. Here, the Leader acquires perfect protection at cost f and revenue equals πM . Any increase in patenting is tantamount to a decrease in its cost–eﬀectiveness: more patenting is required to achieve the same level of protection. Thus if x aﬀects patenting, refer to 1b. If x does not aﬀect patenting, the protection eﬀect of (2.6) equals zero and so any increase in proﬁts immediately accrues to the Leader: 2a is a perfectly suitable decision rule. 
	20
	Proposition 8 assumes Entry; but th
	-
	np
	np 

	incentives shape the innovator’s answers to these two questions in related but distinct ways. Canonically, however, these questions are conﬂated: the existence of IP protection automatically implies an innovation exists, so changes in IP usage must correlate with changes in innovative output. In the extreme, patents are treated as a textual waste product of the innovation production process. 
	-

	But patenting is a strategic decision, inﬂuenced by the same contexts and forces that shape the decision to innovate. The model presented here distinguishes these two decisions and clariﬁes their relationship. Increased incentives to innovate will necessarily increase IP usage as well (the “innovation eﬀect”), but this increase could be mitigated or oﬀset completely if the post–innovation need for IP protection decreases (the “protection eﬀect”). These two eﬀects characterize the relationships between innov
	-
	-

	The model highlights a concern with patent–based measures of innovation: patenting rates can only be a good proxy for innovation if the protection eﬀect is small or coincides with the innovation eﬀect. This caveat is particularly apparent when studying how innovative eﬀort and IP usage relate to the threat of competition in an industry. Here, observed patenting will only correlate with innovation if competitive pressure is moderate and the returns to R&D do not diminish signiﬁcantly at high levels of invest
	-

	Fortunately, the model also suggests an alternative patent statistic that correlates better with innovation exactly when more conventional measures fail. Since a ﬁrm’s marginal patent will be of lower–than–average quality, their average patent quality correlates with their innovative eﬀort when the protection and innovation eﬀects 
	Fortunately, the model also suggests an alternative patent statistic that correlates better with innovation exactly when more conventional measures fail. Since a ﬁrm’s marginal patent will be of lower–than–average quality, their average patent quality correlates with their innovative eﬀort when the protection and innovation eﬀects 
	counteract each other. If the researcher has a strong reason to believe the innovation and protection eﬀects counteract in the setting under study, they should consider using a product’s average patent quality as a measure of innovative activity. The paper provides a general framework to guide the researcher’s choice in a variety of empirical contexts. 

	Researchers and policymakers should be cautious when using patent statistics as a measure of innovation. One should be sure that the incentives to protect proﬁts align with the incentive to innovate in the setting under study, and one should also consider the suitability of alternative measures such as average patent quality. When the nuances of the innovation–IP relationship are properly acknowledged, we can be more conﬁdent in patent–based measurements of innovation and the conclusions reached by their us
	2.A Foundations of g(n) and `(n) 
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	In this section I derive conditions on the characteristics of a products components p) and `(ns) functions used in the body of the paper. 
	that guarantee the existence of the well–behaved g(n

	The Leader’s product still consists of a measure N of components, but now suppose i and awards a share αi The expected compensation from a lawsuit is thus piαi ≡ gi times lost proﬁts, and the expected litigation value of a 
	that a lawsuit concerning component i is won by the Leader with probability p
	of lost proﬁts due to entry.
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	R 
	portfolio of patents P is therefore gi di multiplied by lost proﬁts. 
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	i, which are additive: the probability that the Follower fails to learn all of the secrets in a secrecy 
	Also suppose that components diﬀer in their secrecy potential ` 
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	portfolio S equals ` i di ≤ 1.
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	i and ` i need not have any particular relationship for p) and `(ns), the following assumption on their relationship is needed. 
	In principle, the values of g
	a given component i. But to obtain useful g(n

	i is weakly decreasing, ` i is weakly increasing, and both are continuous and diﬀerentiable over [0,N]. 
	Assumption 4. There exists an ordering over i such that g

	This assumption implies that components with high patent potential necessarily have low secrecy potential and vice–versa. Assumption 4 reﬂects the idea that less 
	tents perfectly compensate the loss), there will be dispersion in gi from αi. 
	21
	Thus even if αi = 1 for all i (valid pa

	It is tempting to instead deﬁne ` i as the independent probability that the Follower learns component i. Then the probability of learning all secrets would be the product of all the ` i, which would be zero for any secrecy portfolio of nonzero measure unless one resorts to product integrals or other exotic beasts. In any case, the temptation is not likely to lead to a tractable model. 
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	Imposing Assumption 4 reduces the dimensionality of the Leader’s portfolio choice problem considerably: 
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	Lemma 3. If Assumption 4 holds, then gi di = gi di and ` i di = 
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	an optimal portfolio is fully described by its size. 
	Without Assumption 4, changing the number of secret components could change 
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	the cost of a given level of total patent protection di: if the patent potential 
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	of a secret component is higher than that of any patented components, reducing the number of secrets will allow the Leader to achieve the same amount of aggregate litigation value with fewer total patents (a violation of the “component independence” assumption discussed in Section 2.1). With this assumption, however, aggregate patent potential and secret potential can be represented by separate functions. therefore deﬁne 
	Z Z g(np) ≡ gi di and `(ns)=1 − ` i di 
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	These deﬁnitions of g(np) and `(ns) satisfy the assumptions made in the body of the paper: 
	Corollary 3. If Assumption 4 holds, then: 
	1. 
	1. 
	1. 
	g(np) and `(ns) satisfy Assumption 1; 

	2. 
	2. 
	g(np) is continuous, twice diﬀerentiable, increasing, and weakly concave, with g(0) = 0; and 

	3. 
	3. 
	`(ns) is continuous, twice diﬀerentiable, decreasing, and weakly convex, with `(0) = 1. 


	i and li imply that g(np) and `(ns) are continuous and twice diﬀerentiable. It also follows that g(np) is weakly concave with g(0)=0 and `(ns) is weakly convex with `(0) = 1. Note, however, that the assumptions of g(N) < 1 and suﬃcient concavity of g(np) and `(ns), which were made in Section 2.1, are independent of the results of this appendix; they represent additional conditions under which the main results of the paper hold. 
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	Proof of Lemma 1. Given in the body of the paper. 
	Proof of Lemma 2. Since g(N) < 1, it is necessary that 
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	which, after rearranging, is equivalent to Δ > 0; i.e., ﬁrms’ surplus shrinks. 
	Proof of Proposition 1. I ﬁrst suppose (Entry) is satisﬁed so that Exclusion does not occur and determine when the Leader chooses a Mixed, Licensing, Concealment, or Empty portfolio. Then I compare each of those outcomes to Exclusion to see when the Leader chooses it instead of allowing entry. 
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	Suppose the Leader is indiﬀerent between Empty and Licensing portfolios; that is, the ﬁrst–order necessary condition of her maximization problem for np holds with equality at np = 0, and that of ns is slack. Then g(0)(1 − λ(1 − Δ))πM = f, and she would prefer 
	0
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	Empty if f increased slightly. Rearranging yields λ> 1 − as the condition 
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	for when Empty is preferred over Licensing. Then λ2(Δ) ≡ 1 − , which is 
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	g(0)πM 1−Δ 
	0

	increasing in Δ. 
	Now suppose the Leader is indiﬀerent between Licensing and Mixed: both ﬁrst–order conditions hold exactly and the one for ns holds at ns = 0. Increasing s slightly would give 
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	Licensing is preferred to Mixed. Then λ1(Δ) ≡ 1 − , which is 
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	increasing in Δ. 
	Now it remains to consider when Exclusion is preferred to each of Empty, Licensing, and Mixed. This occurs precisely when (Entry) is satisﬁed. which can be expressed as 
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	To compare Empty to Exclusion, (2.12) becomes ≥ From the deﬁnition of , 
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	is the preferred portfolio under entry. 
	Note that all of the segments of ΔBd(λ) derived above are decreasing functions of λ, and join at the Empty/Licensing and Licensing/Mixed boundaries to form a decreasing, continuous, piecewise function ΔBd(λ). The remaining claims are immediate. 
	Proof of Corollary 1. This is seen directly from (2.12). One can choose parameters s, f, Δ, and λ such that (2.12) binds and ns = 0. Varying these parameters to increase np will 
	further decrease the diﬀerence. Suppose, by way of contradiction, there exists a sequence of tuples (si, fi,Δi, λi) that elicit Entry portfolios such that − np(si,fi, Δi,λi) → 0. Then (2.12) approaches 
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	Proof of Proposition 2. Begin with equation (2.5) and note that is positive by 
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	so that the cases together provide the claim. 
	A proof of suﬃciency is immediate from equation (2.5). 
	Proof of Proposition 3. The proposition claims suﬃciency, so the result is immediate from equation (2.6). A “stronger” version of the proposition claiming necessity would add a third 
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	Proof of Proposition 4. The Leader’s ﬁrst–order necessary conditions for maximization of ΠL are given by 
	`(ns)g (np)(1 − λ(1 − Δ))πM − f ≤ 0 (2.13) −`(ns)(1 − g(np))(1 − λ(1 − Δ))πM − s ≤ 0 (2.14) 
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	which I will assume hold with equality and lead to a Mixed portfolio; comparative statics for an Empty portfolio are trivial and those for Licensing or Concealment are simpliﬁed 
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	assumptions made (note that these assumptions also imply the entire maximization problem is concave; the ﬁrst denominator above will be positive, which is equivalent to the second– order condition that the determinant of the Hessian be positive). 
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	Finally, Proposition 1 shows that for a given λ, the Leader will transition between Entry 
	Finally, Proposition 1 shows that for a given λ, the Leader will transition between Entry 
	and Exclusion portfolios at ΔBd(λ), which was shown to be in [0, 1]. 
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	Proof of Proposition 6. First assume an Entry portfolio. Then equation 2.5 becomes 
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	implies the two claims of the proof under Entry: if ΔEn < ΔBd, the ﬁrst claim holds, and if ΔEn ≥ ΔBd, the second claim is true. I will proceed by showing that A, B, and C are each decreasing in Δ, which is a suﬃcient condition for the proof. 
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	which is true by the suﬃcient concavity assumptions: each term in square brackets is less than 1, and it can be shown that 1+1=2, so the inequality holds. Thus C is decreasing in Δ, and therefore the two claims are proven for Entry. 
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	∂Δ is increasing in Δ (the ﬁrst term by assumption of φ< 0, the second by Proposition 4), there exists a ΔEx where (2.22) holds with equality. If ΔEx > ΔBd, the ﬁrst claim holds; if ΔEx < ΔBd, the second claim holds. 
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	Proof of Corollary 2. The results are a straightforward application of the metric eﬀect. Equation 2.6 becomes 
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	identical to the proof for Proposition 5. Further, the inequality will change sign at a lower 

	Δ if g(np) g(np)
	Δ if g(np) g(np)
	>np → >g(np) (2.25) 
	0


	g(np) np 
	0

	i.e., if the average is greater than the marginal, which is always true since g(·) is concave, 
	Adj 
	increasing, and starts at zero. Thus assuming Entry, Δ< ΔEn. The proof for the Exclusion case follows in a similar fashion. 
	En 

	Proof of Proposition 7. The result follows immediately from Propositions 3, 4, and 5, since 
	q(np) 
	g
	0
	(np)

	εand εhave opposite signs for all Δ and ε= − 1 ∈ [−1, 0]. The metric 
	Δ 
	n
	p 
	Δ 
	g(n
	p
	)/n
	p 

	Π∗ µ
	L 
	eﬀectively negates the protection eﬀect from equation (2.6). 
	∂Π∗ 
	Proof of Proposition 8. Without loss of generality, I will assume that ≥ 0(i.e., that x
	L 

	∂x ∂Π∗ 
	is proﬁt–increasing). The proof for ≤ 0 is identical in execution. 
	L 

	∂x 
	First, assume an Entry portfolio and consider the relative cost–eﬀectiveness of patenting 
	∂np `(ns)g(np)/f 
	∂ρ 
	/f 
	0

	= (2.26) 
	∂ρ 

	/s −`(ns)(1 − g(np))/s
	0

	∂ns 
	An increase (decrease) in this quantity violates (Ratio), and in equilibrium np will rise and np
	ns will fall. Thus ε> 0 and a metric with εµ > (<)0 will be valid, as claimed. If cost–eﬀectiveness is unchanged, then (Ratio) is unchanged and thus any eﬀect of x 
	x
	n
	p 

	MPp
	MPp

	∗∗
	must aﬀect n and n in the same direction; otherwise would not be unchanged. Since 
	ps MPs 
	∗∗
	both np and ns move ρ =1 − `(n )(1 − g(n)) in the same direction, then, we only need to 
	p

	sanalyze the comparative statics of x on ρ to understand the eﬀects of x on np. ∂V (ρ,x) 
	2

	∂2Π∗ 
	Since = , applying Topkis’s Theorem to V (ρ, x) thus immediately implies 
	L 

	∂ρx ∂ρx 
	the claimed result. 
	R 
	|P|
	R 

	Proof of Lemma 3. Consider an optimally–chosen P and S. gi di = gi di if the 
	i∈P i=0 
	ﬁrst |P| components are patented. We proceed by contradiction: suppose instead that there 
	ﬁrst |P| components are patented. We proceed by contradiction: suppose instead that there 
	is at least one component j< |P| that is not patented, and is either therefore secret or disclosed. Let k be the index of the component with the lowest gi in P. If component j is disclosed, the Leader can patent it and disclose component k. This leaves her cost 

	R 
	unchanged but increases gi di, since gi is non-increasing and j<k by deﬁnition. If component j is secret, the Leader can patent it and make component k secret. This again 
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	i∈P i∈S ` j <`k (since j<k). In either case, the supposition is contradicted since the portfolio is demonstrably sub–optimal, and the claim follows. 
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	The proof for ` i di = ` i di is identical. 
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	Proof of Corollary 3. Assumption 1 follows immediately from the deﬁnitions of g(np) and `(ns). 
	g(np) is continuous since gi is deﬁned over all np. g(np) is twice diﬀerentiable since gi is continuous and diﬀerentiable. g(np) is weakly concave since gi is weakly decreasing. g(0) = 0 since the integral of a set of zero measure equals zero. 
	Results for `(ns) are proven similarly. 
	Chapter 3 
	How Strategic Patenting Distorts the Competition–Innovation Relationship as Measured 
	Citation–weighted patent counts are the standard measure of innovation used in empirical work, but for the measure to be a valid proxy, one must assume that a marginal increase in observed patenting activity is driven by at least some increase in innovative activity. Chapter 2 showed that the strategic incentives faced by a ﬁrm can inﬂuence their patenting and innovation decisions in opposing ways, and that this discrepancy can invalidate patent counts as a proxy for the ﬁrm’s innovative activity. In this c
	-
	-

	For a patent to exist, two separate events must occur: a patentable invention must be successfully created, and the inventor must choose to obtain a patent on that invention. Both of these events depend crucially on the choices of the inventor. 
	59 
	Success in innovation is more likely if the inventor chooses to expend more energy and resources on the project, and they will only pursue a patent if they believe the legal rights granted by that patent are worth the cost and more beneﬁcial than alternative methods (e.g., trade secrets). Thus, the decision to innovate and the decision to patent are separate, and the eﬀects of economic policy or the industrial characteristics can aﬀect each of these decisions in diﬀerent ways. For instance, a principal driv
	In this chapter, I examine these relationships in the context of changing levels of industry competition and test the predictions using data on US–ﬁled patents and publicly–traded US ﬁrms. I show that innovative eﬀort, as measured by research and development (R&D) expenditures, is generally lower in more competitive industries, but patent–based measures of innovation exhibit an inverse–U relationship with levels of competition. The patenting–competition relationship more closely matches the R&D–competition 
	In this chapter, I examine these relationships in the context of changing levels of industry competition and test the predictions using data on US–ﬁled patents and publicly–traded US ﬁrms. I show that innovative eﬀort, as measured by research and development (R&D) expenditures, is generally lower in more competitive industries, but patent–based measures of innovation exhibit an inverse–U relationship with levels of competition. The patenting–competition relationship more closely matches the R&D–competition 
	-
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	the incentive to innovate (the “innovation eﬀect”), increases the incentive to patent successful innovations (the “protection eﬀect”), and that the innovation eﬀect dominates the protection eﬀect in patent–based innovation measures at higher levels of competition. 
	-


	To directly separate these eﬀects, I use models for zero–inﬂated count data to estimate how industry competition aﬀects the likelihood of successful innovation and, separately, the propensity to patent an innovation should it occur. Results show that the likelihood of innovation decreases with competition and therefore that observed patenting rates are more heavily zero–inﬂated (i.e., censored) at higher levels of competition. In other words, changes in patenting are more likely to reﬂect changes in innovat
	-

	Related Literature 
	As noted in Chapter 2, the literature on patent–based measures of innovation extends back to the early 1980s in seminal papers such as Pakes and Griliches (1980), Griliches (1981), and Griliches, Pakes, and Hall (1987), and research on the relationship between innovation and competition extends back even further, notably to Schumpeter (1942) and Arrow (1962). For a more thorough review of these bodies of work, see Griliches (1990), Nagaoka, Motohashi, and Goto (2010), Gilbert (2006), Shapiro (2011), and the
	-
	-

	A few papers bear direct mention here. The most well–known is Aghion, Bloom, 
	A few papers bear direct mention here. The most well–known is Aghion, Bloom, 
	Blundell, Griﬃth, and Howitt (2005), whose model of sequential innovation between rivals predicts an inverse–U relationship between competition and innovation. Aghion, Bloom, Blundell, Griﬃth, and Howitt then provide empirical evidence consistent with their model’s predictions, estimating a broadly inverse–U relationship between citation–weighted patent counts and average price–cost markups in an industry. I am able to replicate this result in my dataset, but I provide additional results that distinguish be
	-
	-
	-


	However, when I use R&D spending instead of citation–weighted patent counts as a proxy for innovation, I instead ﬁnd a broadly negative relationship, not the inverse–U predicted by the model in Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005). Indeed, Hashmi (2013) investigates this discrepancy directly in an exceptionally useful paper. Hashmi (2013) ﬁrst successfully replicates Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005) using their original U.K. dataset, but then ﬁnds a “mildly negative” relation
	However, when I use R&D spending instead of citation–weighted patent counts as a proxy for innovation, I instead ﬁnd a broadly negative relationship, not the inverse–U predicted by the model in Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005). Indeed, Hashmi (2013) investigates this discrepancy directly in an exceptionally useful paper. Hashmi (2013) ﬁrst successfully replicates Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005) using their original U.K. dataset, but then ﬁnds a “mildly negative” relation
	-

	are more “neck–and–neck”) than do U.S. ﬁrms, and ﬁnds evidence for this hypothesis in the data. Hashmi (2013) instruments for potential endogeneity of competition using averages of foreign exchange rates, weighted by shares of import competition from various countries in each industry, an instrument I take advantage of as well. 
	-


	The predominant empirical approach in this literature is to use variants of the standard Poisson or Negative Binomial models (the canonical reference is Hausman, Hall, and Griliches (1984); both Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005) and Hashmi (2013) follow this methodology.). An alternative, and perhaps more appropriate, approach is to use “two–stage” approaches such as hurdle or zero–inﬂated models. I present results from both approaches. Surprisingly few papers have used two–stage techniques
	I examine similar mechanisms, but I measure competitive inﬂuences directly. 
	The chapter proceeds with a review of the theoretical predictions from Chapter 2 in Section 3.1, describes the data used to test those predictions in Section 3.2, and discusses the estimation strategies used in Section 3.3. Section 3.3 presents empirical results and Section 3.5 concludes. 
	3.1 Theoretical Predictions 
	Patents can serve two roles to their owner: rival exclusion and revenue extraction. To eﬀectively exclude rivals from market entry, the ﬁrm must amass a suﬃciently threatening portfolio of patents; otherwise an infringement lawsuit would not outweigh the market proﬁts earned by the entrant. For the same reason, a patent portfolio intended for revenue extraction cannot be too large; otherwise the licensee cannot recoup the royalty payments from its market proﬁts. So for any particular environment, whether ﬁr
	-

	The eﬀects on patenting of forces external to the ﬁrms (such as the intensity of competition) will also depend on whether those patents are used to extract or exclude. If patents are used to extract revenue from market rivals and competitive intensity increases, market proﬁts fall and more patents must be used to recoup the patent holder’s lost proﬁts. Patents are an imperfect revenue–extraction device, however, so the overall proﬁt eﬀect is still negative and the ﬁrm decreases its innovation eﬀort in respo
	The eﬀects on patenting of forces external to the ﬁrms (such as the intensity of competition) will also depend on whether those patents are used to extract or exclude. If patents are used to extract revenue from market rivals and competitive intensity increases, market proﬁts fall and more patents must be used to recoup the patent holder’s lost proﬁts. Patents are an imperfect revenue–extraction device, however, so the overall proﬁt eﬀect is still negative and the ﬁrm decreases its innovation eﬀort in respo
	ﬁrms increase their innovative eﬀort. 

	As noted in Chapter 2, competitive pressure’s eﬀects on patenting ex post may diﬀer from the overall eﬀects on observed patenting. Since only patents on successful innovations are observed, competitive pressure’s eﬀects operate through two channels: the innovation eﬀect and the protection eﬀect. If competitive pressure has a positive eﬀect on patent protection but a larger negative eﬀect on innovative eﬀort, the combined eﬀect may still be negative. As a result, conditional on a ﬁrm’s use of patenting (extr
	-
	-

	Competitive pressure’s eﬀects on innovative eﬀort are more straightforward. As above, more intense competition will decrease innovation if patents are extractive and will increase innovation if patents are exclusionary. Since ﬁrms switch to exclusionary patenting as competitive pressure increases ceteris paribus, the model predicts that competitive pressure will elicit a normal–U pattern in innovative eﬀort overall. 
	Note that the concept of competitive pressure used here may diﬀer from realized levels of competition precisely because of the inﬂuence of patenting. When patents are used to exclude rivals, they alter the competitive structure of the market by deﬁnition because they establish a monopoly. The model in Chapter 2 predicts that patenting is used to exclude rival ﬁrms for a larger part of the parameter space as competitive 
	Note that the concept of competitive pressure used here may diﬀer from realized levels of competition precisely because of the inﬂuence of patenting. When patents are used to exclude rivals, they alter the competitive structure of the market by deﬁnition because they establish a monopoly. The model in Chapter 2 predicts that patenting is used to exclude rival ﬁrms for a larger part of the parameter space as competitive 
	pressure increases, so that increased pressure may actually decrease observed competition. Thus in the data, increases in realized competition would correspond to increased competitive pressure on extractive–patent ﬁrms and to decreased competitive pressure on exclusionary–patent ﬁrms. The implications of this discrepancy are discussed further in light of the empirical results. 
	-
	-


	Whether competitive pressure and competition as observed align or not, the more general prediction is that when innovation is less likely, changes in observed patenting will more closely reﬂect changes in innovative eﬀort. When innovation is more likely, changes in observed patenting are more likely to be driven by the protection eﬀect and will tend to diverge from changes in innovative eﬀort. 
	Table 3.1 summarizes the predictions from Chapter 2 for outcomes in which patents serve to extract revenue, for which they serve to exclude rivals, and for outcomes overall. 
	-

	It is instructive to compare these predictions with those in Aghion, Bloom, Blun-dell, Griﬃth, and Howitt (2005). As noted above, their model predicts an inverse–U relationship between industrial competition and innovative output, but importantly, it does not distinguish between the two roles of patenting, nor does it attempt to account for how competition may aﬀect ﬁrms’ patenting and innovation separately; in fact, Aghion, Bloom, Blundell, Griﬃth, and Howitt’s model does not explicitly feature patenting a
	It is instructive to compare these predictions with those in Aghion, Bloom, Blun-dell, Griﬃth, and Howitt (2005). As noted above, their model predicts an inverse–U relationship between industrial competition and innovative output, but importantly, it does not distinguish between the two roles of patenting, nor does it attempt to account for how competition may aﬀect ﬁrms’ patenting and innovation separately; in fact, Aghion, Bloom, Blundell, Griﬃth, and Howitt’s model does not explicitly feature patenting a
	-
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	model. 

	3.2 Data 
	I draw on two major sources of data for my empirical analysis. The ﬁrst is information on US patents from 1976 to 2006, compiled by the NBER patent data project Hall, Jaﬀe, and Trajtenberg (2001). The second is ﬁnancial information on publicly–traded US ﬁrms from 1979 to 2003, extracted from Standard & Poor’s Compustat database. I match ﬁrms in these datasets to obtain the dataset on which I perform my analysis. 
	3.2.1 Data Sources 
	The NBER Patent Data Project 
	The NBER patent data project comprises information on US patents granted between 1975 and 2006, including citations received by other patents, identifying information on the patent holder, and estimated citation weights to correct for the truncation of unobserved citations that have not yet occurred. The project also facilitates matching patent assignees to publicly–traded US ﬁrms included in the Compustat database. In this project, I retain the application year and truncation–bias–weighted citation counts 
	1 

	See the documentation by James Bessen in the NBER PDP project documentation for details on the matching procedure. 
	1

	Compustat Firm Data 
	I use ﬁnancial data on publicly–traded US ﬁrm securities from Standard & Poor’s Compustat North America Annual Fundamentals database. For each ﬁrm, I retain their ﬁscal accounting period, their NAICS and SIC industry classiﬁcations, capital stock gross and net of depreciation, operating income net of depreciation, total sales, research and development expense (where available), and number of employees. I match these data to the NBER patent data using the ﬁrm’s GVKEY. 
	Exchange Rates & Import Shares 
	For some results, I construct a weighted average of US–dollar exchange rates for countries with signiﬁcant imports into the US, weighted by industry–level shares of imports from these countries at the beginning of my sample (i.e., 1975), and I use this measure as a source of exogenous variation in industry competition. I obtain annual average exchange rates denominated in US dollars from the Penn World Table Heston, Summers, and Aten (2012). I use import share data from Schott (2008), retaining import share
	3.2.2 detail’s this variable’s construction. 
	3.2.2 Constructed Variables 
	Using the data sources above, I construct four additional variables for use in my analysis: ﬁrm–level citation–weighted patent counts, ﬁrm–level average patent citations, an industry–level competition measure, and average foreign exchange rates weighted 
	Using the data sources above, I construct four additional variables for use in my analysis: ﬁrm–level citation–weighted patent counts, ﬁrm–level average patent citations, an industry–level competition measure, and average foreign exchange rates weighted 
	-

	by industry–level import shares. 

	Patent Citations as Quality Measures 
	Unweighted patent counts and R&D expenditure are straightforward measures of their theoretical analogues (patenting and innovative eﬀort), but I also construct two additional variables which require more motivation. I ﬁrst deﬁne citation–weighted patent counts and average patent citations as constructed, then motivate the use of patent citations as an indicator of innovation quality. 
	Even before the cement of the foundational research on simple patent counts as an indicator of innovation had dried, authors noted that patent citations presented a possible avenue to improve their performance (Griliches, 1990). There is considerable variation in the inherent value of the innovation underlying a patent, and there is evidence to suggest that patents with higher rates of citation from other patents reﬂect innovations of higher value (Hall, Jaﬀe, and Trajtenberg, 2005). Exactly what “value” me
	Below, I assume that highly–cited patents are valuable in the sense that a high portion of a patent holder’s market proﬁts is directly attributable to their patent, either because consumers derive considerable utility from the innovation underlying the patent, the patent holder can establish preemptive ownership of a large area in the technology or product characteristic space, or the patent opens avenues for lucrative future innovation. To the extent that highly–cited patents are also the ones that ﬁrms 
	Below, I assume that highly–cited patents are valuable in the sense that a high portion of a patent holder’s market proﬁts is directly attributable to their patent, either because consumers derive considerable utility from the innovation underlying the patent, the patent holder can establish preemptive ownership of a large area in the technology or product characteristic space, or the patent opens avenues for lucrative future innovation. To the extent that highly–cited patents are also the ones that ﬁrms 
	would prefer to own, then, patent citations will be a reliable indicator of a patented innovation’s value. 

	I use citations to create two diﬀerent innovation metrics. First, I use citation– weighted patent counts as a quality–adjusted innovation proxy, which is overwhelmingly the most common approach in the literature. Speciﬁcally, each patent a ﬁrm holds is weighted by the number of future citations it receives: 
	-

	X 
	tqi = citesp (3.1) p∈Pi 
	where Pi is the set of granted patents applied for by ﬁrm i in a given year and citesp is the total number of citations that patent p receives in its lifetime. Second, I divide this measure by the number of patents in the count and use this measure as a proxy for average patent value. Speciﬁcally, 
	tqi 
	aqi = (3.2)
	i| 
	|P

	This measure is the empirical analogue of the one proposed in Chapter 2, assuming the deﬁnition of “value” discussed above. 
	Measuring Industry Competition 
	To build the measure of competition used in my results, I average the price–cost j in industry j and time t, and then subtract it from one: 
	markup across ﬁrms i 
	∈I

	X
	1 
	cjt =1 − lerijt (3.3)
	|I
	|I
	j| 

	i∈I 
	where lerijt is an approximation of the ﬁrm’s Lerner Index, deﬁned as: 
	operating proﬁt − capital cost 
	lerijt = (3.4)
	sales revenue 
	which are extracted from data in Compustat.This measure is the one used in Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005). 
	2 

	Since cjt is based on realized values of proﬁts and sales, it may diﬀer from the concept of “competitive pressure” as used in Chapter 2; as noted there, the threat of competition may induce high patenting, monopolization, and ultimately low levels of realized competition. The implications of this distinction on the results will be discussed in Section 3.4. Even apart from this distinction, however, endogeneity problems may exist, and I present potential instruments to overcome the problem presently. 
	Potential Instruments for Competition 
	jt directly as a measure of competition. Competition may drive innovation and patenting, as hypothesized, but innovation and patenting may also drive changes in competition. Since the focus of the paper is on the ﬁrst direction of causation, I use two instruments for competition in a control function approach. The ﬁrst is simply lagged values of competition in an industry, which retains only changes in competition as a possible channel. The second is the average foreign exchange rate across importers to the
	There may be endogeneity problems using c

	In Compustat, “Operating Proﬁt” is oiadp, “sales revenue” is sale, and “capital cost” is assumed to be 0.085 times capital stock calculated using the perpetual inventory method. 
	2
	-

	the sample period to reﬂect historical importance of trading relationships. Speciﬁ-
	P 
	cally, the variable is constructed, for industry i and time t, as fxjt ·imshij , where fxjt is the foreign exchange rate between import source country j in USD and imshij is the share of industry i’s dollar–value imports from country j in 1975. I calculate this weighted sum for SIC industries at the two–, three–, and four–digit levels of aggregation. These instruments are similar to the one used in Hashmi (2013). The control jt on these instruments and the variables in xijt (i.e., industry and year dummies)
	j∈J 
	-
	function approach retains the residuals from a regression of c
	that only plausibly exogenous variation will be present in c

	3.2.3 Descriptive Statistics 
	Table 3.2 presents summary statistics for the variables used in estimation. Outcome variables are quite skewed, and patent data exhibit a considerable number of zeros. There are also fewer observations for average patent citations by deﬁnition: the measure is undeﬁned when a ﬁrm has no patents. About 30% of ﬁrm–years have a patent, and about 25% of ﬁrm–years exhibit zero R&D expenditure. 
	-

	The industry competition measure generally stays at 0.80 or above; in the results below I restrict my sample to observations with 0.88 or higher to avoid a handful of outliers. The number of observations where the import–weighted exchange rate is available is small, since the data only exist for certain industries.
	3 

	Below, I compare results with and without the control function terms, which may be confounded by the inherent restriction in observed industries. However, results are similar when the baseline 
	3

	Import shares data are recorded at the SIC4 industry level. In constructing the competition measure and in estimating the control function (below), I deﬁne industries at the NAICS3 level (industry subsector). I deﬁne industries at the NAICS2 level (industry sector) for other results.
	-
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	Table 3.3 presents the results of the control function regression, which includes import–share–weighted average exchange rates at the SIC2, SIC3, and SIC4 levels, as well as a lagged value of competition. The exchange rate variables appear insigniﬁcant, but they are jointly signiﬁcant (p =0.015); the three variables are quite collinear. 
	-

	3.3 Estimation 
	I present two sets of estimates in Section 3.4. The ﬁrst is a straightforward approach based on a Poisson regression, which is the most common approach used in empirical work in this area. The second approach uses zero–inﬂated modeling techniques to try and distinguish between changes in observed patenting due to innovation eﬀects and those due to protection eﬀects. 
	3.3.1 One–Stage Poisson Models 
	In the ﬁrst set of results, I compare the performance of four potential proxies for a ﬁrm’s innovative activity: raw patent counts np, citation–weighted patent counts tq (i.e., total citations), average patent citations aq, and ﬁrm R&D expenditures rd. 
	speciﬁcations are estimated with only the sample for which the control function is available, so the comparisons do indeed represent the inﬂuence of the control function. 
	For the zero–inﬂated models discussed below, a disaggregated deﬁnition of industry leads to “perfect prediction” problems and NAICS2 must be used. I therefore use NAICS2 in all results to facilitate comparisons. 
	4

	Because patents (and citations) are count data, the standard approach is to model using a Poisson process with moment condition 
	0
	g(cjt)+xβ}
	{

	E[yijt|cjt,xijt]= e(3.5) 
	ijt

	where yijt is the value of the outcome variable for ﬁrm i in industry j and year t jt is the level of competition in industry j and year t, g(·) is some function of competition to be estimated, the xijt are industry and year eﬀects, and β is a vector of parameters to be estimated. In my results, I specify g(·) as a restricted cubic spline with ﬁve equally–spaced knots, which entails estimating ﬁve parameters (a constant, a linear term, and three higher–order terms) to estimate g(·).
	(where y 
	∈{
	np, tq, aq, rd
	}
	), c
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	To obtain estimates of (3.5), I use a Poisson regression (sometimes referred to as a generalized linear model with a logarithmic link function, or GLM with a log link), and I use an implementation of the sandwich covariance estimator (White, 1982). Because the likelihood function of this model accommodates non–integer and zero ijt can be analyzed, and because the sandwich estimator of the variance does not rely on the Poisson assumption, overdispersion (and other forms of heteroskedasticity) can be accommod
	values, all possible y
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	I deﬁne knots at .90, .92, .94, .96, and .98. g(·) is linear below .90 and above .98, is a third– degree polynomial between each knot, and is continuous in its values and its ﬁrst derivative over the entire domain. The continuity and smoothness requirements are, in eﬀect, parameter restrictions on the model, leaving three parameters to be estimated beyond the constant and linear terms for the entire spline; an unrestricted cubic spline would estimate 22 extra terms beyond a linear and constant. Results are 
	5

	The Poisson model can accommodate non–count data and is quite robust to misspeciﬁcation of 
	6

	3.3.2 Zero–Inﬂated Models 
	A patent will only be observed if a successful innovation takes place and if the innovator subsequently decides to obtain one or more patents on that innovation. Each of these events can be modeled separately, but failure in either will result in zero observed patents. In other words, if patenting ex post of innovation follows a Poisson distribution, then accounting for the possibility of failed innovation will add additional zero outcomes to that Poisson distribution.Let dijt be the determinants of innovat
	-
	-
	7 

	ijt,cjt,xijt)= 
	Pr(np = k
	|
	d

	⎧ ⎨ ⎩ 
	⎪⎪
	⎪⎪

	(1 π(dijt)) + π(dijt) · P(k|cjt,xijt),k =0 
	− 

	(3.6) 
	π(dijt) · P(k|cjt,xijt), k> 0 
	1 − π(dijt) is the probability of a zero outcome due to a failure to innovate. In the results below, I model patenting conditional on a successful innovation using the framework of (3.5), and I model the probability of innovative success using a logistic regression: 
	1 
	π(dijt) = (3.7)
	1 + exp(
	1 + exp(
	−
	f(d
	ijt)) 

	the error process when alternative variance estimates are used; see Gould (2011), Santos Silva and Tenreyro (2006), and Wooldridge (2010). 
	As in Chapter 2, I allow ﬁrms to obtain multiple patents per innovation, either by patenting individual components, steps in the production process, or related products from the same research project. 
	7

	where f(·) is some to–be–speciﬁed function of the determinants dijt. The parameters of π(·) and the Poisson process are estimated jointly using maximum likelihood, and standard errors are computed with a sandwich estimator. 
	ijt. I always include linear terms for industry and year eﬀects as well as ﬁrm i’s employment and age. In jt), as deﬁned in Section 
	In the results below, I use two diﬀerent speciﬁcations for d
	one speciﬁcation, I also include a spline of competition, g(c

	3.3.1. In the other speciﬁcation, I instead include the ﬁrm’s R&D spending and a dummy for zero R&D.The Poisson terms are identical to those in Section 3.3.1. 
	8 

	3.4 Results 
	I present results both graphically and numerically. Unless otherwise noted, the graphs depict predicted values for the dependent variable and a 95% conﬁdence interval, calculated at the modal industry, the median year, and holding other variables at their means. 
	3.4.1 Generalized Linear Models 
	Figure 3.1a presents the baseline results for the four diﬀerent dependent variables. In all three patenting measures (np, tq, aq), I ﬁnd an inverse–U shape with a long right tail. The regression for tq is most closely comparable to those in Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005), and my results are quite similar to theirs.The 
	9 

	I use a restricted cubic spline for R&D spending akin to the one for competition, with knots at 0, 1.25 and 41.53, which are at the percentiles prescribed by Harrell (2001). The linear–tails, continuity, and smoothness restrictions leave one term to be estimated beyond the constant and 
	8
	linear terms.00 

	Results using a less aggregated set of industry controls (NAICS3) exhibit an M shape, matching the spline in Aghion, Bloom, Blundell, Griﬃth, and Howitt (2005). 
	9

	results for R&D are diﬀerent: the relationship is generally downward–sloping. We see that the predicted relationships resemble the prediction for R&D only at high levels of competition; at lower values, they move in opposite directions. 
	Figure 3.1a also presents a major drawback of using aq as an innovation proxy when citations are used as a measure of quality. When using a log link in a GLM framework (e.g., in a Poisson–style or log–linear regression), 
	.. 
	tq
	ln(aq)=ln =ln(tq) − ln(np) (3.8) 
	np 
	∂ ln(aq) ∂ ln(tq) ∂ ln(np) 
	= − (3.9)
	∂x ∂x ∂x 
	so that the results for aq will systematically equal the ratio of the results for tq over those for np. If an independent measure of quality is available, a diﬀerent speciﬁcation may perform better. 
	Figure 3.1b presents the same results when including the residuals from the control function regression. The patterns are more pronounced here. For values of competition below 0.95, the three patent measures exhibit a strong inverse–U, while R&D follows an upright U. Above 0.95, all four variables tend to slope downward. 
	-

	Table 3.4 presents estimated coeﬃcients for the GLM models presented in Figures 3.1a and 3.1b. Note that the spline regressors comprise the original competition measure and three higher–order terms; we can test the signiﬁcance of the entire spline against the null hypothesis of a linear relationship by testing for joint signiﬁcance of these higher–order terms. The p–value for that test is reported in the table as well, and is always signiﬁcant. We also see that using a control function or aq considerably re
	The predictions of the model in Chapter 2 do not match the results for R&D in Figures 3.1a and 3.1b exactly, at least at ﬁrst glance. That model predicts a V– shaped relationship between innovation and competition, while these ﬁgures depict a mostly decreasing relationship. However, this discrepancy can be reconciled by the fact that competitive pressure is not necessarily the same as realized competition. Chapter 2’s model predicts an upward–sloping relationship when ﬁrms use patents to secure a monopoly; 
	3.4.2 Zero–Inﬂated Models 
	If the results in the previous section are driven by declining R&D at higher levels of competition, which accentuates the innovation eﬀect and diminishes the protection eﬀect, then estimation of the zero–inﬂated model (3.6) should produce two results: 
	1. 
	1. 
	1. 
	The likelihood of innovation π(dijt) should be lower for higher levels of competition. 
	-


	2. 
	2. 
	Predicted levels of patenting (conditional on innovation) should be higher than in GLM–type models, and the discrepancy should be larger for higher levels of competition. 


	Figure 3.2a shows predicted values from estimates of (3.6). The ﬁrst column shows predicted patenting from the GLM model (3.5) for reference, the second column shows predicted patenting (top) and likelihood of innovation (bottom) from a zero– ijt, and the third column shows predicted patenting (top) and likelihood of innovation (bottom) from a zero–inﬂated model with ijt instead. 
	inﬂated model with a competition spline in d
	R&D spending and a zero–R&D dummy in d

	These results support the two predictions here. We see that the likelihood a ﬁrm successfully innovates decreases as competition increases (center bottom panel) while predicted patenting is higher than in the GLM model, especially at higher levels of R&D (compare center and right top panels with top left panel). This discrepancy is ijt because the estimation does not have to determine two diﬀerent eﬀects from one predictor (competition). These eﬀects are even more pronounced in Figure 3.2b, where the contro
	especially noticeable when R&D is used in d

	One reason that the large hump is still present in the zero–inﬂated estimates using ijt (center top) may be that innovation is predicted to be high at lower rates of competition, so the model cannot fully partial out the innovation eﬀect from the protection eﬀect of competition. Hence predicted patenting still resembles ijt instead, the model is better able to remove the innovation eﬀect from predicted patenting, and the large hump disappears. Nevertheless, it cannot do so perfectly; patenting is predicted 
	competition in d
	the GLM predictions. When R&D is used in d
	with increased competition from low levels.
	10 

	the estimation technique. The model in Chapter 2 makes predictions at the product level, while estimates here are carried out at the ﬁrm level. If ﬁrms engage in innovation projects for multiple products simultaneously, the model will mistakenly identify patents from additional successful innovation projects as additional patents on a single innovation 
	10
	This may stem from a limitation of 
	-

	the likelihood of innovation is low, more patenting is used to protect the remaining innovations that are successful. Predicted patenting from zero–inﬂated models more closely matches predictions from GLM models when the zero–inﬂated models have a hard time partialling out the innovation and protection eﬀects, which occurs when either innovation is likely (lower levels of competition) or when measured competition ijt). 
	must account for both eﬀects simultaneously (competition is used in d

	Table 3.5 reports coeﬃcient estimates for the models presented in Figures 3.2a and 3.2b. Many of the spline regressors are insigniﬁcant on their own, but tests of joint signiﬁcance again show that the spline is signiﬁcant as a whole. I also report the Vuong statistic (Vuong, 1989) which follows a standard normal distribution under the null that a Poisson regression and its zero–inﬂated counterpart ﬁt the data equally 
	well; large positive values tend to favor using zero–inﬂated methods.
	11 

	The results of the zero–inﬂated models help to shed further light on the GLM results. Looking again at Figures 3.1a and 3.1b, movements in patent–based measures of innovation np, tq, and aq most closely resemble movements in innovative eﬀort rd at high levels of competition, and diverge at lower levels; exactly when the ZIP models predict innovative success to be low and high, respectively. In other words, movements in observed patenting are dominated by the innovation eﬀect when innovative eﬀort is low and
	project. This will be more problematic at higher levels of innovation; i.e., at lower levels of competition, which would result in the downward–sloping portion of predicted patenting seen in the right top panels of Figures 3.2a and 3.2b. 
	-

	This interpretation is contentious, and may not be a valid test of zero–inﬂation; see Wilson (2015). I present it here for completeness. 
	11

	3.5 Discussion 
	The general predictions of the model in Chapter 2 are that ﬁrms exert less innovative eﬀort when they anticipate high levels of market competition, that they obtain more patents when competition is higher conditional on having innovated, and that patent– based measures of innovation will more closely proxy for actual innovation when ﬁrms anticipate higher levels of market competition. The extent to which the underlying competitive potential of an industry matches realized levels of competition depends endog
	Using standard procedures, the estimated M– or inverse–U relationship between competition and patent–based innovation metrics is consistent with previous empirical ﬁndings in the literature and also matches the one predicted by the model in Chapter 
	2. However, the estimated competition–R&D relationship is generally decreasing, not inverse–U, and its movements only match those of patent–based innovation metrics at high levels of realized competition. This is to be expected if competition decreases innovative eﬀort, which emphasizes the innovation’s eﬀect on observed patenting and diminishes the eﬀects of incentives to patent per se. Likewise, when innovation is high, the impact of patenting incentives dominate and patent–based measures of innovation di
	I then employ more involved econometric techniques aimed to disentangle ﬁrms’ innovation behavior from their patenting behavior. Firms may fail to obtain any patents for two reasons: either they fail to innovate and therefore have nothing to patent, or they successfully innovate yet resort to non–patent means of appropriating proﬁts from their innovations. Zero–inﬂated models for count data can accommodate this distinction in principle, as long as enough information is available to partial the two channels 
	This evidence is somewhat indirect, and further work is warranted. The zero– inﬂated models are used without modiﬁcation, but altering them to account for multiple simultaneous research projects would be useful. The discrepancy between competitive pressure and realized competition should be further explored; if ﬁrms can be sorted into those likely to use patents to extract revenue and those likely to exclude rivals, the predictions could then be tested more directly. 
	-
	-

	Finally, the model in Chapter 2 makes predictions for any change in industrial characteristics or economic policy, not just the intensity of competition. Testing these predictions (or at least making an attempt to control for them) will strengthen the results presented here. 
	3.A Tables 
	Table 3.1: Predicted Eﬀects of Competitive Pressure from Chapter 2 
	Patents... 
	Eﬀect on... Overall Extract Revenue Exclude Rivals 
	Patenting, conditional + − Inverse U Innovative eﬀort − + Normal U Patenting, observed Inverse U Inverse U M shape 
	Description: 
	“Patenting, conditional” refers to a ﬁrm’s patenting incentives given a successful innovation. “Innovative eﬀort” refers to a ﬁrm’s incentives to pursue an avenue of R&D in hopes of a successful innovation. “Patenting, observed” refers to changes in observed patenting behavior after accounting for both of these eﬀects. 
	Patents extract revenue when ﬁrms allow rivals to enter and pursue licensing revenue or legal damages. Patents exclude rivals when ﬁrms use the threat of patent litigation to deter entry by rivals completely. As competitive pressure changes, ﬁrms switch from one patent strategy to the other; this is the “Overall” eﬀect. 
	Variable Mean p10 Median p90 Skew Obs. (> 0) Zeros 
	Table 3.2: Summary Statistics of Patenting and Firm Data 
	Table 3.2: Summary Statistics of Patenting and Firm Data 
	Table 3.2: Summary Statistics of Patenting and Firm Data 

	Patents 
	Patents 

	40.79 1 
	40.79 1 
	4 
	81 
	10.51 
	19,049 
	30,175 

	Citation–Weighted Patents 
	Citation–Weighted Patents 

	600.43 6.50 
	600.43 6.50 
	55.81 
	1,039.42 
	14.18 
	18,139 
	31,085 

	Average Patent Citations 
	Average Patent Citations 

	14.06 3.67 
	14.06 3.67 
	10.52 
	26.46 
	5.46 
	18,139 
	910 

	R&D (USD, Millions) 
	R&D (USD, Millions) 

	90.59 0.24 
	90.59 0.24 
	4.81 
	134.10 
	9.27 
	29,489 
	10,247 

	Industry Competition (1-avg. Lerner) 
	Industry Competition (1-avg. Lerner) 

	0.92 0.89 
	0.92 0.89 
	0.93 
	0.97 
	-3.91 
	87,556 
	— 

	Import–Weighted Exchange Rate, per USD 
	Import–Weighted Exchange Rate, per USD 

	1.41 0.40 
	1.41 0.40 
	0.81 
	1.58 
	11.99 
	24,748 
	— 

	NAICS2 Inds. 24 
	NAICS2 Inds. 24 

	NAICS3 Inds. 104 
	NAICS3 Inds. 104 

	Years 1975–2003 
	Years 1975–2003 

	Firms 11,895 
	Firms 11,895 


	Statistics are calculated at the ﬁrm–year observation level. Statistics are calculated for strictly positive values of the variables. 
	Table 3.3: Control Function Regression Results 
	Table 3.3: Control Function Regression Results 
	Table 3.3: Control Function Regression Results 

	(1) 
	(1) 

	Competition 
	Competition 

	Forex SIC4 
	Forex SIC4 
	-0.0000∗ 

	TR
	(0.0163) 

	Forex SIC3 
	Forex SIC3 
	-0.0001 

	TR
	(0.1434) 

	Forex SIC2 
	Forex SIC2 
	-0.0001 

	TR
	(0.2308) 

	Lagged competition 
	Lagged competition 
	0.6260∗∗∗ 

	TR
	(0.0000) 

	Industry FEs (NAICS3) 
	Industry FEs (NAICS3) 
	Yes 

	Year FEs 
	Year FEs 
	Yes 

	Obs. 
	Obs. 
	14,632 

	Forex IV joint p-val 
	Forex IV joint p-val 
	0.0151 


	p-values in parentheses 
	∗ 
	∗ 

	p< 0.05, p< 0.01, p< 0.001 
	∗∗ 
	∗∗∗ 

	Table 3.4: Generalized Linear Model Estimates
	np np tq tq aq aqrd rd 
	Comp. 11.2316.24 14.4824.394.89712.64-11.78-21.30
	∗ 
	∗ 
	∗ 
	∗ 
	∗∗∗ 
	∗ 
	∗∗∗ 

	(0.045) (0.051) (0.034) (0.014) (0.021) (0.000) (0.012) (0.001) Comp. spline 2 -100.00-178.3-125.5-240.7-44.96-83.6659.98 96.19 
	∗∗ 
	∗∗∗ 
	∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.004) (0.001) (0.003) (0.000) (0.000) (0.000) (0.076) (0.062) Comp. spline 3 232.4532.9295.7712.0100.4185.1-166.2 -223.8 
	∗ 
	∗∗ 
	∗ 
	∗∗∗ 
	∗∗ 
	∗∗ 

	(0.039) (0.002) (0.029) (0.000) (0.006) (0.001) (0.150) (0.220) Comp. spline 4 -144.1 -585.6-183.2 -766.3-41.37 -90.98 104.3 91.71 
	∗ 
	∗ 

	(0.407) (0.026) (0.369) (0.012) (0.436) (0.270) (0.575) (0.758) Control function residuals 7.224 9.176 10.071.921 
	∗∗∗ 

	(0.123) (0.057) (0.001) (0.693) Industry FEs Yes Yes Yes Yes Yes Yes Yes Yes Year FEs Yes Yes Yes Yes Yes Yes Yes Yes 
	Obs. 44,037 12,075 44,037 12,075 17,711 6,907 34,653 9,882 Spline joint p-val 0.000 0.003 0.000 0.000 0.000 0.000 0.029 0.016 
	p-values in parentheses
	∗ 
	p< 0.05, p< 0.01, p< 0.001 
	∗∗ 
	∗∗∗ 

	Table 3.5: Zero–Inﬂated Model Estimates
	Poisson Zero–Inﬂated, using Competition Zero–Inﬂated, using R&Dnp npnp Innov. np Innov. np Innov. np Innov. 
	Comp. 11.2316.24 17.7013.5027.231.354 -4.728 -8.240 
	∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗ 

	(0.045) (0.051) (0.001) (0.000) (0.001) (0.786) (0.322) (0.157) Comp. spline 2 -100.00-178.3-110.1-20.91 -218.727.84 3.451 -10.14 
	∗∗ 
	∗∗∗ 
	∗∗ 
	∗∗∗ 

	(0.004) (0.001) (0.001) (0.172) (0.000) (0.331) (0.902) (0.777) Comp. spline 3 232.4532.9241.917.61 664.2-60.24 -8.917 111.0 
	∗ 
	∗∗ 
	∗ 
	∗∗∗ 

	(0.039) (0.002) (0.030) (0.719) (0.000) (0.519) (0.921) (0.357) Comp. spline 4 -144.1 -585.6-92.41 114.6 -743.0158.2 58.57 -194.2 
	∗ 
	∗∗ 

	(0.407) (0.026) (0.590) (0.123) (0.004) (0.295) (0.673) (0.326) Ctl fn resids 7.224 1.264 -7.697-5.112 (0.123) (0.789) (0.013) (0.263) Zero R&D 2.0051.724(0.000) (0.000) R&D -0.193-0.201(0.000) (0.000) R&D spline 2 2.1572.256
	∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.000) (0.000) Industry FEs Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Year FEs Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes 
	N 44037 12075 44037 12064 24399 8000 Spline joint p-val 0.000 0.003 0.000 0.000 0.145 0.000 Spline joint p-val, inf. 0.000 0.000 Vuong 36.713 29.841 50.877 33.167 
	p-values in parentheses
	∗ 
	p< 0.05, p< 0.01, p< 0.001 
	∗∗ 
	∗∗∗ 

	3.B Figures 
	Figure 3.1: Predicted Outcomes for Diﬀerent Levels of Competition, GLM 
	(a) GLM, Baseline Model 
	Figure
	(b) GLM, with Control Function 
	Figure
	Description: In each ﬁgure, the top row depicts np and tq, and the bottom row depicts aq and rd. 
	Figure 3.2: Predicted Outcomes for Diﬀerent Levels of Competition, ZIP 
	(a) ZIP, Baseline Model 
	Figure
	(b) ZIP, with Control Function 
	Figure
	Description: In each ﬁgure, the top row depicts np using GLM, np with competition–inﬂated zeros, and np with R&D–inﬂated zeros. The bottom row depicts the probability of innovation with competition–inﬂation and the probability of innovation with R&D–inﬂation. 
	Chapter 4 
	Purchase, Pirate, Publicize: Private–Network Music Sharing and Market Album Sales 
	The relationship between media production and media piracy is not as straightforward as each side of the debate might claim. To copyright holders, every illicit transaction represents the loss of a legitimate purchase that might otherwise have happened. However, many pirates would never have purchased at the price the producer had set, and these new illicit consumers may increase exposure of the product. Such exposure may induce new transactions that might otherwise have never happened, and these transactio
	The content in this chapter has been published as a standalone article, Lee (2018), and the published version is accessible at . I acknowledge that Elsevier retains copyright for the material in this chapter, and that it may be used here under their personal use guidelines. 
	https://doi.org/10.1016/j.infoecopol.2018.01.001
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	90 
	purchasing overwhelm the possibilities of a larger audience, or do new consumers outnumber the forgone sales to pirates? 
	This paper addresses that empirical question in the market for recorded music and its ﬁle sharing counterpart. Drawing from data on US album sales and on activity within a private ﬁle sharing network, I follow 2,109 albums over 27 weeks in 2008 to estimate the eﬀect of an exogenous change in private–network ﬁle sharing activity on album sales. I ﬁnd that the ﬁle sharing elasticity of sales is -0.02 for physical sales, -0.04 for digital sales, and -0.02 overall. I interpret these results as evidence that pri
	It is crucial to understand exactly what these results measure, especially when considering their implications for copyright policy. The data measure music piracy at a single private sharing network and measure sales for the entire US market; I cannot and do not attempt to quantify individual consumers’ elasticities of demand in this paper. Instead, I measure the impact of a single ﬁle sharing network on the whole music market, which is the relevant measure when law enforcement organizations are deciding wh
	It is crucial to understand exactly what these results measure, especially when considering their implications for copyright policy. The data measure music piracy at a single private sharing network and measure sales for the entire US market; I cannot and do not attempt to quantify individual consumers’ elasticities of demand in this paper. Instead, I measure the impact of a single ﬁle sharing network on the whole music market, which is the relevant measure when law enforcement organizations are deciding wh
	a nonsensical eﬀect to try and measure in conventional markets (“What is the eﬀect of increased car theft in Honolulu on car sales for the US as a whole?”), but the social nature of sharing networks and the fact that the goods shared on them are inﬁnitely replicable mean that activity in one corner of the market can spill over into and magnify activity in the rest of the market. The results in this paper, interpreted in the context of previous evidence on the relationship between sales and all piracy, are c

	In equilibrium, sales and piracy are simultaneously determined: the unobserved eﬀects of album popularity, media exposure, and other variables that impact music consumption will inﬂuence sales and downloads alike. Thus identiﬁcation of the eﬀect of piracy on sales requires an exogenous covariate. Fortunately, the ﬁle sharing data that I use include such covariates. The ﬁle sharing network under study requires that a user’s ratio of lifetime uploading to downloading must exceed a certain threshold, or the us
	-

	as in post–estimation testing. 
	The results are of both academic and practical interest. The relationships between physical, digital, and illicit markets is illuminating in its own right, and the interaction of conventional markets with diﬀuse digital markets is of broad interest to economists. But the results can also inform business and policy decisions in the market for music and for other media as well. Trade groups such as the Recording Industry Association of America (RIAA) and the International Federation of the Phonographic Indust
	-
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	Review of Existing Literature 
	Researchers have spent considerable time studying the eﬀect of ﬁle sharing on the music market. A clear picture has not emerged, but research does focus on two main arguments. The “traditional” view argues that piracy simply substitutes away from legitimate sales, which is tantamount to theft in the short run and degrades the incentives to create music in the long run. Therefore strong protection of intellectual property is needed to inhibit piracy and provide adequate incentives to create new music. The ot
	See BBC (2007) and Fisher (2007) for an example of this point. 
	1

	at a one–to–one rate, and that ﬁle sharing is a highly eﬀective distribution method which allows sampling, spreads information about music quality, and gives smaller artists easy and direct access to listeners. These channels can create new consumers who would never have purchased the music otherwise. Theoretical and empirical work has investigated both arguments, and consensus is elusive. 
	Numerous surveys and meta–analyses of existing research have been carried out to determine which of the two arguments is more relevant. Depending on the study, authors conclude that consensus has not been reached (Connolly and Krueger, 2006), that the eﬀect is negligible (Oberholzer-Gee and Strumpf, 2010), or that the eﬀect is positive (Dejean, 2009). Other studies examine the evidence and conclude that the eﬀect is decidedly negative (Liebowitz, 2005a,b, 2006a,b). I provide a short overview of the literatu
	Theorists have argued for the possibility of a “sampling” eﬀect, wherein ﬁle sharing allows users to try before they buy, and concluded that empirical testing is needed to determine whether the sampling eﬀect actually outweighs the conventional substitution eﬀect (Peitz and Waelbroeck, 2006a,b; Gopal, Bhattacharjee, and Sanders, 2006). I interpret the current paper’s ﬁndings in the context of a word–of–mouth effect which is similar to the sampling eﬀect, but incorporates social network structure. 
	-
	-
	-

	Since the eﬀect of ﬁle sharing is fundamentally an empirical question, many studies have been carried out to determine the eﬀect’s direction and importance. The majority of these studies ﬁnd a negative eﬀect, whether using survey data (Waldfo-gel, 2010; Zentner, 2006; Rob and Waldfogel, 2006; Leung, 2008), macro–level data with proxies for ﬁle sharing such as broadband access (Peitz and Waelbroeck, 2004; 
	Since the eﬀect of ﬁle sharing is fundamentally an empirical question, many studies have been carried out to determine the eﬀect’s direction and importance. The majority of these studies ﬁnd a negative eﬀect, whether using survey data (Waldfo-gel, 2010; Zentner, 2006; Rob and Waldfogel, 2006; Leung, 2008), macro–level data with proxies for ﬁle sharing such as broadband access (Peitz and Waelbroeck, 2004; 
	-

	Danaher, Smith, Telang, and Chen, 2014; Hui and Png, 2003; Liebowitz, 2008), or the emergence of ﬁle sharing as a natural experiment (Mortimer, Nosko, and Sorensen, 2012; Hong, 2013). Other studies ﬁnd no statistically signiﬁcant eﬀect in survey data (Andersen and Frenz, 2010) or on long–run trends in music quantity (Waldfogel, 2011) and music quality (Waldfogel, 2012). However, none of these studies observes both sales and piracy at the album level; they instead rely on survey–based, proxied, or aggregated

	Only a few studies exist that observe sales and ﬁle sharing at the album level. Oberholzer-Gee and Strumpf (2007) ﬁnd no evidence of a statistically signiﬁcant eﬀect of ﬁle sharing on album sales, using German school vacations as a source of exogenous variation in available ﬁles. Blackburn (2006) estimates the eﬀect of album– level ﬁle sharing supply on sales, using RIAA legal action as an exogenous ﬁle sharing risk shock. The author concludes that sales for less popular artists beneﬁt from ﬁle sharing, sal
	This paper uses a similar data structure to the above album–level studies but nevertheless makes novel contributions. I collect a unique dataset of album–level ﬁle sharing transactions from a technologically modern environment with a longer and wider panel of albums than other similar datasets. The size of the dataset facilitates the distinction between physical and digital sales, as well as a ﬁner gradation of artist popularity. The exogenous variation used is a product of the ﬁle sharing network itself, n
	This paper uses a similar data structure to the above album–level studies but nevertheless makes novel contributions. I collect a unique dataset of album–level ﬁle sharing transactions from a technologically modern environment with a longer and wider panel of albums than other similar datasets. The size of the dataset facilitates the distinction between physical and digital sales, as well as a ﬁner gradation of artist popularity. The exogenous variation used is a product of the ﬁle sharing network itself, n
	distinctions). 

	Further, this paper makes entirely new contributions to the policy debate surrounding piracy. The research noted above aims either does not disaggregate (focusing on piracy as a whole) or disaggregates by characteristics of the good in question (e.g., by album, genre, or popularity). This paper disaggregates by characteristics of the good, but it also disaggregates by the method of piracy employed. Previous work has been forced to treat all piracy as identical; I focus on private ﬁle sharing networks as dis
	-

	The paper proceeds as follows. Section 4.1 describes the environment in which modern ﬁle sharing takes place, and Section 4.1.1 discusses the channels through which it interacts with legitimate markets. Section 4.1.1 also discusses the channels through which private–network piracy spills over to the larger ﬁle sharing environment. Section 4.2 describes the data, which are used in Section 4.3 to better understand how the ﬁle sharing network functions and in Section 4.4 to estimate the sales–piracy relationsh
	-
	-

	4.1 The File Sharing Environment 
	The extralegal sharing of digital music began in earnest in 1999, when the peer– to–peer (P2P) service Napster came online. Napster, as well as other similar P2P contemporaries, enabled users to search for music in other users’ libraries. The user could then download the music directly from the other users on the network. The popularity of ﬁle sharing exploded under P2P technology on networks like Napster, Gnutella, and KaZaA through the early 2000s. However, the technology was not without problems. Multipl
	In the mid–2000s, the BitTorrent ﬁle sharing protocol gained popularity. In contrast with earlier P2P networks, BitTorrent uses a more diﬀuse method for ﬁle distribution. A user (“peer”) downloads a small ﬁle that contains information about the “tracker”, which is a server that facilitates peer connections. The user downloads tiny portions of the desired ﬁle (e.g., music) from many diﬀerent peers simultaneously, then combines these pieces together to build a complete copy of the ﬁle. The main beneﬁts of Bit
	-
	-

	Further, BitTorrent trackers only host the torrent ﬁles, not the actual copyrighted content, so legal challenges were made more diﬃcult. 
	As with any sharing arrangement, free–riding is a chief concern. Fortunately, the programs (“clients”) that use BitTorrent implement strategies to punish free–riding from peers. The most commonly seen strategy is a variation of tit–for–tat called a “choking” algorithm. Suppose our client has obtained 50% of the desired ﬁle from other peers, and it must ﬁnd other clients from which to download the rest. Our client requests pieces from the other peers, which must determine whether or not to share; simultaneou
	2 
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	This description is a simpliﬁed version of the one by BitTorrent’s creator; see Cohen (2003). 
	2

	Though choking presents a workable strategy that has led to the widespread use and success of BitTorrent, it is by no means the optimal strategy. One strategically–designed client provides 70% performance against real–world clients using conventional choking by exploiting excess sharing of others (Piatek, Isdal, Anderson, Krishnamurthy, and Venkataramani, 2007). 
	3

	The BitTorrent protocol attempts to discourage contemporaneous free–riding with choking algorithms, but these can realistically only be applied to the peer group for one ﬁle. Dynamic free–riding can persist, in which users participate in sharing only long enough to obtain a copy of the ﬁle, not bothering to reciprocate by actively sharing other ﬁles it has ﬁnished downloading. A healthy network requires at least some minimum level of active sharing without downloading (“seeding”), but seeding is hard to inc
	BitTorrent remains the most popular ﬁle sharing protocol, accounting for more than half of total ﬁle sharing bandwidth and 2.26% of global internet traﬃc during 2013 (Palo Alto Networks, 2014). Dozens of active trackers exist, ranging from general 
	BitTorrent remains the most popular ﬁle sharing protocol, accounting for more than half of total ﬁle sharing bandwidth and 2.26% of global internet traﬃc during 2013 (Palo Alto Networks, 2014). Dozens of active trackers exist, ranging from general 
	interest networks to those that specialize in particular genres of music, TV, or movies. Of central interest is how these networks interact with and aﬀect activity in legitimate markets for the good that is being shared, and the answer to this question is not clear. File sharing distributes copies of a good that might otherwise be purchased in legal markets, so these networks could displace legitimate market activity and replace it with relatively costless ﬁle sharing. However, ﬁle sharing also facilitates 

	Below, I describe the channels through which these possibilities could manifest in further detail. The discussion motivates the idea that the net eﬀect of ﬁle sharing activity on music sales comprises capacity and word–of–mouth eﬀects, and that the word–of–mouth eﬀect should be stronger for artists whose reputations are less established. 
	-

	4.1.1 The Sharing–Sales Relationship 
	Consider the market for a music album, the true quality of which is unknown to consumers. Given their beliefs about the album’s quality, as well as their preferences over consuming music physically or digitally, legitimately or illicitly, consumers will decide whether and how to consume the album when it becomes available. Those that do consume learn the true quality of the album and may relay that information to their social connections: friends, colleagues, followers on social media, etc. If these peers a
	The goal of the paper is to determine how additional ﬁle sharing activity will impact music consumption in this market, which could happen in two ways. The ﬁrst uses the same channels as described above: if changes occur that make ﬁle sharing more attractive to marginal consumers, additional consumption occurs and the word– of–mouth eﬀect is activated. The second way is unique to ﬁle sharing consumption: the nature of sharing is that consumers become the subsequent distributors of the music, motivated by al
	The goal of the paper is to determine how additional ﬁle sharing activity will impact music consumption in this market, which could happen in two ways. The ﬁrst uses the same channels as described above: if changes occur that make ﬁle sharing more attractive to marginal consumers, additional consumption occurs and the word– of–mouth eﬀect is activated. The second way is unique to ﬁle sharing consumption: the nature of sharing is that consumers become the subsequent distributors of the music, motivated by al
	otherwise, but it could also crowd out purchases from those who would otherwise have been motivated to consume legally. 

	The net eﬀect of ﬁle sharing activity on music sales will thus depend on the relative magnitudes of the capacity and word–of–mouth eﬀects. Both of these depend critically on consumer preferences and the structure of social connections. If a consumer strongly prefers one method of consumption (i.e. physical media, digital purchases, or illicit ﬁle sharing) over the others, then she will either consume using her preferred method or she will not consume at all.This implies that the word–of–mouth eﬀect will onl
	-
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	Consumer uncertainty over the inherent quality of an album can enhance or mitigate these eﬀects. If an album’s true quality is much higher than expected, then the word–of–mouth eﬀect will be quite large: expectations will change drastically and change many consumers’ decisions. However, if true quality is below expectations, then word–of–mouth will have little eﬀect: a negative signal will not induce new purchases. Thus the word–of–mouth eﬀect should more strongly mitigate the capacity eﬀect for unknown art
	-
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	It is reasonable to think that these preferences will depend on more than just the good’s price. For example, the consumer may or may not have an MP3–capable stereo in their car, or they may have strong opinions on digital rights management (DRM) used to restrict playback of purchased digital music. 
	4

	Because these eﬀects propagate across the entire social network, an exogenous change that impacts one set of consumers (one private network, say) can nevertheless aﬀect a much larger group (i.e., all ﬁle sharing networks); the word–of–mouth and capacity eﬀects are distinct from classic wealth and substitution eﬀects, even aggregated. Methodologically, this implies that one need not observe exogenous variation in ﬁle sharing for all consumers to draw inference. Instead, one only needs to observe exogenous va
	-
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	The propagation of these eﬀects depends on an initial seed of consumption. To the econometrician, consumption due to ﬁle sharing capacity and due to high quality assessment are indistinguishable without a source of exogenous variation in ﬁle sharing capacity. Fortunately, I have access to a unique dataset comprising album sales and ﬁle sharing on a private network, which includes sources of exogenous variation in ﬁle sharing. I describe these data in Section 4.2. 
	4.2 Data 
	While most previous studies have relied on aggregate measures of ﬁle sharing, this paper analyzes the sales–piracy relationship using an album–level panel dataset of 
	While most previous studies have relied on aggregate measures of ﬁle sharing, this paper analyzes the sales–piracy relationship using an album–level panel dataset of 
	downloads and sales.For the 27 weeks from July 10th to December 16th, 2008, I observe the number of albums sold in the US (both physical and digital) and illegal downloads on a private ﬁle sharing network for a variety of albums. I merge these two datasets to investigate the relationship between ﬁle sharing and legitimate sales.
	5 
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	4.2.1 Album Sales Data 
	Data on album sales are provided by Nielsen SoundScan, which compiles US retail sales ﬁgures for music each week. Nielsen tracks sales both in physical retail locations as well as on digital platforms such as Amazon or iTunes, and distinguishes between the two in their data. For each album in the sample period, I observe the album and artist names, the number of physical and digital copies sold, the publisher, and the number of weeks since the album’s release for the top 1000 selling albums each week. I rep
	Album sales are considerably right–skewed: a small number of “superstar” albums account for the majority of sales. Overall, digital sales are a small fraction of total sales, but certain albums have a much higher digital share of sales than others. Digital sales exhibit diﬀerent life–cycle patterns from their physical counterparts; I discuss these diﬀerences below. 
	Figure 4.1 shows the average album’s sales as a percentage of its best week’s sales over its life. A typical album’s sales reach their peak in the ﬁrst week of release, decay exponentially through week 10, and tend to stabilize afterward. This apparent 
	The ideal dataset would be a panel of individuals in the midst of a purchase/pirate decision, but it is unlikely such data could be obtained without introducing self–reporting problems. 
	5

	I do not have data on pricing for albums, nor a coherent way to “price” downloads, so I work in quantities. As the market is populated by consumers with unit demand for a given album, estimating a quantity relationship should be appropriate. 
	6

	stability may be excessive; albums whose sales drop considerably will fall oﬀ the charts and out of sample. 
	Figure 4.2 shows average album sales each week across the sample period. Sales tend to hold steady in most weeks, but tilt sharply upward in November and December due to the holiday retail season. Physical sales track this trend closely, but digital sales exhibit more variation week–to–week and are also more prominent during summer months, as can be seen in Figure 4.2c. 
	Since the data capture sales across almost 1,800 artists, it will be helpful to divide albums into tiers by some measure of artist popularity. For each week, I observe albums’ ordinal ranking by copies sold (e.g., the best–selling album has rank 1). Then for each artist, I determine their best album’s peak rank and average album’s peak rank, and use both as measures of an artist’s popularity. I divide artists into quartiles according to these measures.Table 4.2 presents these tiers and their composition. Th
	7 

	4.2.2 File Sharing Data 
	File sharing data are gathered from a private ﬁle sharing website.During the observation period, this network acted as a tracker for over 250,000 diﬀerent albums, and more than ﬁve million downloads occurred. As a private tracker, its users must satisfy 
	8 
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	All results in the paper are qualitatively similar if two, three, four, or ﬁve tiers are used. present results for four tiers. 
	7

	As a condition of data access, the name of the website has been withheld. 
	8

	a minimum upload/download ratio requirement or face expulsion from the network. 
	I report summary statistics for ﬁle sharing in Table 4.3. The data are signiﬁcantly right–skewed: a small share of the albums account for the large majority of ﬁle sharing activity, and over 25% of albums in the ﬁle sharing data are never downloaded during the sample period. Indeed, many albums remain available long after their popularity has waned. Figure 4.3 depicts the average life–cycle of an album in the downloading data. The graph is constructed by calculating new downloads each week as a percentage o
	9 

	Figure 4.4 shows downloads for an average album across the sample period. File sharing activity is fairly constant (and low), with a few exceptions: large spikes occur around weeks 15 and 20. These exceptional weeks coincide with “freeleech” periods, during which uploading improves a user’s ratio but downloading does not harm it. In essence, users can download freeleech albums without penalty, but will receive credit for sharing them with others. This acts as a large positive capacity shock, incentivizing c
	Observed Freeleeches 
	The ﬁrst freeleech phase is the New Album Contest, which occurred between September 12th and 19th (during weeks 13 and 14 of the sample period). During this seven– day period, any new ﬁle that was added to the network was granted freeleech status 
	-

	For Figure 4.3, I only include albums where I observe their ﬁrst upload. 
	9

	for 6 hours from the time it was uploaded. Small rewards were given out to those users who uploaded the most new ﬁles, including elite user status and the ability to invite others to join the network. During this period, more than 22,000 new albums were uploaded. This contest was not anticipated, and began as soon as it was 
	-
	announced.
	10 

	The second freeleech phase occurred directly after the ﬁrst. The network’s goal was to reach 150,000 available albums. If the users reached this goal, the reward would be a 24–hour freeleech on all ﬁles. Since the number of new albums far exceeded the necessary amount (about 3,000), this freeleech period was stretched into about two– and–a–half days, from September 19th through 22nd (weeks 14 and 15 of the sample period). This freeleech period was anticipated, since it was announced along with the contest. 
	The ﬁnal phase was a celebration of the network’s birthday. During this period, all newly uploaded ﬁles were freeleech for the ﬁrst six hours after being added to the network. This policy was in place for the three days from October 31st to November 2nd (weeks 20 and 21 of the sample period). This freeleech was not announced before it began, and so was likely unanticipated as well.
	11 

	Table 4.4 describes freeleech patterns during these periods. Relatively few albums were on freeleech during any given period, except for the site–wide phase in weeks 14 and 15. Albums in the matched sample exhibit more freeleech activity. These 
	ake the estimation strategy problematic, since users could delay downloading until the freeleech. To allay these concerns, I explicitly test for anticipation in Section 4.4.2 and ﬁnd no evidence to suggest it occurred here. 
	10
	Anticipation of a freeleech would m

	The event was hinted at four days prior in a forum post by the site administrators, saying only “Shhh! Don’t tell anyone, BUT, Stay Tuned for Friday...!!!” Some users suspected a freeleech, while others suspected a newly–redesigned user interface. 
	11

	freeleeches impacted users’ ability to download and share ﬁles contemporaneously, but they also increased future capacity by slackening users’ sharing constraints. describe a measure of this the constraint presently. 
	Wealth Measures: User Ratio and Buﬀer 
	Even though freeleech periods allow downloading without penalty, uploading is still credited. Thus freeleeching generates more contemporaneous downloads and also increases the future downloading potential of users who upload during the freeleech: if a user’s ratio is well above her required minimum, she can download more than if her ratio were lower. I derive two measures of the slackness in the ratio requirement: a user’s ratio and a user’s buﬀer (the amount of data she could download before she hits her m
	The data include the mean user’s ratio each week, as well as the median user’s buﬀer each week.Figure 4.5 plots these measures as they change during the sample period. The plot shows clear trends. During and after the freeleech periods, user I analyze the eﬀects of these measures on ﬁle sharing activity, alongside freeleeches, in Section 4.4. 
	12 
	wealth increases signiﬁcantly, declining steadily afterward.
	13 

	dition of data access, so I cannot measure individual wealth eﬀects. 
	12
	User data were anonymized as a con

	This reveals one of the main reasons why the network would implement a freeleech. If the ratio requirement is not slack enough, users will stop downloading and the network will cease to function. Freeleeches inject liquidity and sharing continues. 
	13

	4.2.3 Merged Panel 
	To investigate the interaction between ﬁle sharing and album sales, I match albums from the ﬁle sharing dataset with albums from the sales dataset. The match is not Just over one percent of albums from the ﬁle sharing data are found in the sales data. However, this is to be expected: I only observe sales of the top 1000 albums each week, so less popular or older albums from the ﬁle sharing data will not be matched. Almost three–quarters of albums from the sales data were matched to albums in the ﬁle sharing
	exhaustive.
	14 

	First, I converted album names to uppercase in the ﬁle sharing data, since album names are stored in uppercase letters in the sales data but are mixed–case in the ﬁle sharing data. This went smoothly except for a few artists or albums with nonstandard characters (e.g. Sigur R´os or Beyonc´e). For these exceptions, downloads may be slightly under–counted due to diﬀerent typesetting for diﬀerent versions on the ﬁle sharing network. I then associated sales and downloads between identical artist– album–week obs
	In the sales data, album names are truncated after 30 characters. Artist names are also inverted (e.g., “Twain, Shania” instead of “Shania Twain”), and punctuation diﬀerences may also exist between the two datasets (e.g., “&” instead of “and” or “Jay–Z” instead of “Jay Z”). This sometimes results in a failure to match. 
	For each album in the sales data with no exact match in the ﬁle sharing data, I manually searched for an entry in the ﬁle sharing data with an alternate spelling or other discrepancy. Sometimes I was able to ﬁnd a match, but other times I could not 
	It was, however, exhausting. 
	14

	locate one; e.g., in cases of holiday compilations, religious music, or anthologies that were either never listed on the network or were only added after the sample period. These albums make up the quarter of unmatched albums in the sales data. Given this thorough matching procedure, I believe the merged panel comprises all albums that appeared in both datasets during the sample period, with possible under–counting of downloads for a few albums. 
	Summary statistics of the matched albums are reported in Table 4.5. Albums in the merged panel still exhibit right–skewness, though less than in the individual datasets, and both sales and downloads are considerably higher than that of unmatched albums. Figure 4.6 shows that an album’s downloads and sales track similar patterns, starting high and decaying gradually as they age.Figure 4.7 depicts average downloads and sales across the sample period, demonstrating sales’ seasonality and downloads’ relative la
	-
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	The matched albums comprise a unique, album–level dataset that can shed light on the sales–piracy relationship. In Section 4.3, I use these data to better understand and describe the ﬁle sharing activity that occurs on this network, how it varies over time and across albums, and how freeleech periods inﬂuence users’ behavior on the network. 
	ﬁle sharing activity, piracy that occurs before the album is commercially available. See Hammond (2014) for a study of this particular phenomenon. 
	15
	My data include some pre–release 

	4.3 Descriptive Analysis 
	The rich ﬁle sharing and sales data, described above, shed light on what kinds of music users share, how their behavior changes during freeleech periods, and how sharing changes over an album’s life cycle. In particular, I estimate the expected number of downloads of an album in a given week, conditional on various parameters using a ﬁxed eﬀects Poisson regression (Hausman, Hall, and Griliches, 1984). The results presented in this section should be read as descriptive correlations. 
	The characteristics of the music in question play a signiﬁcant role in determining how often it is shared. Table 4.7 presents relative likelihoods of downloading an album by genre. The ﬁrst three columns consider all albums in the piracy dataset, and the last three columns restrict the sample to albums matched in the sales dataset. Within each, the ﬁrst column considers the eﬀects of genre and freeleech status separately, while the second and third columns of each consider genre–freeleech interaction eﬀects
	We see that users on this network tend to share certain albums more than others. Active genres in the full sample include metal, decade–speciﬁc, and culture–speciﬁc (e.g., Latin music or Korean pop), but changes occur during a freeleech. Jazz, spoken word, and alternative become relatively more popular on freeleech, for instance. Somewhat diﬀerent patterns exist for albums in the merged sample. For instance, culture–speciﬁc and decade–speciﬁc are relatively less popular, while jazz, classical, and spoken wo
	We see that users on this network tend to share certain albums more than others. Active genres in the full sample include metal, decade–speciﬁc, and culture–speciﬁc (e.g., Latin music or Korean pop), but changes occur during a freeleech. Jazz, spoken word, and alternative become relatively more popular on freeleech, for instance. Somewhat diﬀerent patterns exist for albums in the merged sample. For instance, culture–speciﬁc and decade–speciﬁc are relatively less popular, while jazz, classical, and spoken wo
	-
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	of freeleeches: the data cover weeks through mid–December, when holiday and religious music are most popular, but freeleeches predominately occur before the holiday season. For all other genres, freeleeches boost sharing activity. 
	-


	The eﬀects of a freeleech also diﬀer by an album’s age. Table 4.8 compares sharing patterns across albums by age and freeleech status. The table again presents results for the full and matched samples separately. Coeﬃcients are calculated relative to a newly–released, non–freeleech album. I include a six–degree time polynomial, genre 
	dummies, and album–level ﬁxed eﬀects as additional controls.
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	The “Baseline” speciﬁcation shows that albums are shared most at release, with activity declining thereafter (mirroring the pattern in Figure 4.1c), and that activity signiﬁcantly increases during a freeleech. The decline in activity is slower for matched albums, and the eﬀect of a freeleech is somewhat smaller. Examining the “Age– FL Interactions” speciﬁcation shows that at every age, a freeleech increases sharing activity, though the freeleech’s eﬀect reaches its peak at about two weeks after release in t
	Freeleeches may have dynamic eﬀects as well, through intertemporal substitution or by increasing the supply of available music after a freeleech has occurred. If users believe a freeleech will occur in the near future, they may decrease downloading now in anticipation, and an active freeleech may cause users to download today when they would have eventually done so at a later date. On the other hand, if a freeleech increased downloading and those downloaders then shared the album in the following weeks, thi
	Table 4.7 and the “Baseline” regressions from Table 4.8 are all from the same regression. 
	16
	The “FL Dummy” regressions from 

	availability increases. I test for each of these eﬀects in Table 4.9 using the following speciﬁcation: 
	3
	X 
	it)= βkfl avghit+k + wt + ai + .it (4.1) k=−3 
	ln(d

	where dit is downloads of album i in week t, fl avghit is average freeleech hours for album i in week t, the wt are week dummies, and the ai 
	are album ﬁxed eﬀects.
	17 

	The results are stark for the full sample. I ﬁnd no evidence whatsoever of freeleech anticipation, but I do ﬁnd a large positive concurrent eﬀect and small positive lagging eﬀects. I ﬁnd similar patterns in the matched sample, though the test’s statistical power is low. I divide the albums into artist best–rank tiers (see Table 4.2) and repeat the estimation, again with similar results. I conclude that there is no evidence of anticipation, whatever substitution from future consumption occurs is outweighed b
	These results shed light on how the ﬁle sharing network under study operates, and how its users respond to the incentives presented by a freeleech. In Section 4.4, I draw on these insights and use the merged dataset to estimate the eﬀect of an exogenous change in ﬁle sharing activity on legitimate album sales. 
	4.4 Estimating Causal Eﬀects 
	Drawing on intuition from Section 4.1.1, Section 4.4.1 proposes an empirical framework to estimate the net eﬀect of private–network downloads on album sales. Section 
	-

	here and use average freeleech hours instead of a freeleech dummy to more accurately match the estimation strategy used in Section 4.4, so that the results may be used as a test of common trends. 
	17
	I depart from Poisson regressions 

	4.4.2 motivates the instrumental variables approach used here. Section 4.4.3 presents estimation results. 
	4.4.1 Empirical Strategy 
	I estimate the parameters of the following equation: 
	.. 
	ˆ
	it)= α ln (sit−1)+ δ ln dit + giγ + τ (ω,t)+ ui + .it (4.2) 
	ln (s

	ˆ
	where sit are sales of album i in period t, dit are exogenous downloads of album i i is a vector of genre dummies for album i, τ() is some function of time t parameterized by the vector ω, the ui are album ﬁxed eﬀects, and the errors .it ∼ iid(0,σ). 
	in period t, g
	. 
	2

	As Section 4.1.1 suggests, the model should capture the ceteris paribus word–of– mouth eﬀects and capacity eﬀects of downloading, controlling for other covariates. In equation (4.2), α measures the geometric decay of album sales observed in Figure 
	4.1. Through a word–of–mouth eﬀect and market saturation, album sales begin high and decay as consumers learn of the album, make a consumption decision, and leave the market; see Figure 4.6. Other coeﬃcients will therefore measure deviations from 
	this geometric sales trend.
	18 

	The factor δ measures the percentage change in sales due to a contemporaneous percentage change in private–network ﬁle sharing: the elasticity of sales with respect However, a transient ﬁle sharing shock also aﬀects 
	to private–network ﬁle sharing.
	19 

	uses album age indicator variables to control for an album’s life–cycle patterns instead of lagged sales, yields qualitatively similar results which are available upon request. 
	18
	An alternative speciﬁcation, which 

	The log–transformation of sales and downloads is appropriate for two reasons. First, the capacity and word–of–mouth eﬀects change the behavior of a share of the population, not a ﬁxed 
	19
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	i,t−1 and α. In percentage terms, this eﬀect will be less than δ as the shock decays, but the corresponding eﬀect in levels will be larger than what δ alone would imply contemporaneously. For the remainder of the analysis, I focus on δ as a measure of the contemporaneous elasticity and as an upper bound on the lifetime elasticity of album sales with respect to ﬁle sharing. 
	later sales through s

	I reiterate that the ﬁle sharing network I observe is not representative of aggregate ﬁle sharing patterns. The network is small and private, so its behavior will likely differ from the large public networks that most ﬁle sharing occurs on. Strictly speaking, then, δ measures the eﬀect of a private tracker’s ﬁle sharing activity on aggregate album sales. File sharing activity here initiates a word–of–mouth eﬀect that propagates across the whole social network (not just the private sharing network), and the 
	-
	-
	other networks.
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	Speciﬁcation (4.2) requires that downloads are not associated with unobserved it clearly violates this requirement. Marketing campaigns, album quality, or word–of–mouth eﬀects from previous consumption will all inﬂuence sales and downloads alike. To obtain consistent estimates of δ, I use instrumental variables to ensure that the variation in dit is due solely to shocks that do not inﬂuence album sales directly. 
	covariates of sales. Simply including all downloads in d
	ˆ
	-
	-
	ˆ

	number of consumers, so estimated eﬀects should be scale–free. Second, sales and downloads exhibit considerable skew. The transformation greatly reduces that skew, and therefore the distribution of .it should be much closer to Gaussian. 
	Hammond (2014) provides some observational evidence that albums ﬁrst appear on private ﬁle sharing networks, but are made available on public networks quickly thereafter. In Section 4.5, I determine what size of spillover is consistent with this paper’s results. 
	20

	4.4.2 Instrument Validity 
	I propose that freeleeches and shifts in ﬁle sharing wealth measures serve as suitable instruments. Below, I specify exactly how these shifts are quantiﬁed. 
	Freeleeches 
	Freeleech status diﬀers across albums and across time. Further, any given album could be available for downloading in diﬀerent ﬁle formats, each of which could diﬀer in their freeleech status. Table 4.6 lists various ways I am able to quantify freeleech activity. The binary variable ﬂ equals one if the album was on freeleech at all during the week and zero otherwise, and the other measures provide more information by counting the number of freeleech hours or available formats. These measures will obviously 
	It is important to understand the proposed chain of causation that comes from using freeleeches as instruments here. An exogenous freeleech on one private network will increase sharing and downloading activity on that network. Some of these ﬁles will be re–shared on other networks, including large public ones, acting as a positive supply shock for the aggregate ﬁle sharing environment. In other words, a price shock in one part of the market (i.e., a freeleech on one private network) leads to a supply shock 
	Wealth Measures 
	As discussed in Section 4.1, the network imposes a sharing rule on its users and bans them from the network if this requirement is not satisﬁed. Let UL and DL represent the total data a user has ever uploaded (shared) or downloaded (received), 
	UL 
	UL 

	measured in gigabytes. I deﬁne a user’s ratio as and her buﬀer as UL − DL. Both measure how much more a user has given than she has received, the former as a share and the latter as a quantity. The network’s sharing rule is formulated as a minimum ratio requirement that varies slightly by user and can be mitigated by actively oﬀering ﬁles to share, but generally a user’s ratio should not fall below 0.6. Thus I deﬁne a user’s minimum buﬀer as UL − 0.6DL, which is the quantity of data she can download before 
	DL 

	As noted above, the freeleech measures from Table 4.6, as well as the wealth measures (ratio and minimum buﬀer), are highly correlated: the ﬁrst three measures in Table 4.6 all have correlations of 0.83 or higher among themselves, the last two measures have a correlation of 0.85 among themselves, and the two wealth measures have a correlation of 0.31. To avoid multicollinearity and over–ﬁtting, I can only employ a few of these instruments at any given time. 
	These instruments are prone to a more serious problem than multicollinearity, however, and one without a particularly clean solution: the majority of their variation is secular, not cross–sectional. The wealth measures are network aggregates and do not change across albums for a given week, and the freeleech measures only exhibit minimal variation across albums: the largest freeleech aﬀected every album on the network. Thus simple weekly dummy variables (a possible choice for τ(ω,t) in equation (4.2)) would
	-

	The results that follow include six diﬀerent secular controls. The ﬁrst three are 
	(1) week indicator variables, (2) a six–degree polynomial time trend, and (3) a holiday season spline. The holiday spline equals zero for weeks prior to November and counts weeks linearly thereafter to account for the holiday retail season. The indicator variables and the polynomial have the advantages of generality and require few assumptions, but are more likely to hamstring the available IVs in the dataset. The spline is deﬁned somewhat arbitrarily, but is informed by sales patterns in Figures 
	-
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	4.2 and 4.7 and has fewer parameters to interfere with the available IVs. For each of these three measures, I also calculate the weekly album sales trend implied by each; Again, 
	these conditional sales averages make up the second three controls I employ.
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	functionally diﬀerent instruments from the simple controls themselves. Intuitively, regressing a variable on the simple controls will control for all secular variation, but regressing on the average sales will only control for secular variation in sales. This distinction is important for inference on other parameters. 
	21
	The weekly sales averages will yield 

	none of these measures is ideal, but the ideal measure does not exist in the dataset. 
	Each measure leads to broadly similar conclusions.
	22 

	First–Stage Regressions 
	Table 4.10 reports ﬁrst–stage estimation results. The independent variable is the logarithm of downloads, and the dependent variables are the possible instruments. The ﬁrst two columns give results by pooled regression, the next two include album ﬁxed eﬀects, and the next eight include lagged values of the logarithm of sales (which is a regressor in the second stage and therefore should be included in the instrument matrix). Results are reported for all eight diﬀerent secular control schemes. 
	Since many of the instruments are collinear, some coeﬃcients may be insigniﬁcant on their own. Table 4.10 reports p–values for tests of joint signiﬁcance for all the freeleech variables taken together, for the wealth measures together, and for the full model; every test rejects the hypothesis of insigniﬁcance in the full speciﬁcation. These variables explain about 40% of an album’s variation in downloading across the sample period. 
	The eﬀects of these variables may diﬀer across an artist’s sales tier, as deﬁned in Table 4.2. Table 4.11 presents estimates of each variable’s eﬀects across diﬀerent sales tiers, as well as joint tests by tier and tests of eﬀect equality across tiers (i.e., Chow tests). Each group, freeleech and wealth, is jointly signiﬁcant within each tier, but tests provide strong evidence that their eﬀects diﬀer across tiers (especially for freeleech variables.) I take this heterogeneity into account in my second–stage
	native speciﬁcations, I only report results using the holiday spline in the interest of brevity. Results for other measures are consistent with the ones presented, and are available upon request. 
	22
	For some secondary tests and alter

	Freeleech Anticipation 
	If users of the ﬁle sharing network anticipate freeleech periods, their usefulness as exogenous instruments would be questionable. For example, increased downloading from a freeleech could simply be due to intertemporal substitution instead of ﬁle sharing that would otherwise have not occurred. The data provide no evidence for such a possibility, however. First, recall the estimation of equation (4.1), the results of which are given in Table 4.9. The estimation ﬁnds no evidence whatsoever for freeleech anti
	Equation (4.1) is formulated in the spirit of a common trends assumption test. To further allay fears, I also test for anticipation in the ﬁrst–stage relationship directly. Table 4.12 shows ﬁrst–stage regression results but with three forward lags of the freeleech variables included as additional regressors. None of these forward lags has a signiﬁcant eﬀect on ﬁle sharing activity, whether taken separately or grouped together, but the contemporaneous variables remain highly signiﬁcant. Given the results of 
	4.4.3 Results 
	To estimate (4.2), I employ the two–step system GMM variety of the Arellano–Bond In the full speciﬁcation, I include album ﬁxed eﬀects, genre dummies, and the various secular controls described in Section 4.4.2. File sharing downloads are instrumented by the album’s average hours on freeleech 
	dynamic panel estimation technique.
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	ion technique and the software package used, see Roodman (2006). 
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	For a full description of the estimat

	Table 4.13 reports results for total album sales, Table 4.14 reports results for physical sales alone, and Table 4.15 reports results for digital sales alone. I ﬁnd that a transient (i.e., one–period) percentage increase in private–network ﬁle sharing results in a 0.02% decrease in physical sales, a 0.04% decrease in digital sales, and a 0.02% decrease overall. These results hold even when diﬀerent measures of secular controls are used, presenting a consistent picture across speciﬁcations. 
	and the median user’s minimum buﬀer.
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	However, the small magnitude of these estimates may mask larger, opposing effects. As shown in Section 4.4.2, the eﬀects of exogenous changes in the determinants of ﬁle sharing diﬀer by artist popularity, at least as measured by the tiers deﬁned in Table 4.2. It follows that exogenous changes in ﬁle sharing should also diﬀer in their impact on album sales. To investigate, I estimate the model using tier–download interactions and report results in Table 4.16 for diﬀerent sales categories and artist tier deﬁn
	-

	Elasticity estimates are considerably larger here, though some lack statistical signiﬁcance. This may be due to a true zero eﬀect or a lack of statistical power, so I interpret these results as weak evidence. With that caveat, I ﬁnd that private–network ﬁle sharing slightly decreases album sales for top–tier artists, and that the eﬀect is larger for digital sales. There is weak evidence for a positive eﬀect of private–network ﬁle sharing on sales for middle–tier artists, and no eﬀect is consistently present
	-

	4.1.1 may be stronger for well–known artists, while the word–of–mouth eﬀect can play a larger role for lower–ranked artists who are less well–known. Again, these results 
	Results are similar for other instrument sets. I cannot employ all measures at once due to over–ﬁtting, as discussed in Section 4.4.2. 
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	are not deﬁnitive, but they do indicate that top–tier artists are consistently, modestly harmed by ﬁle sharing. 
	Finally note that even though the Chow tests in Section 4.4.2 imply that ﬁrst– stage relationships vary by artist tier, I cannot use tier–speciﬁc IVs: tiers are obviously correlated with sales, and therefore tier–instrument interactions are not valid instruments. Still, the second–stage results take ﬁrst–stage heterogeneity into account because instrumenting relationships are not constrained to be identical across tier–download interaction terms. 
	-
	-

	4.4.4 Robustness 
	One might be concerned that even though a freeleech is a transient occurrence, its eﬀects may persist if word–of–mouth is slow to spread or if the within–network supply shock in the weeks following new downloading is large. The common trends estimation, given in Table 4.9, shows that whatever post–freeleech supply eﬀect exists is small in comparison to the contemporary eﬀects, but a more direct test is warranted. Table 4.17 estimates equation 4.2, but adds three lagged values of downloading as endogenous, i
	One might be concerned that even though a freeleech is a transient occurrence, its eﬀects may persist if word–of–mouth is slow to spread or if the within–network supply shock in the weeks following new downloading is large. The common trends estimation, given in Table 4.9, shows that whatever post–freeleech supply eﬀect exists is small in comparison to the contemporary eﬀects, but a more direct test is warranted. Table 4.17 estimates equation 4.2, but adds three lagged values of downloading as endogenous, i
	-
	-
	-

	downloads is scant. 

	Another concern is that even if the instruments are valid and exogenous, their eﬀect may be contemporaneous with other trends in activity for certain kinds of music. If so, then the ﬁnal estimates will systematically overweight the inﬂuence of these albums: downloads attributed to the freeleech may actually just occur because users have a systematic preference for certain kinds of music. These eﬀects will be especially worrisome when trying to separate results across diﬀerent kinds of music, such as artist 
	dataset.
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	First, note that the joint hypothesis that all freeleech variables are insigniﬁcant is strongly rejected in the original sample, both for pooled estimates and across tiers. For the shuﬄed sample, that hypothesis cannot be rejected at any reasonable signiﬁcance level. The p–values from these tests are reported as “FL Joint p–value” in Table 4.18. Second, note that the estimates from the shuﬄed sample are signiﬁcantly diﬀerent from the original estimates: the hypothesis of equality is strongly rejected for th
	or this helpful suggestion. Shuﬄing tests are often used to tease out social inﬂuences by shuﬄing the connections in a social network; see Anagnostopoulos, Kumar, and Mahdian (2008) for an example. 
	25
	I thank an anonymous area editor f

	4.5 Interpretation and Implications for Policy 
	The results provide evidence that music piracy on private networks has a statistically signiﬁcant eﬀect on legitimate music sales. However, its economic signiﬁcance is less clear. An elasticity of 0.02 is quite small, but its eﬀects could be large if ampliﬁed throughout the whole market. Hence in this section I connect my results to other ﬁndings in the literature for comparison. I also use a counterfactual exercise (eliminating the week 15 freeleech) to demonstrate the policy implications of the results. 
	-

	4.5.1 Ampliﬁed Eﬀects: The Link Between Private and Public File Sharing 
	-

	The proposed mechanism behind the results is that additional ﬁle sharing activity on private networks (such as the one under study here) spills over and augments the sharing capacity on all networks, and that additional activity in aggregate aﬀects the entire market for recorded music. I observe activity on private networks and on sales, but I cannot observe ﬁle sharing on other networks; i.e., in aggregate. Other work has estimated the aggregate eﬀects of ﬁle sharing on sales, however; the results of this 
	Table 4.19 lists ﬁve estimates of the elasticity of sales with respect to total piracy, which imply an average estimate of about -0.13: a 10% increase in aggregate ﬁle sharing leads to a 1.3% decrease in music sales on average. Table 4.13 reports estimates of the elasticity of sales with respect to private–network piracy, with a median estimate of -0.02 across speciﬁcations. To reconcile this estimate with the literature, it must 
	Table 4.19 lists ﬁve estimates of the elasticity of sales with respect to total piracy, which imply an average estimate of about -0.13: a 10% increase in aggregate ﬁle sharing leads to a 1.3% decrease in music sales on average. Table 4.13 reports estimates of the elasticity of sales with respect to private–network piracy, with a median estimate of -0.02 across speciﬁcations. To reconcile this estimate with the literature, it must 
	-

	be that the elasticity of total piracy with respect to private–network piracy equals 

	0.15.In other words, a 10% increase in private–network piracy should increase total piracy by 1.5%, which is evidence of a positive spillover if private sharing constitutes less than 15% of total sharing. Even a small private–to–public spillover can therefore reconcile eﬀects of the size estimated in this paper with previous results in the literature. 
	26 
	-

	4.5.2 A Counterfactual: Eliminating a Freeleech 
	To ground the results in concrete numbers and to better understand the importance of the results for policy makers and for those in the music industry, I use the estimates to outline a counterfactual: what if the sitewide freeleech in week 15 had not occurred?First, I use the ﬁrst–stage estimates from Table 4.13 (using the holiday spline speciﬁcation) to predict downloads for each album during week 15, but with freeleech activity set to zero. The diﬀerence between this prediction and unconditionally–predict
	27 
	-
	-
	albums separately.
	28 

	This follows from −0.13 × 0.15 = −0.02. I thank an anonymous referee for suggesting this procedure. As estimates for Tiers 3 and 4 are insigniﬁcant for overall sales, I omitted them in this exercise. 
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	27
	28

	Table 4.20 reports results. 
	As with the data themselves, the results exhibit considerable dispersion and skew. Most albums are downloaded a few dozen times more, but a few albums experience hundreds of additional downloads. The skew is most prominent for Tier 1 albums. As a result, the change in sales are skewed as well, where some albums lose over a thousand sales while others are relatively unaﬀected. There are considerable diﬀerences in how Tier 1 and Tier 2 albums change with the freeleech. Downloading is relatively less responsiv
	-
	-
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	-
	music industry reported $7.01 billion in revenue from album sales.
	30 

	How should one interpret these back–of–the–envelope calculations? First, note that the revenue changes are quite small when compared to the total revenue in the industry, and that events such as the freeleech can only happen a handful of times 
	Figures are sourced from Friedlander (2008). The average retail price is calculated as total album equivalents divided by total revenue, where an album equivalent is one physical CD album, one digital albums, or ten digital single downloads. 
	29

	I should note that this procedure is necessarily limited; the only reason the numbers listed in Table 4.20 vary at all is because of the log–log speciﬁcation of the model. Thus the results reﬂect a scale eﬀect to some degree, since a unit change in the log of downloads represents a larger quantity for more popular albums. 
	30

	annually without signiﬁcant increases in free riding on the ﬁle sharing network. A few million dollars is a large amount of money, to be sure, but other forces are likely more important determinants of industry revenue. However, the relevant ﬁgure of comparison is the cost of intervention: if ﬁle sharing reduces revenue but policies to combat ﬁle sharing are costly, are the policies worth the cost? The costs of enforcing copyright policy are diﬃcult to quantify, but are likely considerable if the goal is to
	If network shutdowns are of limited long–term eﬀectiveness and the costs of private network ﬁle sharing are relatively small (at least as estimated here), then what other policies might be more appropriate here? A single overarching policy will likely be inadequate, since the eﬀects of ﬁle sharing vary across albums. As noted above, the heterogeneity of eﬀects across artist tiers is striking. The counterfactual exercises suggest that small reductions in the sale of more popular albums could be masking incre
	If network shutdowns are of limited long–term eﬀectiveness and the costs of private network ﬁle sharing are relatively small (at least as estimated here), then what other policies might be more appropriate here? A single overarching policy will likely be inadequate, since the eﬀects of ﬁle sharing vary across albums. As noted above, the heterogeneity of eﬀects across artist tiers is striking. The counterfactual exercises suggest that small reductions in the sale of more popular albums could be masking incre
	-
	-

	consistently show that whatever eﬀects exist, they are of a larger magnitude for digital consumption than for physical. A straightforward economic interpretation of these results is that consumers are more willing to substitute between digital purchases and digital piracy than between physical purchases and digital piracy. Eﬀective policy must discriminate between these diﬀerent eﬀects. Below, I present some policy suggestions that account for heterogeneous eﬀects using two broad principles: ﬁrst, that dete
	-


	To the extent that it is possible, policy makers and industry groups should focus their eﬀorts on the piracy of top–tier artists whose reputation is already established. It is likely that piracy’s eﬀects are negative here, so targeted piracy reduction is advisable. However, I urge caution when considering eﬀorts to shut down entire networks of ﬁle sharing, since this could have an adverse eﬀect on mid–tier artists’ sales. Agencies might decide not to pursue cases unless top–tier artists’ music has been pira
	-
	-

	Digital consumption of music should also be made easier and more convenient to elicit substitution away from piracy. The widespread advent of streaming music 
	Digital consumption of music should also be made easier and more convenient to elicit substitution away from piracy. The widespread advent of streaming music 
	Digital consumption of music should also be made easier and more convenient to elicit substitution away from piracy. The widespread advent of streaming music 
	services helps here, as it allows access to millions of songs digitally for a fee. However, industry groups and record labels should be cautious about fragmentation. As a record label or artist, it may be tempting to consolidate and start a distribution platform of their own (e.g., Jay-Z’s TIDAL service or Garth Brooks’ GhostTunes), or to make their music available only on a few streaming platforms (e.g., Taylor Swift’s absence from the streaming service Spotify from 2014—17), but streaming platforms are no

	that the streaming services would otherwise reject. If ﬁle sharing increases demand for these artists’ music, as the results of this paper suggest, price discrimination in licensing royalties can be structured to amplify the positive eﬀects of ﬁle sharing and mitigate the negative ones. 

	4.6 Discussion 
	Private ﬁle sharing networks present unique concerns when studying the relationship between piracy and legitimate sales. These private networks facilitate a small share of total ﬁle sharing, but their reliability, quality standards, and policing of free riding allows them to punch above their weight. Law enforcement agencies and industry groups exert considerable eﬀort to curtail and eliminate private ﬁle sharing networks, but there is relatively little available evidence on how these networks aﬀect the leg
	-

	I ﬁnd that private ﬁle–sharing networks behave much like a market; users indeed respond to incentives akin to price and wealth shocks. During periods in which users are credited for sharing music but not debited for receiving music (a freeleech), users increase downloading activity signiﬁcantly as would be expected if a good’s price was drastically reduced. After such periods, when users have accumulated excess sharing credit and have more content on oﬀer to share, activity is signiﬁcantly higher than basel
	I also ﬁnd that private network ﬁle sharing has a statistically signiﬁcant eﬀect on the retail market for music. Additional ﬁle sharing activity has a negative eﬀect on album sales, and the eﬀect is larger for digital sales than for physical sales. I attribute the diﬀerence to a higher willingness to substitute digital piracy for digital purchases, rather than physical purchases. However, the eﬀects diﬀer for artists of diﬀerent quality and popularity. Top–tier artists’ sales decrease, while mid–tier artist
	It is interesting to note how the eﬀects found here parallel those found in studies of digital streaming services for music and for piracy of other media. For instance, 
	It is interesting to note how the eﬀects found here parallel those found in studies of digital streaming services for music and for piracy of other media. For instance, 
	Hiller (2016), using data that are contemporary to this paper’s, ﬁnds that a music video’s presence on YouTube may reduce album sales for chart–topping albums, but that a “promotional” eﬀect similar to the word–of–mouth eﬀect here may moderate reductions to sales for lower–ranked albums. Kretschmer and Peukert (2014) also ﬁnd evidence of countervailing “promotional” and “displacement” eﬀects in a similar market. And Peukert, Claussen, and Kretschmer (2017) ﬁnd that a negative capacity shock for pirated movi

	I present a few suggestions for policy makers and industry groups to consider as they address ﬁle sharing’s eﬀects on the legitimate market, guided by two general principles: ﬁrst, any attempts at ﬁle sharing deterrence should focus on top–tier artists’ music; second, digital consumption should be made easier to facilitate substitution away from ﬁle sharing. I caution against attempts to destroy whole ﬁle sharing networks, as the beneﬁts of doing so could also destroy positive eﬀects of ﬁle sharing and may 
	I present a few suggestions for policy makers and industry groups to consider as they address ﬁle sharing’s eﬀects on the legitimate market, guided by two general principles: ﬁrst, any attempts at ﬁle sharing deterrence should focus on top–tier artists’ music; second, digital consumption should be made easier to facilitate substitution away from ﬁle sharing. I caution against attempts to destroy whole ﬁle sharing networks, as the beneﬁts of doing so could also destroy positive eﬀects of ﬁle sharing and may 
	-
	-

	to music platforms instead of exclusive arrangements, which increases their bargaining power vis–`a–vis the music platforms’, and can facilitate royalty fee structures to amplify the beneﬁts of ﬁle sharing and mitigate the costs. 
	-


	Piracy aﬀects markets for all media that can be digitized, and the mechanisms proposed here are not unique to the market for music. Structurally similar ﬁle sharing networks exist for ﬁlm, television, academic textbooks, and more. Further, these markets all rely on the perceived quality of the good as spread between customers through word of mouth, so the capacity and word–of–mouth eﬀects could be important factors in these markets as well. Further work is needed to quantify the nature of the sharing–sales 
	-
	-
	-
	-

	4.A Tables 
	Table 4.1: Summary Statistics for Music Sales 
	Table 4.1: Summary Statistics for Music Sales 
	Table 4.1: Summary Statistics for Music Sales 

	Statistic 
	Statistic 
	Mean 
	Percentiles 25th 50th 75th 
	Skew 

	Total Sales Log Total Sales Weekly Sales Log Weekly Sales Digital Share Weeks on Chart 
	Total Sales Log Total Sales Weekly Sales Log Weekly Sales Digital Share Weeks on Chart 
	45,596 9.3 4,552 7.7 19% 149 
	2,714 11,427 38,687 7.9 9.3 11 1,202 1,667 2,771 7.1 7.4 7.9 2.2% 9.4% 24% 6 30 177 
	9.4 .27 12 2.2 2 2.4 

	Number Sales Mean Weekly Sales Albums Artists 
	Number Sales Mean Weekly Sales Albums Artists 
	131,087,702 195,910 2,875 1,793 


	Table 4.2: Division of Albums into Sales Tiers 
	Table 4.2: Division of Albums into Sales Tiers 
	Table 4.2: Division of Albums into Sales Tiers 

	Tier 
	Tier 
	Best–Rank Tiers Best Rank Albums Share 
	Mean–Rank Tiers Mean Rank Albums Share 

	1 2 3 4 
	1 2 3 4 
	1–103 1,113 39% 104–329 698 24% 330–639 573 20% 640 + 491 17% 
	1–202 536 19% 204–426 976 34% 427–663 820 29% 664 + 543 19% 


	Table 4.3: Summary Statistics for Downloads 
	Table 4.3: Summary Statistics for Downloads 
	Table 4.3: Summary Statistics for Downloads 

	Statistic 
	Statistic 
	Mean 
	Percentiles 25th 50th 75th 
	Skew 

	Total DLs Log Total DLs Weekly DLs Log Weekly DLs 
	Total DLs Log Total DLs Weekly DLs Log Weekly DLs 
	26 2 1.3 -.95 
	3 7 19 1.1 1.9 2.9 .15 .37 .89 -1.9 -.99 -.12 
	30 .5 81 .46 

	Number of DLs Mean Weekly DLs Albums Active Albums 
	Number of DLs Mean Weekly DLs Albums Active Albums 
	5,099,397 195,910 264,672 195,164 


	Statistics are calculated for albums with at least one download. 
	Table 4.4: Albums on Freeleech by Sample 
	Week 
	13 14 15 20 21 Others 
	Full Sample Merged Sample 
	Share Avg. Hours Share Avg. Hours 
	0.6% 6.1 0.3% 7 100% 19.5 100% 52.3 100% 80.6 100% 222.4 
	0.8% 7.2 2.0% 6.3 
	2.1% 7.4 4.6% 7.9 
	None 
	The full sample includes all albums available on the network, while the matched sample includes only albums with successful matches in the retail sales data. 
	Table 4.5: Summary Statistics for Matched Albums 
	Table 4.5: Summary Statistics for Matched Albums 
	Table 4.5: Summary Statistics for Matched Albums 

	Statistic 
	Statistic 
	Mean 
	Percentiles 25th 50th 75th 
	Skew 

	Total DLs Log Total DLs Total Sales Log TotalSales 
	Total DLs Log Total DLs Total Sales Log TotalSales 
	360 4.8 57,085 9.6 
	36 126 369 3.7 4.9 5.9 3,591 17,593 49,386 8.2 9.8 11 
	5.8 -.28 8.3 .1 

	Number of DLs Number of Sales Albums Match Rate, DLs Match Rate, Sales 
	Number of DLs Number of Sales Albums Match Rate, DLs Match Rate, Sales 
	773,787 122,675,525 2,109 1.1% 73.4% 


	Table 4.6: Various Freeleech Measures 
	Table 4.6: Various Freeleech Measures 
	Table 4.6: Various Freeleech Measures 

	Variable 
	Variable 
	Description 

	ﬂ 
	ﬂ 
	Freeleech dummy 

	ﬂ pct 
	ﬂ pct 
	Share of formats on freeleech 

	ﬂ avgh 
	ﬂ avgh 
	Average format–hours on freeleech 

	ﬂ sum 
	ﬂ sum 
	Number of formats on freeleech 

	ﬂ h 
	ﬂ h 
	Number of format–hours on freeleech 


	Table 4.7: Relative Likelihood of Weekly Downloads by Genre 
	Table 4.7: Relative Likelihood of Weekly Downloads by Genre 
	Table 4.7: Relative Likelihood of Weekly Downloads by Genre 

	Full Sample 
	Full Sample 
	Matched Albums 

	Genre 
	Genre 
	Genre–FL Interactions 
	Genre–FL Interactions 

	TR
	FL Dummy 
	FL Dummy 

	TR
	No FL 
	FL 
	No FL 
	FL 

	Decades (eg: 80s) 
	Decades (eg: 80s) 
	1.21∗∗∗ 
	1.05∗∗∗ 
	3.22∗∗∗ 
	1.00 
	0.82∗∗∗ 
	2.51∗∗∗ 

	Alternative 
	Alternative 
	1.12∗∗∗ 
	1.01∗∗ 
	2.50∗∗∗ 
	0.80∗∗∗ 
	0.74∗∗∗ 
	1.29∗∗∗ 

	Rap, Hip-Hop 
	Rap, Hip-Hop 
	0.86∗∗∗ 
	0.76∗∗∗ 
	1.57∗∗∗ 
	0.83∗∗∗ 
	0.77∗∗∗ 
	1.11∗∗∗ 

	R&B, Soul 
	R&B, Soul 
	0.92∗∗∗ 
	1.01 
	0.88∗∗∗ 
	0.73∗∗∗ 
	0.73∗∗∗ 
	0.94∗∗ 

	Rock 
	Rock 
	0.90∗∗∗ 
	0.90∗∗∗ 
	1.10∗∗∗ 
	0.89∗∗∗ 
	0.85∗∗∗ 
	1.12∗∗∗ 

	Pop, Dance 
	Pop, Dance 
	1.11∗∗∗ 
	1.09∗∗∗ 
	1.19∗∗∗ 
	1.14∗∗∗ 
	1.09∗∗∗ 
	1.48∗∗∗ 

	Country 
	Country 
	0.89∗∗∗ 
	0.80∗∗∗ 
	2.03∗∗∗ 
	0.85∗∗∗ 
	0.69∗∗∗ 
	1.58∗∗∗ 

	Religious 
	Religious 
	0.68∗∗∗ 
	0.72∗∗∗ 
	0.19∗∗∗ 
	0.56∗∗∗ 
	0.60∗∗∗ 
	0.11∗∗∗ 

	Holiday 
	Holiday 
	16.73∗∗∗ 
	16.69∗∗∗ 
	2.87∗∗∗ 
	13.43∗∗∗ 
	12.89∗∗∗ 
	3.54∗∗∗ 

	Classical 
	Classical 
	0.81∗∗∗ 
	0.51∗∗∗ 
	1.32∗∗∗ 
	1.34∗∗∗ 
	0.93∗ 
	2.41∗∗∗ 

	Soundtrack 
	Soundtrack 
	0.78∗∗∗ 
	0.77∗∗∗ 
	0.65∗∗∗ 
	0.60∗∗∗ 
	0.72∗∗∗ 
	0.57∗∗∗ 

	Spoken Word 
	Spoken Word 
	1.02 
	0.93 
	3.04∗∗∗ 
	1.68∗∗∗ 
	1.39∗∗ 
	6.21∗∗∗ 

	Metal 
	Metal 
	1.44∗∗∗ 
	1.34∗∗∗ 
	3.49∗∗∗ 
	1.71∗∗∗ 
	1.59∗∗∗ 
	2.75∗∗∗ 

	Electronic 
	Electronic 
	1.01 
	0.85∗∗∗ 
	1.82∗∗∗ 
	1.05∗∗∗ 
	1.04∗∗∗ 
	1.41∗∗∗ 

	Jazz, Blues 
	Jazz, Blues 
	1.00 
	0.88∗∗∗ 
	2.10∗∗∗ 
	1.19∗∗∗ 
	1.12∗∗∗ 
	1.70∗∗∗ 

	Cultural 
	Cultural 
	1.67∗∗∗ 
	1.47∗∗∗ 
	2.65∗∗∗ 
	0.71∗∗∗ 
	0.62∗∗∗ 
	0.67∗∗∗ 

	Children 
	Children 
	1.22∗∗ 
	1.03 
	0.94 
	0.96 
	0.83 
	1.26 

	Ambient 
	Ambient 
	0.98∗∗∗ 
	0.93∗∗∗ 
	1.37∗∗∗ 
	0.94∗∗∗ 
	0.94∗∗∗ 
	0.75∗∗∗ 

	Time Trend 
	Time Trend 
	Yes 
	Yes 
	Yes 
	Yes 

	FL Dummy 
	FL Dummy 
	Yes 
	No 
	Yes 
	No 

	Age Controls 
	Age Controls 
	Yes 
	Yes 
	Yes 
	Yes 

	User Buﬀer 
	User Buﬀer 
	Yes 
	Yes 
	Yes 
	Yes 

	Fizesize 
	Fizesize 
	Yes 
	Yes 
	Yes 
	Yes 


	AIC 1.05×107 1.09×107 
	AIC 1.05×107 1.09×107 
	AIC 1.05×107 1.09×107 
	780,350.63 
	807,732.56 

	Observations 4,266,217 4,266,217 
	Observations 4,266,217 4,266,217 
	47,291 
	47,291 

	Groups 194,200 194,200 
	Groups 194,200 194,200 
	2,105 
	2,105 

	Exponentiated coeﬃcients; p-values omitted for brevity 
	Exponentiated coeﬃcients; p-values omitted for brevity 

	∗ p < .1, ∗∗ p < .05, ∗∗∗ p < .01 
	∗ p < .1, ∗∗ p < .05, ∗∗∗ p < .01 


	Table 4.8: Relative Likelihood of Downloads by Freeleech Status and Age 
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	Table 4.8: Relative Likelihood of Downloads by Freeleech Status and Age 

	Full Sample 
	Full Sample 
	Matched Albums 

	Album Age 
	Album Age 
	Baseline 
	Age×FL 
	Baseline 
	Age×FL 

	TR
	No FL 
	FL 
	No FL 
	FL 

	Release Week 
	Release Week 
	1† 
	1† 
	6.39∗∗∗ 
	1† 
	1† 
	1.12∗∗∗ 

	Age = 1 
	Age = 1 
	0.52∗∗∗ 
	0.80∗∗∗ 
	1.04∗∗∗ 
	0.93∗∗∗ 
	0.98∗∗∗ 
	0.77∗∗∗ 

	Age = 2 
	Age = 2 
	0.58∗∗∗ 
	0.70∗∗∗ 
	2.03∗∗∗ 
	0.76∗∗∗ 
	0.70∗∗∗ 
	1.57∗∗∗ 

	Age = 3 
	Age = 3 
	0.41∗∗∗ 
	0.48∗∗∗ 
	1.26∗∗∗ 
	0.56∗∗∗ 
	0.53∗∗∗ 
	1.07∗∗∗ 

	Age = 4 
	Age = 4 
	0.35∗∗∗ 
	0.40∗∗∗ 
	1.15∗∗∗ 
	0.43∗∗∗ 
	0.39∗∗∗ 
	0.82∗∗∗ 

	Age = 5 
	Age = 5 
	0.32∗∗∗ 
	0.36∗∗∗ 
	1.10∗∗∗ 
	0.35∗∗∗ 
	0.32∗∗∗ 
	0.73∗∗∗ 

	Age = 6 
	Age = 6 
	0.30∗∗∗ 
	0.34∗∗∗ 
	0.96∗∗∗ 
	0.34∗∗∗ 
	0.32∗∗∗ 
	0.52∗∗∗ 

	Age = 7 
	Age = 7 
	0.27∗∗∗ 
	0.29∗∗∗ 
	0.92∗∗∗ 
	0.28∗∗∗ 
	0.24∗∗∗ 
	0.48∗∗∗ 

	Age = 8 
	Age = 8 
	0.32∗∗∗ 
	0.35∗∗∗ 
	0.93∗∗∗ 
	0.29∗∗∗ 
	0.26∗∗∗ 
	0.40∗∗∗ 

	Age = 9 
	Age = 9 
	0.28∗∗∗ 
	0.31∗∗∗ 
	0.95∗∗∗ 
	0.26∗∗∗ 
	0.23∗∗∗ 
	0.51∗∗∗ 

	Age = 10 
	Age = 10 
	0.24∗∗∗ 
	0.25∗∗∗ 
	0.97∗∗∗ 
	0.26∗∗∗ 
	0.22∗∗∗ 
	0.53∗∗∗ 

	Age > 10 
	Age > 10 
	0.20∗∗∗ 
	0.20∗∗∗ 
	1.04∗∗∗ 
	0.18∗∗∗ 
	0.15∗∗∗ 
	0.63∗∗∗ 

	FL Dummy 
	FL Dummy 
	4.60∗∗∗ 
	3.25∗∗∗ 

	Size in MB 
	Size in MB 
	1.00∗∗∗ 
	1.00∗∗∗ 
	1.00∗∗∗ 
	1.00∗∗∗ 

	Time Trend 
	Time Trend 
	Yes 
	Yes 
	Yes 
	Yes 

	Genre Eﬀects 
	Genre Eﬀects 
	Yes 
	Yes 
	Yes 
	Yes 

	AIC 
	AIC 
	1.05×107 
	1.05×107 
	780,350.63 
	758,759.40 

	Observations 
	Observations 
	4,266,217 
	4,266,217 
	47,291 
	47,291 

	Groups 
	Groups 
	194,200 
	194,200 
	2,105 
	2,105 


	Exponentiated coeﬃcients; p-values omitted for brevity 
	∗ 
	∗ 

	p<.1, p<.05, p<.01; reference category 
	∗∗ 
	∗∗∗ 
	† 

	Table 4.9: Leading and Lagging Eﬀects of Freeleech Activity on Downloading 
	Avg. FL Hours 
	Avg. FL Hours 
	Avg. FL Hours 
	Full Sample All 
	All 
	Matched Sample Artist Best–Rank Tiers Tier 1 Tier 2 Tier 3 Tier 4 

	t+3 
	t+3 
	0.00 
	0.05 
	0.05 
	0.05 
	0.05 
	0.06 

	TR
	(0.97) 
	(0.50) 
	(0.48) 
	(0.49) 
	(0.47) 
	(0.45) 

	t+2 
	t+2 
	-0.01 
	0.01 
	0.00 
	0.00 
	0.00 
	0.01 

	TR
	(0.32) 
	(0.94) 
	(0.98) 
	(0.99) 
	(0.98) 
	(0.94) 

	t+1 
	t+1 
	-0.00 
	0.01 
	0.01 
	0.01 
	0.01 
	0.01 

	TR
	(0.75) 
	(0.87) 
	(0.89) 
	(0.91) 
	(0.88) 
	(0.92) 

	t 
	t 
	0.28∗∗∗ 
	0.13+ 
	0.12+ 
	0.12+ 
	0.12+ 
	0.13+ 

	TR
	(0.00) 
	(0.11) 
	(0.12) 
	(0.12) 
	(0.13) 
	(0.10) 

	t-1 
	t-1 
	0.08∗∗∗ 
	-0.10 
	-0.10+ 
	-0.10+ 
	-0.10+ 
	-0.10+ 

	TR
	(0.00) 
	(0.20) 
	(0.19) 
	(0.19) 
	(0.19) 
	(0.18) 

	t-2 
	t-2 
	0.02∗∗∗ 
	0.07∗ 
	0.07∗ 
	0.07∗ 
	0.07∗ 
	0.07∗ 

	TR
	(0.00) 
	(0.07) 
	(0.07) 
	(0.08) 
	(0.07) 
	(0.05) 

	t-3 
	t-3 
	0.01∗∗∗ 
	0.05∗∗ 
	0.05∗∗ 
	0.05∗ 
	0.05∗∗ 
	0.05∗∗ 

	TR
	(0.00) 
	(0.05) 
	(0.05) 
	(0.06) 
	(0.05) 
	(0.04) 

	Week Controls 
	Week Controls 
	Yes 
	Yes 
	Yes 


	Observations 993,174 13,236 
	Observations 993,174 13,236 
	Observations 993,174 13,236 
	13,236 

	Groups 162,131 1,383 
	Groups 162,131 1,383 
	1,383 

	p-values in parentheses 
	p-values in parentheses 

	+ p < .2, ∗ p < .1, ∗∗ p < .05, ∗∗∗ p < .01 
	+ p < .2, ∗ p < .1, ∗∗ p < .05, ∗∗∗ p < .01 


	Table 4.10: Estimation of First–Stage Relationship
	OLS Panel FE Panel FE, Secular Means
	ﬂ 1.211.090.260.14 0.11 0.17 0.230.250.250.23
	∗∗∗ 
	∗∗∗ 
	∗∗ 
	∗∗ 
	∗∗ 
	∗∗ 
	∗∗ 

	(0.00) (0.00) (0.03) (0.39) (0.48) (0.14) (0.05) (0.03) (0.03) (0.04) 
	ﬂ pct -2.65-2.54-0.860.13 0.34 -0.77-0.78-0.78-0.78-0.78
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.87) (0.65) (0.00) (0.00) (0.00) (0.00) (0.00) 
	ﬂ avgh 0.040.040.040.05 0.00 0.040.040.040.040.04
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.52) (0.98) (0.00) (0.00) (0.00) (0.00) (0.00) 
	ﬂ sum 0.140.14-0.01 -0.01 -0.01 -0.01 -0.01 -0.01 -0.01 -0.01 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.16) (0.19) (0.11) (0.11) (0.12) (0.12) (0.12) (0.12) 
	ﬂ h 0.000.000.000.000.000.000.000.000.000.00
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) 
	Ratio -0.53-0.03 0.83 4.865.83-0.23-0.15-0.15-0.20
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.56) (0.57) (0.00) (0.00) (0.00) (0.00) (0.01) (0.00) 
	Buﬀer 0.050.01-0.41 -1.86-0.550.050.040.040.04
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.01) (0.49) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) 
	Genre Controls No No No Yes Yes Yes Yes Yes Yes Yes Lagged Sales No No No No Yes Yes Yes Yes Yes Yes Week Controls No No No Yes Yes No No Yes No No Time Trend No No No No No Yes No No Yes No Holiday Trend No No No No No No Yes No No Yes 
	FL Joint p-value 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 Wealth Joint p-value 0.00 0.03 0.78 0.00 0.00 0.00 0.00 0.00 0.00 Model F -stat 395.41 302.93 178.72 237.64 345.23 396.56 396.29 396.27 396.28 Within-R 0.11 0.11 0.34 0.37 0.44 0.42 0.41 0.41 0.41 0.41 Observations 16,800 16,800 16,800 16,800 16,800 16,800 16,800 16,800 16,800 16,800 Albums 1,589 1,589 1,589 1,589 1,589 1,589 1,589 1,589 
	1,112.88 
	2 

	p-values in parentheses; p<.1, p<.05, p<.01 
	∗ 
	∗∗ 
	∗∗∗ 

	Table 4.11: Diﬀerences in First–Stage Relationships Across Tiers
	Table 4.11: Diﬀerences in First–Stage Relationships Across Tiers
	Table 4.11: Diﬀerences in First–Stage Relationships Across Tiers

	Artist’s Best Tier Tier 1 Tier 2 Tier 3 Tier 4 Equality 
	Artist’s Best Tier Tier 1 Tier 2 Tier 3 Tier 4 Equality 
	Artist’s Mean TierTier 1 Tier 2 Tier 3 Tier 4 Equality 

	ﬂ 0.180 0.284 0.843 -1.060∗ 0.158 (0.205) (0.153) (0.376) (0.072) ﬂ sum -0.021∗∗ 0.005 -0.027 0.029 0.299 (0.038) (0.640) (0.210) (0.769) ﬂ pct -0.647∗∗∗ -0.974∗∗∗ -1.260 0.000 0.424 (0.000) (0.000) (0.192) — ﬂ h 0.001∗∗∗ 0.001∗∗∗ 0.002∗∗∗ 0.000 0.221 (0.000) (0.001) (0.000) (0.954) ﬂ avgh 0.041∗∗ 0.046∗∗∗ 0.035∗∗∗ 0.059∗∗∗ 0.035 (0.000) (0.000) (0.000) (0.000) Ratio -0.159∗∗ -0.274∗∗ -0.289∗∗ -0.635∗∗ 0.309 (0.029) (0.003) (0.038) (0.027) Buﬀer 0.041∗∗∗ 0.051∗∗∗ 0.041∗∗∗ 0.066∗∗∗ 0.153 (0.000) (0.000) (0.0
	ﬂ 0.180 0.284 0.843 -1.060∗ 0.158 (0.205) (0.153) (0.376) (0.072) ﬂ sum -0.021∗∗ 0.005 -0.027 0.029 0.299 (0.038) (0.640) (0.210) (0.769) ﬂ pct -0.647∗∗∗ -0.974∗∗∗ -1.260 0.000 0.424 (0.000) (0.000) (0.192) — ﬂ h 0.001∗∗∗ 0.001∗∗∗ 0.002∗∗∗ 0.000 0.221 (0.000) (0.001) (0.000) (0.954) ﬂ avgh 0.041∗∗ 0.046∗∗∗ 0.035∗∗∗ 0.059∗∗∗ 0.035 (0.000) (0.000) (0.000) (0.000) Ratio -0.159∗∗ -0.274∗∗ -0.289∗∗ -0.635∗∗ 0.309 (0.029) (0.003) (0.038) (0.027) Buﬀer 0.041∗∗∗ 0.051∗∗∗ 0.041∗∗∗ 0.066∗∗∗ 0.153 (0.000) (0.000) (0.0
	0.351 0.158 0.212 -0.389 0.164 (0.111) (0.364) (0.319) (0.138) -0.013 -0.020 -0.001 -0.034 0.550 (0.482) (0.121) (0.936) (0.227) -0.924∗∗∗ -0.626∗∗∗ -0.842∗∗∗ 0.000 0.598 (0.000) (0.001) (0.000) — 0.001∗∗∗ 0.002∗∗∗ 0.001∗∗∗ 0.001∗ 0.309 (0.002) (0.000) (0.001) (0.050) 0.041∗∗∗ 0.040∗∗∗ 0.047∗∗∗ 0.044∗∗∗ 0.101 (0.000) (0.000) (0.000) (0.000) -0.196∗∗ -0.138∗ -0.329∗∗∗ -0.357 0.373 (0.045) (0.081) (0.001) (0.108) 0.034∗∗∗ 0.045∗∗∗ 0.053∗∗∗ 0.046∗∗∗ 0.046 (0.000) (0.000) (0.000) (0.000) 

	Joint FL 0.000 0.000 0.000 0.000 0.003 Joint Buﬀer 0.000 0.000 0.000 0.001 0.301 
	Joint FL 0.000 0.000 0.000 0.000 0.003 Joint Buﬀer 0.000 0.000 0.000 0.001 0.301 
	0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.089 


	∗ 
	p-values in parentheses: p<.1, p<.05, p<.01Joint p–values are from a test of group signiﬁcance within a tier.Chow p–values are from a test of equality across tiers. 
	∗∗ 
	∗∗∗ 

	Freeleech or Wealth Measure Timing ﬂ ﬂpct ﬂavgh ﬂsum ﬂh Ratio Buﬀer 
	Table 4.12: Test of User Anticipation of Freeleeches 
	Table 4.12: Test of User Anticipation of Freeleeches 
	Table 4.12: Test of User Anticipation of Freeleeches 

	t 0.11 0.11 
	t 0.11 0.11 
	0.03∗∗ 
	-0.02 
	0.00 
	-0.23∗∗∗ 
	0.05∗∗∗ 

	(0.55) (0.87) 
	(0.55) (0.87) 
	(0.01) 
	(0.77) 
	(0.29) 
	(0.00) 
	(0.00) 

	t+1 -0.07 -0.26 
	t+1 -0.07 -0.26 
	-0.01 
	0.09 
	-0.00 

	(0.72) (0.79) 
	(0.72) (0.79) 
	(0.80) 
	(0.31) 
	(0.51) 

	t+2 -0.10 -0.25 
	t+2 -0.10 -0.25 
	0.01 
	0.10 
	-0.00 

	(0.59) (0.77) 
	(0.59) (0.77) 
	(0.52) 
	(0.26) 
	(0.19) 

	t+3 -0.01 -0.14 
	t+3 -0.01 -0.14 
	0.01 
	0.04∗ 
	-0.00 

	(0.92) (0.54) 
	(0.92) (0.54) 
	(0.67) 
	(0.09) 
	(0.28) 

	Genre Controls 
	Genre Controls 
	Yes 

	Holiday Trend 
	Holiday Trend 
	Yes 

	Lagged Sales 
	Lagged Sales 
	Yes 

	FL Joint p-value 
	FL Joint p-value 
	0.00 

	FL t+1 Joint p-value 
	FL t+1 Joint p-value 
	0.63 

	FL t+2 Joint p-value 
	FL t+2 Joint p-value 
	0.87 

	FL t+3 Joint p-value 
	FL t+3 Joint p-value 
	0.14 

	Model F -stat 
	Model F -stat 
	245.17 

	Within-R2 
	Within-R2 
	0.44 

	Observations 
	Observations 
	14,915 

	Albums 
	Albums 
	1,514 


	∗
	p-values in parentheses: p<.1, p<.05, p<.01 Joint p–values are from a test of group signiﬁcance within a tier. 
	∗∗ 
	∗∗∗ 

	Table 4.13: Estimation of Model for Overall Sales.
	OLS IV Panel IV Dyn. PIV, Direct Secular Controls Dyn. PIV, Secular Mean Controls
	DLs 0.01-0.01-0.01-0.01-0.02 -0.02-0.02-0.00 -0.02
	∗∗∗ 
	∗∗ 
	∗∗∗ 
	∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.02) (0.00) (0.02) (0.69) (0.00) (0.00) (0.46) (0.00) 
	Lag Sales 0.900.910.690.880.900.900.890.880.90
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) Genre Controls Yes Yes Yes Yes Yes Yes Yes Yes Yes Week Polynomial Yes Yes Yes Yes No No Yes No No Week Controls No No No No Yes No No Yes No Holiday Trend No No No No No Yes No No Yes 
	TotalIVs 2 2 27 24 27 27 27 27 H p-val 0.26 0.81 0.01 0.11 0.37 0.74 0.78 0.33 Observations 16,800 16,800 16,588 16,800 16,800 16,800 16,800 16,800 16,800 Albums 1,377 1,589 1,589 1,589 1,589 1,589 1,589 
	∗ 
	p-values in parentheses: p<.1, p<.05, p<.01 Instruments used: ﬂ avgh, buﬀer, and those derived from lagged values of the dependent variable.“H p–val” is the diﬀerence–in–Hansen test p–values from excludingﬂ avgh and buﬀer from the instrument set. 
	∗∗ 
	∗∗∗ 

	Table 4.14: Estimation of Model for Physical Sales.
	OLS IV Panel IV Dyn. PIV, Direct Secular Controls Dyn. PIV, Secular Mean Controls
	DLs 0.01-0.00 -0.01-0.01 -0.01 -0.02-0.010.00 -0.02
	∗∗∗ 
	∗∗ 
	∗∗∗ 
	∗ 
	∗∗∗ 

	(0.00) (0.64) (0.01) (0.25) (0.73) (0.00) (0.08) (0.59) (0.00) 
	Lag Sales 0.900.910.670.880.900.900.880.880.89
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) Genre Controls Yes Yes Yes Yes Yes Yes Yes Yes Yes Week Polynomial Yes Yes Yes Yes No No Yes No No Week Controls No No No No Yes No No Yes No Holiday Trend No No No No No Yes No No Yes 
	TotalIVs 2 2 27 24 27 27 27 27 H p-val 0.97 0.05 0.16 0.17 0.97 0.79 0.45 0.80 Observations 16,787 16,787 16,580 16,787 16,787 16,787 16,787 16,787 16,787 Albums 1,375 1,582 1,582 1,582 1,582 1,582 1,582 
	∗ 
	p-values in parentheses: p<.1, p<.05, p<.01 Instruments used: ﬂ avgh, buﬀer, and those derived from lagged values of the dependent variable.“H p–val” is the diﬀerence–in–Hansen test p–values from excludingﬂ avgh and buﬀer from the instrument set. 
	∗∗ 
	∗∗∗ 

	Table 4.15: Estimation of Model for Digital Sales.
	OLS IV Panel IV Dyn. PIV, Direct Secular Controls Dyn. PIV, Secular Mean Controls
	DLs 0.03-0.03-0.02-0.03-0.06 -0.04-0.04-0.04-0.04
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.38) (0.00) (0.00) (0.00) (0.00) 
	Lag Sales 0.890.920.670.840.870.850.790.800.85
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00) Genre Controls Yes Yes Yes Yes Yes Yes Yes Yes Yes Week Polynomial Yes Yes Yes Yes No No Yes No No Week Controls No No No No Yes No No Yes No Holiday Trend No No No No No Yes No No Yes 
	TotalIVs 2 2 27 24 27 27 27 27 H p-val 0.00 0.00 0.01 0.01 0.05 0.16 0.05 0.04 Observations 15,537 15,537 15,343 15,537 15,537 15,537 15,537 15,537 15,537 Albums 1,270 1,464 1,464 1,464 1,464 1,464 1,464 
	∗ 
	p-values in parentheses: p<.1, p<.05, p<.01 Instruments used: ﬂ avgh, buﬀer, and those derived from lagged values of the dependent variable.“H p–val” is the diﬀerence–in–Hansen test p–values from excludingﬂ avgh and buﬀer from the instrument set. 
	∗∗ 
	∗∗∗ 

	Table 4.16: Estimation of Model with Artist Tiers. 
	Table 4.16: Estimation of Model with Artist Tiers. 
	Table 4.16: Estimation of Model with Artist Tiers. 

	Tier 1 DLs 
	Tier 1 DLs 
	Best Rank Tiers Overall Physical Digital -0.12∗∗ -0.12∗∗ -0.15∗∗∗ (0.02) (0.02) (0.00) 
	Mean Rank Tiers Overall Physical Digital -0.08∗∗∗ -0.05∗ -0.10∗∗ (0.00) (0.05) (0.02) 

	Tier 2 DLs 
	Tier 2 DLs 
	0.31∗∗ (0.05) 
	0.26∗ (0.09) 
	0.50∗∗ (0.01) 
	0.06 (0.19) 
	0.08∗∗ (0.03) 
	0.17 (0.16) 

	Tier 3 DLs 
	Tier 3 DLs 
	-0.13 (0.60) 
	-0.04 (0.85) 
	-1.02∗∗∗ (0.00) 
	-0.05 (0.54) 
	-0.13 (0.12) 
	-0.33∗ (0.08) 

	Tier 4 DLs 
	Tier 4 DLs 
	-0.57 (0.40) 
	-0.70 (0.26) 
	0.92 (0.15) 
	-0.06 (0.68) 
	0.09 (0.63) 
	0.42 (0.15) 

	Lag Sales Total IVs H p-val Observations Albums 
	Lag Sales Total IVs H p-val Observations Albums 
	0.88∗∗∗ (0.00) 48 0.22 16,800 1,589 
	0.89∗∗∗ (0.00) 48 0.21 16,787 1,582 
	0.82∗∗∗ (0.00) 48 0.05 15,537 1,464 
	0.93∗∗∗ (0.00) 48 0.47 16,800 1,589 
	0.92∗∗∗ (0.00) 48 0.27 16,787 1,582 
	0.86∗∗∗ (0.00) 48 0.04 15,537 1,464 


	∗ 
	p-values in parentheses: p<.1, p<.05, p<.01 IVs: ﬂ avgh, buﬀer, and those derived from lagged values of the dependent variable. “H p–val” is the diﬀerence–in–Hansen test p–value from excluding ﬂ avgh and buﬀer. 
	∗∗ 
	∗∗∗ 

	Table 4.17: Estimation of Model with Lagged Downloads 
	Table 4.17: Estimation of Model with Lagged Downloads 
	Table 4.17: Estimation of Model with Lagged Downloads 

	DLs 
	DLs 
	Overall -0.02∗∗∗ (0.00) 
	Physical -0.02∗∗∗ (0.00) 
	Digital -0.04∗∗∗ (0.00) 

	DLs, t-1 
	DLs, t-1 
	-0.00 (0.48) 
	0.00 (0.99) 
	-0.03∗∗∗ (0.01) 

	DLs, t-2 
	DLs, t-2 
	0.01 (0.34) 
	0.01 (0.33) 
	-0.02∗ (0.08) 

	DLs, t-3 
	DLs, t-3 
	-0.01 (0.23) 
	-0.01 (0.23) 
	-0.01 (0.36) 

	Lag Sales 
	Lag Sales 
	0.91∗∗∗ (0.00) 
	0.90∗∗∗ (0.00) 
	0.91∗∗∗ (0.00) 

	Genre Controls 
	Genre Controls 
	Yes 
	Yes 
	Yes 

	Holiday Trend Total IVs H p-val Observations Groups 
	Holiday Trend Total IVs H p-val Observations Groups 
	Yes 24 0.24 12,059 1,236 
	Yes 24 0.21 12,058 1,235 
	Yes 24 0.90 11,242 1,158 


	p-values in parentheses 
	∗ p<.1, p<.05, p<.01 
	∗ p<.1, p<.05, p<.01 
	∗∗ 
	∗∗∗ 


	Table 4.18: Shuﬄing Regressions for First–Stage Estimates
	Original Shuﬄed 
	Pooled Tier 1 Tier 2 Tier 3 Tier 4 Pooled Tier 1 Tier 2 Tier 3 Tier 4 
	FL 0.09 0.07 0.09 0.63 -3.150.10 0.11 0.15 -0.13 -0.37 
	∗∗∗ 

	(0.56) (0.71) (0.73) (0.51) (0.01) (0.48) (0.52) (0.63) (0.80) (0.76) Formats on FL -0.01 -0.030.01 -0.03 0.06 -0.01-0.00 0.02 0.05 0.11 
	∗∗ 
	∗ 

	(0.21) (0.03) (0.73) (0.39) (0.60) (0.08) (0.96) (0.37) (0.33) (0.35) Percent on FL -2.77-2.48-2.79-3.09— -0.37 -0.06 -0.27 — -0.14 
	∗∗∗ 
	∗∗ 
	∗∗ 
	∗∗ 

	(0.01) (0.02) (0.01) (0.03) — (0.35) (0.91) (0.67) — (0.92) Total FL Hours 0.000.000.000.00-0.00 0.00 -0.00 -0.00 -0.00 -0.00 
	∗∗∗ 
	∗∗∗ 
	∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.03) (0.00) (0.86) (0.27) (0.81) (0.88) (0.48) (0.21) Average FL Hours 0.520.490.500.490.52-0.02 -0.00 -0.00 -0.00 0.02 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 
	∗∗∗ 

	(0.00) (0.00) (0.00) (0.00) (0.00) (0.63) (0.91) (0.99) (.93) (0.67) 
	Genre Controls Yes Yes Yes Yes Album Age Yes Yes Yes Yes Week Controls Yes Yes Yes Yes Lagged Sales Yes Yes Yes Yes User Buﬀer Yes Yes Yes Yes 
	Shuﬄed=Original p-value 0.00 0.00 0.00 0.00 0.00 FL Joint p-value 0.00 0.00 0.00 0.00 0.01 0.22 0.97 0.81 0.89 0.83 Wealth Joint p-value 0.00 0.00 0.00 0.00 Model F-stat 197.68 110.77 192.81 106.97 Within-Rsq 0.44 0.44 0.44 0.43 Obs 13,838 10,437 13,744 10,337 Groups 1,436 1,275 1,427 1,270 
	p-values in parentheses; p<.1, p<.05, p<.01 
	∗ 
	∗∗ 
	∗∗∗ 

	Table 4.19: Estimated Aggregate Eﬀect of Piracy on Sales 
	Table 4.19: Estimated Aggregate Eﬀect of Piracy on Sales 
	Table 4.19: Estimated Aggregate Eﬀect of Piracy on Sales 

	Source 
	Source 
	Detail 
	Estimate 

	Waldfogel (2010) 
	Waldfogel (2010) 
	Inferred; see footnote 
	-0.195 

	Rob and Waldfogel (2006) 
	Rob and Waldfogel (2006) 
	Inferred; see footnote 
	-0.130 

	Leung (2008) 
	Leung (2008) 
	Table 11, CDs 
	-0.040 

	Oberholzer-Gee and Strumpf (2007) 
	Oberholzer-Gee and Strumpf (2007) 
	Inferred; see footnote 
	-0.00001 

	Blackburn (2006) 
	Blackburn (2006) 
	Table 5, Average 
	-0.28 

	Mean 
	Mean 
	-0.127 

	Median 
	Median 
	-0.13 


	Waldfogel (2010): Combined data from Table 2 with estimates from Table 5 for all; average over years. Rob and Waldfogel (2006): See footnote 14 of Leung (2008). Oberholzer-Gee and Strumpf (2007): See footnote 14 of Leung (2008). 
	Table 4.20: Eﬀects of the Sitewide Freeleech in Week 15 
	Mean 
	Mean 
	Mean 
	25th 
	Percentiles 50th 
	75th 
	Skew 

	Change in Downloads 
	Change in Downloads 
	Pooled Tier 1 Tier 2 
	79.54 96.11 57.45 
	13.19 15.22 11.34 
	32.58 39.37 23.12 
	83.97 98.24 55.26 
	6.05 5.37 2.58 


	Pooled -131.22 -109.34 -62.26 -44.97 -13.02 
	Change in 
	Change in 
	Change in 
	Tier 1 -747.14 -724.05 -392.59 -229.48 -8.70

	Sales 

	Tier 2 2619.69 1340.84 2133.19 3114.60 3.35 
	Pooled 718 Albums Tier 1 416 Tier 2 206 
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	Chapter 5 
	Conclusions 
	The aim of this thesis is to demonstrate how agents’ IP choices can impact the relationship between public policy or broad economic conditions and the creative behaviors that ultimately drive new discoveries, improved products, and economic growth. If IP choices are taken as given or as fully determined by industry norms and secular trends without acknowledging the inherently strategic nature of these IP instruments, their important role as an intermediary between policy and outcomes will be overlooked. 
	Chapter 2 shows that when models examine IP and innovation as distinct choices, ﬁrms may increase one at the expense of the other in response to changing policy or industry conditions. I demonstrate one of the practical implications of this discrepancy: the potential invalidity of citation–weighted patent counts as a measure of innovative output. I show that this measure, used extensively in empirical studies of innovation, knowledge spillovers, international trade, and long–run growth, is a valid proxy if 
	-
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	are generally invalid as a proxy for innovation. The resulting predictions therefore depend on how a ﬁrm decides to use their patents: are they a vehicle for licensing revenues from market competitors, or do they serve as a tool to guarantee a monopoly and exclude competitors completely? Likewise, ﬁrms’ optimal IP strategies will determine whether patent rights lead to monopolized markets or to increased market entry, directly aﬀecting the relationship between public policy and market outcomes. 
	-

	When the intensity of potential price competition the ﬁrm would face in the market changes, say because of relaxed trade barriers or an increase in the willingness of consumers to substitute between rival products, the model predicts an inverse–U (or possibly M–shaped) relationship between competitive pressure and observed patenting, even as it predicts a decreasing or normal–U relationship between competitive pressure and innovative eﬀort. In other words, patent counts are generally invalid as a proxy for 
	-
	-

	Using a common measure of industrial competitiveness, I show that citation– weighted patent counts exhibit an inverse–U relationship with competition, as has been found in many previous empirical studies and as is predicted by the model of Chapter 2. However, I also ﬁnd a negative relationship between ﬁrm R&D activity and industry competition, which is less consistent with the predictions of other theoretical innovation–competition models but does ﬁt the predictions of the model here. The discrepancy is hyp
	Using a common measure of industrial competitiveness, I show that citation– weighted patent counts exhibit an inverse–U relationship with competition, as has been found in many previous empirical studies and as is predicted by the model of Chapter 2. However, I also ﬁnd a negative relationship between ﬁrm R&D activity and industry competition, which is less consistent with the predictions of other theoretical innovation–competition models but does ﬁt the predictions of the model here. The discrepancy is hyp
	to innovate implies patenting is zero by deﬁnition, changes in observed citation– weighted patent counts are dominated by the innovation eﬀect at higher levels of competition. In other words, the innovation eﬀect masks the underlying relationship between competition and IP usage per se at high levels of competition, but the IP– competition relationship dominates at low levels of competition. Hence patent–based measures of innovation coincide with R&D activity only on the downward–sloping portion of the fami

	To more directly test this censoring hypothesis, I use zero–inﬂated estimation methods to model innovative eﬀort and patenting ex post of innovation separately. As noted, a failure to innovate will add excess zeros to the observed distribution of patenting outcomes; the estimates from these models show that this occurs most often when competition is high and the likelihood of innovative success is low. These results, as well as the ones from more conventional modeling techniques, are robust to controlling f
	Chapter 4 turns our attention to copyright. In line with the “property rights” conception of IP, copyright violation for recorded music is generally thought to displace sales of that music in legitimate markets, and the principal empirical question is simply, “How much?” Using exogenous shocks to the music sharing capacity on a private–network music sharing website, I show that the size and direction of the eﬀect depends on what kind of music is being pirated and what sales format is being 
	Chapter 4 turns our attention to copyright. In line with the “property rights” conception of IP, copyright violation for recorded music is generally thought to displace sales of that music in legitimate markets, and the principal empirical question is simply, “How much?” Using exogenous shocks to the music sharing capacity on a private–network music sharing website, I show that the size and direction of the eﬀect depends on what kind of music is being pirated and what sales format is being 
	-

	considered. Overall, the impact is quite modest, but the diﬀerences in eﬀects across artists and sales formats have important implications beyond the “how much” question, implications for how copyright holders should utilize their IP and therefore how the resulting market for music will be structured. 
	-


	Music streaming platforms form a large segment of the market for recorded music, and copyright holders must determine which platforms to license to, how to determine licensing fees, and whether to vertically integrate in light of competition from rival record labels. Since music piracy is quite diﬃcult to eliminate, ﬁle sharing networks will always exist as a potential alternative platform to legitimate streaming services; IP strategies by record labels that would normally force consumers to “multi–home” an
	-

	Intellectual property, whether patents, copyrights, or other forms, comprises rich strategic objects, and these strategies play a crucial role in determining the relationship between economic fundamentals and economic outcomes. Paying the attention due to this intermediate link will enable more eﬀective crafting of public policy and a deeper understanding of how innovation and creativity occur in a market context. 
	-
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