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Abstract

Modern surgical training, guided by competency-based medical education, demands
frequent assessment and feedback to support continuous skill development. Many
early-stage practices have moved to simulation-based settings, where trainees develop
technical skills outside the operating room. This shift has placed additional demands
on expert instructors, whose time is now split between clinical duties and trainee
supervision. Automated video analysis offers a scalable alternative to expert ob-
servation, enabling objective evaluation while reducing labor and cost. To deliver
actionable feedback, it is important to understand the procedural context of surgical
activity, which requires accurate recognition of surgical workflow. Skill assessment
can then be aligned with the procedural context.

We propose incorporating workflow analysis as a prerequisite for skill assessment.
Recent advances in deep learning have enabled accurate modeling of surgical work-
flow, approximating expert-level procedural understanding. However, training deep
learning models often rely on large volumes of annotated surgical videos. In practice,
such data is scarce, and when available, varies widely in surgical environment, visual
appearance, and annotation schemes. This challenges models to learn generalizable
features. The goal of this thesis is the accurate recognition of surgical workflow for

skill assessment while contending with data scarcity.



We present an automated video analysis framework for surgical workflow recog-
nition and skill assessment in simulation-based training. We develop a deep learning
model for real-time workflow recognition in simulated cataract surgery, segmenting
procedures into discrete tasks. The resulting task durations serve as interpretable
metrics of technical proficiency and are shown to correlate with surgeon expertise.
To overcome data scarcity and improve generalization, we introduce a cross-domain
self-supervised learning strategy that pre-trains models on unlabeled surgical videos
from both clinical and simulation domains. This approach incorporates clinically rel-
evant context and improves performance in low-data settings. Its validity is further
demonstrated on robot-assisted surgical suturing. The proposed method consistently
outperforms standard baselines and supervised pre-training, particularly under visual
and semantic domain misalignment.

In conclusion, this thesis demonstrates the potential of surgical workflow recog-
nition for skill assessment and the effectiveness of cross-domain pre-training. These
contributions support the development of context-aware coaching systems that gen-

eralize to broader surgical training scenarios.

11



Co-Authorship Statement

The work presented in this thesis was completed under the supervision of Dr. Gabor
Fichtinger, with additional guidance and collaboration from Dr. Matthew Holden
and Dr. Rebecca Hisey. Joshua Bierbrier and Dr. Christine Law contributed to this
research by providing clinical expertise.

Chapter 3 has been previously presented and published in:

Bining Long, Rebecca Hisey, Joshua Bierbrier, Christine Law, Gabor Fichtinger,
and Matthew Holden, “Leveraging surgical workflow recognition for skill assessment
in simulated cataract surgery,” in IGT x ImMNO Joint Symposium Proceedings, 2025.
Chapter 4 is currently in preparation for submission to a peer-reviewed journal:

Bining Long, Rebecca Hisey, Joshua Bierbrier, Christine Law, Gabor Fichtinger,
and Matthew Holden, “Clinic-to-simulation knowledge transfer with cross-domain
self-supervised learning for surgical workflow recognition,” Manuscript in Preparation,

2025.

11



Acknowledgments

I would like to express my deepest gratitude to my supervisor, Professor Gabor
Fichtinger, for his unwavering support throughout this journey. I thank him for
taking me on as his student and believing in my potential, and for opening up many
opportunities. I would also like to thank Professor Matthew Holden, whose generous
support and mentorship have been invaluable. He introduced me to this field and
has since continuously guided and encouraged my exploration, for which I am always
grateful. I owe much of this work to their support.

I am privileged to have worked with many great minds in the Laboratory for Per-
cutaneous Surgery. I thank my colleagues and friends for creating such a supportive
environment to learn and grow. I am especially thankful to Dr. Rebecca Hisey for
her mentorship and the many insightful discussions that helped guide my work, and
to Dr. Gabriella d’Albenzio for her constant encouragement.

Last but not least, I am incredibly grateful to my family for their unconditional
love and support, their endless patience and belief in me, and for always encouraging
me to pursue my interests. I extend my heartfelt thanks to my friends for supporting
me and sharing the beautiful moments in life with me. To Mo, thank you for your

love, patience and inspiration; thank you for always being there for me.

v



Contents

Abstract

Co-Authorship Statement
Acknowledgments
Contents

List of Tables

List of Figures

Glossary

Chapter 1: Introduction
1.1 Motivation . . . . . . . . ...
1.2 Problem Statement . . . . . . . ... ... ... ... ... .. ...,
1.3 Objectives . . . . . . .
1.4 Contributions . . . . . . . ...
1.5 Organization of Thesis . . . . . . ... ... ... ... ... ... .

Chapter 2: Literature Review

2.1 Surgical Training in Simulation . . . . . ... .. ... .. ... ...

2.2 Automated Surgical Video Analysis . . . . . . ... ... ... ...

2.3 Deep Learning Approaches for Surgical Workflow Recognition
2.3.1 Spatial Feature Learning . . . . . . . ... ... .. ... ...
2.3.2 Temporal Dynamics Learning . . . . . .. ... .. ... ...
2.3.3 Transfer Learning . . . . . . . . ... ...
2.3.4  Self-Supervised Learning . . . . . . .. ... ...
2.3.5 Domain Adaptation. . . . . .. ... ...

2.4 Computational Approaches for Automated Surgical Skill Assessment
2.4.1 Metric-Based Methods . . . . . ... .. ... ... ......

11
11
12
13
14
18
19



2.5

Chapter 3:  Leveraging Surgical Work ow Recognition for Skill As-
sessment in Simulated Cataract Surgery
3.1 Introduction . . . . . .. ... ...
3.2 Methods . . . ... .. . . . . ...

3.3 Resultsand Discussion . . . . . .. .. ... ... .. ...,
3.4 Conclusion. . . . . . . . e
Chapter 4:  Clinic-to-Simulation Knowledge Transfer with Cross-
Domain Self-Supervised Learning for Surgical Work-
ow Recognition
4.1 Introduction . . . . . . . ..
42 Methods . . . . . . . . . e

4.3

4.4
4.5
4.6

Chapter 5:

2.4.2 Deep Learning Methods
Cataract Surgery

3.2.1 Dataset Preparation and Preprocessing . . . . . ... ..
3.2.2 Work ow Recognition Model . . . . . .. ... ... .. ..

3.2.3 Temporal Metrics for Skill Assessment

4.2.1 Model Architecture . . . . ... ... ... L.
4.2.2 Cross-Domain Self-Supervised Learning . . . . . .. ..
Experiments . . . . . . . . ...

4.3.1 Experimental Design

4.3.3

Conclusion

Bibliography

Vi

432 Datasets . . . . . . . . . e
Implementation Details . . . . ... ... .........
Results . . . . . . . . . e
DiSCUSSION . . . . . . . e e
Conclusion . . . . . . . . . . . . e



List of Tables

3.1

4.1

4.2

4.3

Work ow recognition performance using ResNet-50 for spatial feature

extraction combined with di erent temporal models.. . . . . ... .. 31

Comparison of cross-domain self-supervision against supervised and
self-supervised algorithms. Performance is averaged across folds. . . . 47
Evaluation of supervised pre-training performance for both the CNN

and TCN components. Models are pre-trained on clinical data and
ne-tuned on simulation data. We report averaged results across folds. 48
Evaluation of the e ect of procedural similarity on supervised trans-

fer learning. Models are pre-trained on in-domain (similar) or out-of-

domain (dissimilar) clinical data and ne-tuned on simulation data. . 49

Vil



List of Figures

2.1

3.1

3.2

3.3

4.1

Simulation environment setup for cataract surgery training. . . . . . . 23

An overview diagram of the proposed pipeline for automated work ow
recognition and skill assessment. . . . . . .. ... ... ... ... 27
Color-coded ribbon plots of surgical tasks: ground truth (top) and
model predictions (bottom). . . . . .. .. ... ... . L. 32
Whisker plots of the ground truth (top) and predicted (bottom) task
durations for each surgical task, based on data from an ophthalmologist

(N=1)andresidents (N=4). . . ... ... ... ... . ...... 32

An overview diagram of our proposed cross-domain self-supervised

learning approach. . . . .. ... ... .. 39

viii



Glossary

CBME. Competency-Based Medical Education

CNN. Convolutional Neural Network

IOL. Intraocular Lens

LSTM. Long Short-Term Memory Network

MLP.  Multilayer Perceptron

MSE. Mean Squared Error

OSATS. Objective Structured Assessment of Technical Skill
ResNet. Deep Residual Network

R-CNN. Region-based Convolutional Neural Network
RNN. Recurrent Neural Network

SSL. Self-Supervised Learning



TCN. Temporal Convolutional Network

VR. Virtual Reality



Chapter 1

Introduction

1.1 Motivation

Modern surgical training has adopted competency-based medical education, in which
progression is determined by demonstrated pro ciency rather than time-based met-
rics. This shift necessitates frequent and speci ¢ feedback for trainees to support con-
tinuous technical skill development. However, existing skill assessment practices rely
heavily on expert observation, which is time-consuming and subject to bias. These
demands place a growing burden on faculty and highlight the need for automated
methods capable of providing objective and actionable feedback.

Automated video-based skill assessment o ers a promising alternative to tradi-
tional motion-based evaluation methods. Surgical videos can be passively collected
from existing systems, such as operating microscopes, without the need for addi-
tional sensors or modi cations to the clinical work ow. This preserves the standard
of care and minimizes interference in the operating room. However, most existing
approaches evaluate performance at the level of the entire procedure. Such coarse

assessment lack the granularity required to identify where trainees struggle and are
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insu cient for supporting targeted skill re nement.

To overcome this limitation, it is essential to rst understand the procedural
context in which a surgical activity occurs. As such, we suggest incorporating surgi-
cal work ow analysis as a prerequisite step. Work ow analysis involves recognizing
discrete surgical phases or tasks and identifying transitions between them. Recent
advances in deep learning have enabled more accurate modeling of these elements,
aiming to approximate expert-level procedural understanding. This contextual aware-
ness forms the foundation for downstream skill assessment.

This thesis is motivated by the need for such work ow-integrated assessment
frameworks. It focuses on developing automated methods that bridge surgical work-
ow recognition and ne-grained skill assessment, with an emphasis on simulation-

based training environments.

1.2 Problem Statement

To identify where trainees struggle during surgery and provide actionable feedback,
skill assessment must operate at the level of individual surgical steps instead of the
entire procedure. This requires accurate recognition and segmentation of the surgical
work ow, understanding what is happening and when it occurs, so that performance
can be assessed within the appropriate procedural context.

However, modeling surgical work ow from video is challenging. Visual cues are
often subtle and ambiguous, and work ow patterns vary across surgeons due to dif-
ferences in technique and operating style. Capturing this complexity is essential for
reliable work ow recognition and skill assessment.

Deep learning models for work ow recognition typically rely on large volumes of



1.3. OBJECTIVES 3

annotated surgical video, but such data is scarce due to the time, cost, and expertise
required for manual labeling. This limits the scalability of supervised learning and

constrains model performance. Moreover, for these methods to be clinically useful,
they must generalize across diverse surgical settings. In practice, distribution shifts
arise from variations in surgeon technique, institutional practices, and work ow def-

initions, posing challenges to generalization. These challenges highlight the need
for learning strategies that reduce reliance on labeled data by leveraging unlabeled

surgical videos and and that adapt across domains with minimal supervision.

1.3 Objectives

The objective of this thesis is to develop an automated video analysis framework for
surgical work ow recognition and skill assessment in simulation-based training envi-
ronments. The goal is twofold: (1) to accurately recognize surgical work ow and de-
rive task-level performance metrics that serve as indicators for di erentiating surgical
expertise, providing a framework that can operate independently or in combination
with other video analysis methods to enable more granular and interpretable assess-
ment, and (2) to overcome data scarcity and domain shifts by pre-training models on
unlabeled surgical videos, enabling the learning of transferable representations that
incorporate clinically relevant context and improve work ow recognition in low-data

settings.

1.4 Contributions

This thesis makes the following contributions:
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First, it presents a deep learning method for real-time surgical work ow recog-
nition in simulated cataract surgery using microscope video. The proposed model
reliably identi es surgical tasks during the procedure, which enables structured un-
derstanding of surgical activity. The recognized work ow is then used to derive
task durations, which serve as interpretable indicators of technical performance and
di erentiate surgeon expertise. While task duration alone is not su cient for com-
prehensive skill assessment, this work demonstrates, for the rst time in simulated
cataract surgery, the feasibility of using work ow recognition to generate task-level
performance indicators as an enabler for more complete skill assessment.

Second, to address the challenges of data scarcity and domain variability, this
thesis introduces a pre-training strategy that learns robust visual representations
from unlabeled surgical videos across clinical and simulation environments without
relying on aligned labels. This method incorporates clinically relevant procedural
context into model training and improves work ow recognition accuracy in low-data
regimes. Its generalizability is further validated on robotic-assisted suturing tasks

beyond the initial cataract surgery use case.

1.5 Organization of Thesis

Chapter 2 provides background on simulation-based surgical training and automated
video analysis, reviews deep learning methods for video-based surgical work ow recog-
nition and computational approaches to automated surgical skill assessment, and
presents the clinical background on cataract surgery.

Chapter 3 presents a real-time work ow recognition model for simulated cataract

surgery and its application to objective, task-level skill evaluation.
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Chapter 4 introduces a cross-domain self-supervised learning approach for work-
ow recognition, learning transferable features from unlabeled clinical and simulation
video data without relying on aligned labels.

Chapter 5 concludes this thesis and outlines directions for future work toward
realizing the vision of context-aware coaching systems for broader applications in

surgical training.



Chapter 2

Literature Review

This chapter provides background and reviews existing methods relevant to the au-
tomated analysis of surgical work ow and performance. We begin by discussing
surgical training in the simulation environment, which motivates the need for ob-

jective and scalable skill assessment. We then introduce automated surgical video
analysis as an increasingly powerful approach for interpreting and evaluating surgical
activity. Following this, we review key advancements in deep learning approaches for
surgical work ow recognition, as well as computational methods for automated skill

assessment. Lastly, we present the clinical background on cataract surgery and the

associated surgical training, to provide the setting in which this thesis is situated.

2.1 Surgical Training in Simulation

Traditional surgical training has long followed an apprenticeship model, where trainees
acquire skills through observation and guided practice in the operating room. In the
modern competency-based medical education (CBME), progression is no longer de-

termined by the duration of training, but rather by the measurable attainment of
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prede ned competencies [29]. This shift inherently requires frequent assessment of
surgical skill to ensure trainees are progressing toward competence.

The shortened residency programs and increasing demands to maintain operating
room e ciency further constrain the time available for in-theater training [71]. Given
these pressures, it is no longer realistic to expect residents to acquire the full range
of surgical skills solely through clinical exposure. Many of the early-stage practices
have moved to the simulation laboratories, and simulation-based training has become
an important part of modern surgical education.

Simulation environments allow trainees to develop technical skills outside the op-
erating room and o ers a more e cient way to train them [82]. Simulation serves
multiple purposes in surgical education: they facilitate the development of techni-
cal skills in a safe and standardized setting, allows for individualized learning and
repeated practice, and can be used for assessment of trainee performance [71, 8].

Surgical simulators provide consistent scenarios with predictable behavior, and
a comparable training experiences across cohorts [88]. Simulators vary in delity
and functionality. Low- delity models includes benchtop simulators for open proce-
dures such as knot-tying and suturing, and video-box trainers for minimally invasive
techniques [38]. High- delity simulators incorporate augmented and virtual reality
technologies, which o ers interactive and immersive training experiences [21], but
they are expensive and often lack realism for ne motor tasks training unless paired
with advanced, custom haptic feedback systems.

Assessment in medical training, including simulation-based settings, typically em-
ploys structured tools such as global rating scales, which evaluate both overall and

subtask performance, and procedural-speci ¢ checklists, which guide expert raters to
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verify the completion of critical steps [48]. While these tools introduce a degree of
standardization, they still rely heavily on expert judgment and are therefore subject
to variability and bias. In addition, the shift from operating room{based training to
simulation laboratories has placed additional demands on expert instructors, whose
time is now split between clinical duties and the supervision of simulation-based train-
ing. The e ectiveness of simulation-based training depends heavily on the availability
of experienced instructors to demonstrate procedures, observe performance, and pro-
vide feedback [53], which imposes a signi cant time burden on surgical faculty. This
reliance on human supervision motivates the exploration of computer-assisted, auto-
mated methods that can support objective surgical skill assessment.

Over the past decade, computational approaches have been developed to auto-
mate surgical skill assessment across entire procedures. These approaches commonly
analyze motion or video data, and derive various metrics to assess skill. We provide

a detailed review of these methods in Section 2.4

2.2 Automated Surgical Video Analysis

In earlier work, Padoy et al. [70] proposed a vision for context-aware surgical environ-
ments capable of real-time work ow recognition to support intraoperative decision-
making. This work established a paradigm in which surgical scenes could be algo-
rithmically interpreted via automated video analysis. Since then, a broader range of
computational methods has been developed and has enabled more robust and scal-
able video understanding. In 2021, Ward et al. [94] noted that modern algorithms are

capable of performing rudimentary automated assessments based on surgical video,
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including operative performance evaluation, identi cation of critical events, and high-
lighting of key anatomical structures. These developments open up promising di-
rections for expanding automated assessment toward broader clinical use cases and
ner-grained analysis.

In the domain of surgical training, Dick et al. [22] recently conducted a systematic
review of automated video analysis methods, showing that these approaches are now
commonly used to distinguish between expert and novice performance using quanti-
tative metrics, and to correlate with established assessment tools like the Objective
Structured Assessment of Technical Skill (OSATS). The vision of context-aware sur-
gical assistance has extended beyond intraoperative support to include applications
in surgical training and skill assessment.

Automated video-based skill assessment o ers more exibility and time e ciency
compared to direct faculty observation, and reduces the burden on expert supervisors
by limiting the need for real-time involvement in trainee evaluation. Compared to
motion-based methods that analyze hand or instrument trajectories, using electro-
magnetic trackers or optical tracking with physical markers [2, 43], or kinematic data
capturing surgical tool motion from the master tool manipulators and patient-side
manipulators of robotic surgical platforms [33], video-based methods are more accessi-
ble and less intrusive. Surgical recordings can be captured directly from endoscopic or
operating microscope systems, without requiring additional sensors or modi cations
to the clinical work ow.

We can broadly categorize common automated video-based skill assessment meth-
ods into two main classes: object-detection-based methods and end-to-end spatiotem-

poral modeling approaches. The rst focuses on detecting surgeons' hands or surgical
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instruments in individual video frames, and then tracking their motion over time to
analyze movement patterns. This object detection can be done by using traditional
computer vision techniques, such as those based on histogram of oriented gradients
(HOG) [18] combined with classi ers, or deformable part models (DPM) [27], which
capture object parts and their spatial relationships. Alternatively, deep learning-
based methods, such as region-based CNN (R-CNN) [35] and You Only Look Once
(YOLO) [77], learn hierarchical feature representations that progress from simple
patterns to complex objects, directly from data without the need for handcrafted de-
scriptors. These methods extract kinematic-like features to infer technical skill. The
second class bypasses explicit object detection, and instead processes raw surgical
video using deep learning models to learn spatiotemporal representations end-to-end.
Models such as 3D CNNs [11] jointly capture both visual content and temporal dy-
namics, which enable the network to recognize patterns of movement and interaction
across the video sequence.

While both approaches have shown strong performance in predicting skill level,
they typically assess skill over the entire procedure. As a result, they lack the gran-
ularity needed to identify where trainees struggle during the operation. This limits
their ability to provide targeted feedback that could guide step-specic skill re ne-
ment. To enable more actionable feedback for trainees, a promising direction is to
segment the procedure into distinct tasks or steps and perform skill assessment within
this structured framework. This calls for the integration of surgical work ow recog-
nition into the assessment pipeline for ne-grained performance analysis.

Automated surgical work ow recognition typically involves learning patterns from

visual and temporal data to derive meaningful insights about surgical procedures.
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Early algorithmic approaches used statistical models such as dynamic time warping
(DTW) [70, 54] and hidden Markov models (HMM) [70, 24]. More recent meth-

ods leverage deep learning and computer vision techniques to automatically extract
complex spatiotemporal patterns from raw video data, and has led to substantial ad-
vancement. Current methods often follow a two-stage architecture: a spatial model
to extract visual features from individual frames, followed by a temporal model to

capture the sequential structure of surgical procedures. We provide a detailed review

of deep learning-based methods in Section 2.3.

2.3 Deep Learning Approaches for Surgical Work ow Recog-
nition

In this section, we rst cover two core modeling components: spatial feature learning
and temporal dynamics learning. We then discuss key advancements in three learn-
ing strategies central to this thesis: transfer learning, self-supervised learning, and
domain adaptation. Each addresses key challenges in surgical work ow recognition,
including transferring knowledge from labeled source domains to low-resource target
domains, learning from unlabeled data to reduce annotation burden, and improving

generalization across di erent surgical settings.

2.3.1 Spatial Feature Learning

Early approaches to surgical work ow recognition focused on extracting spatial infor-
mation from individual video frames without modeling temporal dynamics. Twinanda
et al. [91] introduced EndoNet, a multi-task CNN (based on AlexNet) for simultane-

ous surgical phase recognition and tool presence detection from laparoscopic video.
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Nwoye et al. [67] extended this idea using a ResNet-18 backbone to jointly detect in-
strument and recognize surgical triplets: instrument, verb, and target. They incorpo-
rated instrument activation maps as additional input to guide the model's attention.
Their follow-up work [68] re ned this with self- and cross-attention to better capture
associations within the triplets. More recently, Feng et al. [28] proposed a geometric
reasoning model that perceives surgical phases and predicts tool paths by tracking
multiple objects and quantifying geometric parameters. The three-stage framework
rst segments key intraoperative objects using CNNs, then extracts geometric pa-
rameters from the predicted multi-object segmentation, and nally estimates surgical
phases based on the geometric relationships between tools and anatomical structures.
These works share the common goal of jointly modeling surgical instruments and
procedural context using spatial feature representations alone.

Beyond spatial-only modeling, a growing number of works employed spatial fea-
ture extractors as a precursor to temporal modeling. Jin et al. [51] found that deeper
networks produce more representative features, and selected ResNet-50 as a balanced
choice between accuracy and computational cost. Czempiel et al. [17] also demon-
strated the advantage of ResNet-50 over shallower architectures such as AlexNet. As
a result, ResNet-50 has since become a widely adopted backbone for spatial feature

extraction in surgical work ow recognition frameworks.

2.3.2 Temporal Dynamics Learning

Recurrent neural networks (RNNs) are commonly used to model temporal dependen-
cies in sequential data. In general, long short-term memory networks (LSTM) are

preferred over basic RNNs due to their improved capacity to retain information over
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longer time spans. Jin et al. [51] proposed an end-to-end framework integrating a
CNN and LSTM, to extract visual features and temporal dependencies, respectively.
The main limitation of RNNs and LSTMs is their short receptive eld [6, 17], which
restricts their ability to capture long-range dependencies and limits their capacity to
incorporate context over the full duration of a surgical procedure.

Temporal convolutional networks (TCNs) were rst introduced by Lea et al. [55]
for action segmentation and detection, which leverages temporal pooling to capture
long-range temporal dependencies across sequences. Building on this, Farha et al. [26]
proposed the multi-stage TCN (MS-TCN), in which predictions are progressively re-
ned through a sequence of TCN stages, each consisting of multiple convolutional
layers. In the surgical domain, Czempiel et al. [17] adapted this architecture for phase
recognition in their TeCNO model. They incorporated dilated convolutions to enlarge
the temporal receptive eld and causal convolutions to support online inference, such
that the prediction only relies on the current and previous frames, without needing
access to future frames. Through ablation studies, they found that a two-stage con-
guration o ered the best balance between performance and over tting, and TCNs
outperformed recurrent LSTMs. Subsequent work by Ramesh et al. [75] further val-
idated that TCN-based models consistently achieved superior accuracy compared to
LSTM-based models, which reinforced the advantage of TCNs for temporal modeling

in this domain.

2.3.3 Transfer Learning

Transfer learning enables models to transfer knowledge from a source domain, typ-

ically datasets or procedures with abundant labeled data, to a target domain with
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limited labeled data. Several studies used transfer learning to transfer surgical process
knowledge across surgeries, varying in both methodology and source{target dataset
selection. Dergachyova et al. [20] proposed early transfer learning methods for surgical
activity prediction, and showed that the best performance improvement was achieved
by a two-step training process: pre-training the model on multi-site datasets and
transferring knowledge to a di erent procedure within the same surgical specialty.
Neimark et al.[65] explored transfer learning across four di erent laparoscopic surg-
eries, where they pre-trained their proposed time-series adaptation network using
self-supervised learning. Eckho et al. [25] applied co-training and transfer learning
across Sleeve Gastrectomy and the laparoscopic phase of Ivor-Lewis Esophagectomy,
two surgeries with high procedural overlap, and analyzed the impact of di erent

training set compositions.

2.3.4 Self-Supervised Learning

Self-Supervised Learning (SSL) has gained increasing attention for its ability to learn
robust representations from unlabeled data. Modern deep learning models are data-
hungry, and their performance closely tied to the availability of labeled training data.
However, high-quality annotated data are often limited in the surgical eld due to
ethical concerns, especially for ne-grained tasks. SSL helps mitigate this dependency
by enabling pre-training on large-scale unlabeled data, which can then be ne-tuned
on smaller labeled subsets for downstream applications. In the following, we rst
provide a brief overview of foundational SSL methods developed for natural image

and video analysis, and then review related work that applied SSL to surgical videos.
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Foundational Approaches

We review four major categories of SSL approaches: contrastive learning, self-distillation,
masked autoencoders, and joint embedding architectures.

Contrastive learning methods aim to bring representations of similar (positive)
pairs closer while pushing dissimilar (negative) pairs apart. Simple contrastive learn-
ing of representations (SIMCLR) [13] learns representations by maximizing agreement
between di erently augmented views of the same image. It relies on strong data aug-
mentations, an multilayer perceptron (MLP) projection head, and a contrastive loss
(NT-Xent). However, it requires large batch sizes to maintain a su cient set of nega-
tive samples. To decouple this need for large in-batch negatives, momentum contrast
(MoCo) [41] formulates contrastive learning as a dictionary look-up task. It uses a mo-
mentum encoder to encode keys and stores them in a queue, which enables sampling
more instance pairs across mini-batches. The model is trained to match an encoded
guery to the dictionary of encoded keys using a contrastive loss. MoCo v2 [15] further
improves the approach by incorporating two components used in SIMCLR, including
an MLP projection head and stronger data augmentations. Swapping assignments
between multiple views (SwAV) [9] bridges contrastive and clustering-based methods.
It simultaneously assigns image views to cluster prototypes and enforces consistency
in cluster assignments across augmented views, rather than comparing feature vectors
directly.

Self-distillation uses a teacher-student architecture to learn unsupervised features
without discriminating between images. Bootstrap Your Own Latent (BYOL) [37]
trains a student network to predict the output of a slowly evolving teacher network,

updated via exponential moving average, and optimized by a mean squared error
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(MSE) loss. Knowledge distillation with no labels (DINO) [10] improves it by directly
predicting the teacher's output and replaced the MSE loss with a cross-entropy loss.
More recently, an improved version, DINOv2 [69] has emerged as a state-of-the-art
SSL method by adding an in-view reconstruction objective.

Masked autoencoders (MAESs) are characterized by a reconstructive pretext task
known as masked image modeling, which does not rely on view-based data aug-
mentation. MAE [40] masks a large portion of random image patches and trains a
lightweight decoder to reconstruct the missing pixels. VideoMAE [89] extends this
idea to videos by performing temporal tube masking, where the same masking map
is used across all frames, with an extremely high masking ratio of up to 95%.

Joint embedding architectures are another line of SSL methods. These approaches
train an encoder to produce two similar embeddings for di erent views of the same im-
age, but eliminate the need of using contrastive pairs. Variance-invariance-covariance
regularization (VICReg) [7] directly learns representations by aligning views of the
same input while regularizing the variance and covariance of the embeddings, which
avoids mode collapse. Joint-embedding predictive architecture (JEPA) [5] introduces
a latent prediction framework in which a context block of partially visible image to-
kens is used to predict the representations of target tokens at the conditioned spatial
locations. Compared to MAEs, JEPA makes predictions in the latent space, such
that it does not require reconstructing pixel-level details that might be irrelevant to
the downstream task.

Many of the aforementioned SSL approaches rely on Vision Transformers (ViTs)
as their backbone, including MAEs, DINOv2, and JEPA, which leverage the token-

based structure of ViTs. Earlier methods such as SImCLR, BYOL, and VICReg were
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originally developed with CNNs. Overall, we witness a trend in SSL from instance-

level discriminative objectives toward token-level modeling and latent prediction.

Applications in Surgical Videos

Early SSL approaches for surgical video analysis focused on domain-speci c pretext
tasks. Yengera et al.[96] proposed predicting the remaining surgery duration using
time-stamp labels derived from the video to improve phase recognition. Funke et
al. [30] proposed approaches to exploit temporal coherence during CNN pre-training
to learn features that are invariant to minor visual changes between adjacent frames
while remaining discriminative across surgical phases.

More recent work has adapted general-purpose SSL frameworks to surgical data.
Ramesh et al.[76] benchmarked four state-of-the-art SSL methods: MoCo v2 [15],
SImMCLR [13], DINO [10], and SwAV [9], on the Cholec80 dataset [91]. Hirsch et
al. [45] adopted the Masked Siamese Networks framework [4] to learn representa-
tions from large-scale endoscopic videos and demonstrated e ective transfer to public
laparoscopy and colonoscopy datasets.

Some methods have incorporated contrastive learning into task-speci c model
design. Xia et al. [95] proposed a convolutional recurrent network for work ow recog-
nition that combines multi-level step-phase prediction with a contrastive learning
branch to improve spatial{temporal representation. The method was evaluated on
the Cataract-101 dataset [81]. Ding et al. [23] introduced a teacher-student contrastive
learning framework that distills knowledge from publicly available models (e.g., MoCo

v2 on ImageNet) to improve SSL performance under low-data conditions.
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For cataract surgery, Shah et al. [84] proposed a MAE-based method that se-
lects informative masking tokens based on spatiotemporal importance for ViTs pre-
training. In follow-up work, Shah et al. [85] applied JEPA [5] to pre-train a foundation
model on a large multi-site dataset, and evaluated the learned embeddings on step

recognition, surgical feedback, and skill assessment tasks.

2.3.5 Domain Adaptation

Domain adaptation aims to improve model generalizability when there is a shift be-
tween the source and target data domain, for instance, di erences in simulation and
clinical settings, or surgical environments. It is important for models trained in one
context to be e ectively applied in another. The MICCAI 2020 SurgVisDom Chal-
lenge [97] brought attention to this issue by focusing on visual domain adaptation for
surgical activity recognition, speci cally aiming to transfer models trained on virtual
reality (VR) simulations to clinical-like settings in robotic-assisted surgery. Results
from the challenge emphasized the di culty of learning motion features from VR data
alone, but showed improved performance when even limited clinical-like data was pro-
vided. To improve visual{semantic alignment in this setting, Li et al. [57] leveraged
the contrastive language-image pre-training model (CLIP) framework [74] to align
video inputs with surgical action text labels. This approach was evaluated on the
SurgVisDom dataset [97] and demonstrated e ective cross-domain transfer from VR
to clinical environments. Building on the idea of leveraging multi-modal information,
Chen et al. [14] proposed a few-shot domain adaptation method using image-text
pairs. They rst selected maximally diverse anchor samples, then aligned visual and

textual modalities by training a MLP to map image features to their corresponding
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text embeddings. During training, the text decoder was trained in an encoder-decoder
setup. At inference, unlabeled images are encoded, and transformed into textual rep-
resentations by the MLP, and processed by the text decoder to perform downstream
work ow tasks.

In a di erent context, Mottaghi et al. [64] addressed domain adaptation across
operating rooms. Their method generated pseudo labels for unlabeled video clips in
the target domain and trained the model using only the most con dent predictions.
The approach was further extended to a semi-supervised setting when limited labeled

data is available.

2.4 Computational Approaches for Automated Surgical Skill

Assessment

Automated surgical skill assessment has evolved from handcrafted metrics to data-

driven methods with deep learning. We discuss both in this section.

2.4.1 Metric-Based Methods

Early methods quantify skill using handcrafted features derived from time and motion
data, using measurable indicators such as task duration, movement e ciency, and
consistency. For the purposes of this thesis, two categories of metrics are of particular
interest: temporal metrics and motion tracking metrics.

Among temporal metrics, task completion time is one of the most widely used
and has been consistently observed to correlate with levels of expertise, where shorter
completion times are generally associated with higher levels of expertise [83]. It is a

fundamental measure in evaluating technical performance, although often combined
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with other metrics to provide a more comprehensive assessment. Harada et al. [39]
used task completion time to evaluate surgical performance in a pediatric-speci c
suturing task and found that experienced pediatric surgeons completed the task sig-
ni cantly faster than less experienced participants. Similarly, Ming et al. [62] identi-
ed task completion time as a discriminative feature among various global movement
features for skill classi cation in robotic-assisted surgery.

Other temporal metrics include the number of repetitions needed to successfully
complete a task [52, 72], and moments of hesitation, typically often measured by
pauses between distinct task segments [90, 79]. Both metrics tend to correlate with
lower levels of skill [72]. A recent work by Hisey et al. [47] reported strong correlations
between surgical expertise and both total procedure time and the usage time of speci c
surgical tools.

Motion tracking metrics focus on the automated analysis of hand and instrument
movements [83]. These methods typically employ hand-mounted trackers or sen-
sors to capture detailed motion data, from which kinematic features are extracted
to evaluate surgical skil. Common metrics include instrument path length, contact
force, distance from target, smoothness, among others. For instance, Ghasemloonia
et al. [34] mounted position trackers and accelerometers on surgical instruments to ex-
tract motion features such as velocity, acceleration, and jerk that quantify movement
smoothness and precision. Likewise, Lemos et al. [56] embedded wearable inertial
sensors in a glove to segment hand movements and assess skill based on ne-grained

kinematic analysis of hand motions.
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2.4.2 Deep Learning Methods

A growing number of studies have explored deep learning approaches for surgical skill
assessment, using video, kinematic data, or both. Jin et al. [50] employed an R-CNN
to detect surgical tools in video and extracted metrics such as tool usage patterns
and motion economy to evaluate performance. Funke et al. [31] applied a 3D CNN to
classify short video snippets from the JIGSAWS dataset [33], learning spatiotemporal
feature representations directly for skill classi cation. Nguyen et al. [66] focused on
open surgery, capturing hand motion using inertial measurement units and deriving
kinematic features for skill evaluation.

For cataract surgery, several studies have explored video-based skill assessment.
Wang et al. [92] introduced DeepSurgery, a system that recognizes surgical steps us-
ing a 3D CNN, measures their duration, and assigns skill grades by evaluating step
order and time taken, with performance levels derived cumulatively. In real time
evaluations, their approach demonstrated strong agreement with expert assessments.
Ruzicki et al. [80] assessed surgical skill by analyzing tool-related features from video
snippets aligned with surgical phases. Frame-level features capturing tool presence
and location are extracted using ResNet-152, then encoded with an LSTM. A classi-
er then predicts skill levels based on these encodings. In a later work on the same
dataset, Building on this, Tanin et al. [87] proposed an end-to-end ensemble model
that processes raw surgical videos and directly optimizes for skill assessment, without
relying on tool detection. The model extracts frame-wise spatial features using a 2D
CNN, spatiotemporal features through a 3D CNN, and temporal dependencies with
an LSTM layer. Instead of assessing entire procedures, Hira et al. [44] focused on

capsulorhexis, a critical step in cataract surgery. They proposed two methods: the
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rst detects instrument tips as keypoints and analyzes their motion using a TCN to
predict skill levels; the second extracts spatial features with a ResNet, models tem-
poral patterns with an LSTM, both enhanced by attention mechanisms, and predict

surgical skill from the attended representations.

2.5 Cataract Surgery

Cataracts are a common condition characterized by clouding of the eye's lens, which
gradually impairs vision and can eventually lead to blindness [49]. Globally, an es-
timated 95 million people are aected by cataracts [59]. Most cataracts are age-
related [3], resulting from natural degenerative changes in the lens over time, although
they can also develop due to ocular trauma or as complications of other eye proce-
dures. Currently, there are no e ective preventive or pharmaceutical treatments [16].
The only curative treatment is surgical removal of the cloudy lens and implantation
of a permanent arti cial intraocular lens (IOL).

Cataract surgery is most commonly performed using phacoemulsi cation [59]. The
procedure typically begins with a main corneal incision and one or more paracentesis
incisions, followed by the injection of viscoelastic material to maintain the anterior
chamber and protect intraocular tissues. This is followed by capsulorrhexis, where
a circular opening is made in the anterior lens capsule to expose the lens. Once the
capsule is opened, hydrodissection and hydrodelineation are performed to separate
the lens nucleus from the cortex. Then, an IOL is inserted into the capsular bag.
The surgery concludes with the removal of viscoelastic substances, and hydration or

closure of the corneal incisions.
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