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Abstract

With the agricultural sector seeing more Internet of Things (IoT) enabled appli-

cations, the availability and significance of data-driven approaches are now in the

spotlight. Machine Learning (ML) is an emergent data-driven methodology that has

shown significant predictive capability across a wide-ranging sphere of applications.

By leveraging the strong predictive capabilities of ML for agricultural applications,

specifically in data-intensive controllable environments such as urban-farming set-

tings, agricultural practitioners could drastically increase efficiency and optimize the

control of their facilities.

This thesis discerns two distinct motivations within the agricultural sector, by

which the application of ML can greatly increase the operational efficiency of agri-

cultural practices. The first study, concerning the consumption monitoring of electri-

cal energy by agricultural appliances, proposes a ML-enabled pipeline for Predictive

Maintenance (PdM) evaluation of appliance health and fault severity from a one-

to-many perspective - breaking down aggregate grid consumption into contributing

appliances for prognosis. Through this approach, total grid-wide consumption is

traced back to its contributing components and baseline consumption patterns are

modelled, achieving a mean accuracy of 85.51% spanning across several consumption
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draw metrics including three-phase power, voltage, current, power load, and power fac-

tor. Furthermore, unsupervised learning methodologies are applied for the purpose of

detecting erroneous consumption at both grid-wide and per-appliance levels. Fault

severity of detected consumption outliers are evaluated based on the perceived like-

lihood of their occurrences; highlighting urgent maintenance needs whilst mitigating

false warnings, to not overwhelm end users into premature maintenance strategies.

The second study, focusing on the maximization of production yield, proposes

a ML-enabled grow-light smart monitoring system responsible for the evaluation of

plant health from a visible and thermal perspective, aiding in the derivation of opti-

mal environmental control policies to maximize growth and mitigate ailments. This

framework, while primarily aiming to develop high performance leaf health classifi-

cation architectures, includes an ulterior research motive of exploring the lightweight

capabilities of formerly resource intensive Deep Learning (DL) computer vision model

designs. This approach evaluates the performance of three lightweight adaptations of

modern Convolutional Neural Network (CNN) architectures across two plant health

classification datasets, achieving F1-score predictive performances of up to 97.58%

and 95.77% respectively across the two classification tasks. Furthermore, the pro-

posed lightweight adaptations show capabilities of performing comparably, if not bet-

ter than, their full-scale counterparts for the plant health classification tasks at hand,

while at a fraction of the computational complexity (i.e., 0.54%, 1.76%, and 3.22% of

the number total model parameters compared to their respective full-scale counter-

parts).
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Chapter 1

Introduction

1.1 Introduction

Agriculture is one of Canada's most substantial industries, generating { in pair

with the agri-food sector { $143 billion CAD of gross income in 2018, equalling 7.4%

of Canada's Gross Domestic Product (GDP) [12]. In recent years, with the contin-

ual growth and improvements in Internet of Things (IoT) technologies, smart-devices

are becoming commonplace in the agricultural sector. Smart-agriculture practices

are showing improvements in operational e�ciency, yield, environmental impact, sus-

tainability, and food security [13].

With the emergence of smart-agriculture and applications of IoT devices, data col-

lection and accessibility have seen exponential increase in this sector. The signi�cance

of data accessibility is, however, largely lost upon end-users without meaningful ways

to evaluate and draw accurate, interpretable conclusions from the data. To this end,

Machine Learning (ML) algorithms are analytical methods for processing complex

patterns and relations within large-scale datasets; e�ectively leveraging interpreta-

tions of underlying similarities toward the inferral of meaningful predictions. Due to

1



1.1. INTRODUCTION 2

the 
exible data-driven nature of ML, its application can be adapted to a wide variety

of tasks { which may otherwise require time-intensive expert oversight { empowering

agricultural practitioners to optimize the e�ciency of their practices and direct their

expertise toward more demanding tasks.

Modern practices in the �eld of ML are continually trending toward developing

increasingly large and complex models to improve performance and generalization

on predictive tasks. Though bene�cial in progressing the cutting-edge in the �eld of

ML, these ever increasing model sizes are becoming farther out of reach for end-users

lacking accessibility to High Performance Computing (HPC) resources. Addition-

ally, the conventional methods of accessing and querying these complex models, via

cloud-hosted platforms, can be di�cult for consumers in rural areas where high-speed

internet service coverage may be inadequate. Ultimately, hindering their ability to

leverage the rapidly growing predictive capabilities of ML. A census of farm popula-

tion conducted by Statistics Canada [14] in 2016 uncovered that of the 592,975 people

in the farming population, a vast majority (83.9%) are located in rural areas. While

access to high-speed internet services within these rural areas has only reached 62%

(as of 2021) availability, up from 38.9% (as of 2016) [15].

Focusing research on computationally e�cient and lightweight architectures can

greatly impact the accessibility factor of these models for consumers with limited ac-

cess to HPC. Speci�cally, focusing e�orts on the development of edge-device deploy-

able ML frameworks can enable agricultural practitioners to interface from computa-

tionally limited hand-held IoT devices, such as smart cameras or Field Programmable

Gate Arrays (FPGAs), providing fast and easy access to these predictive tools. In

this respect, this work focuses on the development of ML frameworks that perform

William James Gray Macdonald - Electrical And Computer Engineering



1.2. MOTIVATION 3

to a high degree of accuracy whilst leveraging traditional ML and lightweight Deep

Learning (DL) methodologies to mitigate computational demand, making deployment

to edge-devices a more feasible option.

1.2 Motivation

Though the agricultural sector is vast, with a wide range of potential applica-

tions for ML enabled IoT systems, the goals behind the methodologies proposed in

this work are two-fold: predictive consumption monitoringand crop ailment identi-

�cation . Though these methodologies are wide spanning, the overlap between these

applications draw on the capacity to make informed decisions about agricultural prac-

tices and plant physiological health to promote plant growth from an electrical energy

consumption informed perspective. E�ectively, the combination of these motivations

can be employed to balance the trade-o� between the amount of appliance usage for

crop monitoring and growth managment in comparison to their respective operational

cost in terms of energy consumption and repair/replacement costs.

The motivations behind the research contributions in this work are as follows:

Predictive Consumption Monitoring: The agricultural industry is largely de-

pendent upon the energy sector through the consumption of electrical energy by

machinery for the regulation of environments within facilities and greenhouses [16].

Providing agricultural practitioners with the capacity to monitor their grid consump-

tion patterns in an e�cient, interpretable and timely manner can yield an abundance

of bene�ts. Monitoring the maintenance needs of machinery and ensuring e�cient

operation can increase the productivity of end users' facilities by prolonging appli-

ances' operational lifespan and mitigating incurred costs, such as unnecessary energy

William James Gray Macdonald - Electrical And Computer Engineering



1.2. MOTIVATION 4

consumption, unexpected downtimes, and appliance repair/replacement. However,

manually inferring maintenance needs based on monitored consumption is a di�cult

task to undertake, as the decline in operational e�ciency typically occurs over a long

period. Oftentimes, the slow decline in e�ciency results in faults and health degra-

dation going largely unnoticed until the time of failure. This leads users to fall into

a reactive maintenance pattern, in which appliance maintenance is out of mind until

failure brings production to a halt.

Predictive Maintenance (PdM) practices provide an e�ective solution to the na•�ve

reactive maintenance approach, through the quanti�cation of appliance health, often

referred to as Remaining Useful Life (RUL). By modelling appliance health, predic-

tions on faults and failures can be generated prior to their occurrence, alerting users

to take preventative actions.

Crop Ailment Identi�cation: Intuitively, crop production is the larget driver of

net income for agricultural practitioners; therefore, maximization of yield is of utmost

importance. In modern day production systems, there are four key factors in
uenc-

ing crop yield: soil-fertility , irrigation availability , climactic stresses, and diseasesor

pests[17]. In an attempt to impart the most control over these factors, urban farm-

ing practices and controllable greenhouse systems have gained signi�cant attention,

due in part to their capabilities of closely monitoring and managing environmental

parameters that crops are subject to. With this, comes the need for agricultural prac-

titioners to clearly understand the complex e�ects and responses of plant physiology

as a result of changes to environmental conditions. Therefore, practitioners aim to

�nd the optimal balance of the directly controllable key factors (i.e.,soil-fertility ,

irrigation availability , and climactic stresses) while closely monitoring physiological

William James Gray Macdonald - Electrical And Computer Engineering



1.3. PROBLEM STATEMENT 5

signs for indication ofdiseasesor pests, which is an indirectly controllable key factor,

in order to devise respective treatment plans. In regard to plant physiology survey-

ing, it is critical to detect pathogens and pests at early stages of infection before

the onset of lasting harmful e�ects. It is common for agricultural practitioners to

perform manual inspection of plant leaves to identify potential diseases, pests, or

stresses which may be negatively impacting the crop in question. However, this is

this a time-consuming task, requiring signi�cant expertise and a trained eye to detect

potential threats, whilst still leaving the door open to potential human error.

Automation of plant physiology surveying can drastically accelerate the comple-

tion of otherwise laborious, time-consuming tasks while also mitigating misclassi�-

cations induced by human error that can result in loss of crop. Furthermore, the

motivation of crop ailment identi�cation formulates the baseline for a key modular

component that can be used in an overall growth smart-monitoring system responsi-

ble for the management of controllable key factors for promotion of plant growth and

combatting of plant ailments. Given accurate modelling of plant physiology, automa-

tion can further assist in the fabrication of appropriate environmental control plans {

optimizing key factors to maximize crop production while simultaneously combatting

negative plant ailments.

1.3 Problem Statement

The greatest limitations when assessing the motivations for this work are the

time-consuming and reactive nature of existing traditional approaches. By alleviating

the need for domain experts to dedicate valuable time and resources toward manual

analysis, through ML-enabled automation, this research aims to devise frameworks for

William James Gray Macdonald - Electrical And Computer Engineering
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maximizing operational e�ciency for end users' practices. Along with the limitations

of traditional approaches, modern ML practices { most recently highlighted through

the rise of large language models { are trending toward larger, more computationally

demanding architectures. An ancillary aim of this research is to ensure that the

developed frameworks follow lightweight, computationally inexpensive methodologies,

promoting the feasibility of hosting frameworks directly on-board edge-devices.

The 
exible and predictive nature of ML is well suited to the automation of these

tedious tasks and escapes the limitations of reactive methodologies. By leveraging

historical data, ML models can e�ectively capture the underlying structures within

data { whether it be tabular, spatial, temporal, etc. Given the interpretation of

historical data, ML is capable of generalizing and forecasting the outcome of future

instances based on observed input attributes. The capability of achieving strong

generalization on new, previously unobserved data points is the most bene�cial motive

behind the application of ML in these contexts. Procedural and logic-based algorithms

can, alternatively, be applied to the motivations of this work. However, the rule-

based nature of conventional programming can be restrictive and immensely di�cult

to achieve a comparable level of abstraction and generalization.

Concerning thepredictive consumption monitoringcase study, this work proposes

the application of traditional ML methodologies to devise a PdM framework. Con-

trary to existing approaches, this case study extends PdM methodologies to the mon-

itoring of all appliances contributing to a grid { rather than one-to-onemonitoring.

Non-Intrusive Load Monitoring (NILM) is the process of monitoring energy consump-

tion levels from all grid-contributing appliances, without the need for installation of

sub-metering hardware for each appliance; providing a cost-e�ective and scalable

William James Gray Macdonald - Electrical And Computer Engineering
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alternative to individual appliance monitoring. Individual appliances consumption

pro�les are inferred from the aggregate grid consumption, attributing corresponding

changes in grid consumption to changes in operational state of individual appliances.

As such, this work leverages NILM methodologies to �rst disaggregate grid-wide con-

sumption into its contributing components before PdM evaluation. In doing so, this

work bridges the research areas of PdM and NILM into one robust unsupervised

framework requiring minimal prede�ned, external information, quantifying appliance

health and maintenance needs without the need for labelled fault datasets.

In relation to the crop ailment identi�cation case study, this work focuses on the

automation of plant ailment classi�cation through the application of DL method-

ologies; as a modular component within an overall environmental control smart-

monitoring system. Classi�cation techniques are leveraged for the identi�cation of

crop diseases and stresses at early stages to prevent harmful e�ects and mitigate prop-

agation; generally a time-intensive and potentially error-prone diagnosis step when

done manually. Extending upon these objectives, this work emphasizes maximiz-

ing the trade-o� between predictive capability and model complexity. By proposing

lightweight adaptations of modern DL architectures the aim is to overcome compu-

tational resource limitations inherent in a majority of modern DL models.

In pair, the resulting frameworks from the two case studies can be leveraged to for-

mulate robust analysis techniques to aid practitioners derive and deploy appropriate

treatment plans in a timely manner. Functionally, combatting identi�ed crop ail-

ments whilst considering the operational cost trade-o� from unnecessary or excessive

energy consumption. With the end goal being to provide the overarching environmen-

tal control smart-monitoring system with the capacity to make energy consumption
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informed decisions; as an example, learning to leverage plant's circadian rhythms to

maximize the e�ects of deployed light recipe treatments whilst eliminating unneces-

sary energy consumption during low photosynthetic periods within the plant's natural

cycle.

1.4 Contributions

This thesis presents two frameworks for ML applications within the agricultural

sector. The proposed systems are designed for compatibility with computationally

limited edge-devices; e�ectively providing end-users with fast and accurate monitoring

tools to optimize production while mitigating incurred costs { in the form of electricity

bills, maintenance costs and loss of revenue streams caused by production downtime.

The contributions of this work are as follows:

ˆ Proposal of a novel unsupervised PdM framework, extending traditionalone-

to-one appliance health modelling to a grid-wideone-to-many perspective. By

leveraging NILM methodologies input grid-wide consumption is disaggregted

into respective per-appliance consumption pro�les for appliance-level modelling

and fault detection from a single input.

ˆ Application of Factorial Hidden Markov Models (FHMMs) for per-appliance

consumption pro�le reconstruction and leveraging sequence log-likelihood cal-

culations to determine fault severity; in contrast to conventional approaches of

mapping operational health states to RUL predictions.

ˆ Design and implementation of a robust two-headedprognosissystem, leverag-

ing density based clustering for outlier detection and sequence log-likelihood
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calculations for deriving quanti�able fault severity metrics. Responsible for the

concurrent evaluation of bothshort-term sudden faults which may be indicative

of impending failures, as well aslong-term faults which result from slow decline

in operational e�ciency over appliance's active life-span.

ˆ Proposal of a novel grow-light smart monitoring system, for the identi�cation

of plant ailments from a multi-spectral perspective on a leaf-by-leaf basis to

form accurate, quantitative canopy-wide health measurements. Further, aiding

practitioners in the derivation of optimal treatment plans to combat identi�ed

ailments and maximize plant growth.

ˆ Application of Transfer Learning (TL) methodologies to re-train state-of-the-art

Mask R-CNN instance segmentation model for the purpose of deconstructing

top-down canopy images into a set of component leaf masks for leaf-by-leaf

plant health analysis. Additionally, component leaf masks provide capacity for

�ltering potential noise induced by complex image backgrounds by obscuring all

\non-leaf" pixels and facilitates thermal pixel value overlays for physiological

stress calculations.

ˆ Proposal and comparative evaluation of three down-scaled lightweight adap-

tations of existing modern computer vision architectures includinginception

blocks, residual connections, and dense residual connections. The aim being to

achieving a high degree of predictive performance, retained from original ar-

chitecture designs, whilst mitigating computational requirements by pruning

unnecessary design blocks from existing architectures.

ˆ Implementation of a multi-spectral two staged leaf-by-leaf ailment prediction
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system comprised of visual health classi�cation and thermal physiological plant

stress calculations. Leveraging FLIR enabled thermal imaging to extend conven-

tional visual analysis techniques to improve predictive performance and increase

identi�cation rate by recognizing stresses prior to the occurrence of visually per-

ceivable symptoms.

1.5 Thesis Outline

The structure of this thesis is organized as follows:

Chapter 2, Background: Introduces necessary preliminaries and background in-

formation drawn upon in subsequent chapters. Beginning with an exploration into

ML and DL concepts that will be necessary for understanding model architectures,

design choices and system pipelines proposed throughout this thesis. Subsequently,

a review of existing works in the �eld is presented, further discussing the importance

and applicability of their contributions.

Chapter 3, Non-Intrusive Load Monitoring for Predictive Maintenance:

Proposes a PdM system under which grid-wide appliance consumption pro�les are

modelled, using NILM methodologies, and monitored for deviations from expected

norm behaviours. The functionality of this proposed system provides end-users with a

per-appliance PdM warning system to mitigate incurred costs due to loss of e�ciency,

appliance downtime and the trade-o� between over/under maintaining of appliances.

Chapter 4, Grow-Light Smart Monitoring: Puts forward a ML enabled grow-

light smart monitoring system framework, for the detection and identi�cation of vis-

ible and thermal ailments a�icting crops, alerting users of needs and potential treat-

ment plans. The development of this frameworks focuses on lightweight adaptations
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of modern DL architecture designs, with the end goal being ease of deployment and

on-device hosting for computationally limited consumer edge-devices.

Chapter 5, Conclusions and Future Works: Provides a summary of the work

proposed in this thesis, draws the main conclusions and discusses further research

that could build upon the work proposed in this thesis.
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Chapter 2

Background

2.1 Machine Learning Paradigms

Machine Learning (ML) is a sub-�eld within Arti�cial Intelligence (AI), encom-

passing a large variety of data-driven algorithms and mathematical models developed

to detect underlying patterns and relations within datasets. The data-driven aspect of

ML provides a degree of 
exibility in learning interpretations of target distributions;

in contrast to reliance on rigid mathematical equations and procedural conditions in

traditional programming. In classical programming, conditions and logic are prede-

�ned by which the program abides to produce desired results. Alternatively, under

the context of ML, su�cient data is provided in order for the model to devise map-

pings from input to output space foroptimally1 solving the desired task. E�ectively,

ML models behave as function approximators, �tting to the data presented during

its training phase; iteratively updating internal weights to best approximate the task

at hand.
1Optimality in the sense of ML, in practice, is rarely achieved. True optimal modelling can only

be generated with extreme computational cost and time complexity, trending toward in�nite. The
notion of optimality helps to organize and understand of the task at hand, but is an ideal that ML
models aim to approximate. [5]

12
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From a mathematical perspective, the function approximation behaviour of ML

can be thought of as the derivation of a mapping function from input data space

X 3 f x1; x2; : : : ; xng (wheref x1; x2; : : : ; xng represents the input observations) to out-

put data spaceY 3 f y1; y2; : : : ; yng (wheref y1; y2; : : : ; yng denotes the target outputs

corresponding to respective input observations). Under this de�nition, conventional

programmatic approaches apply procedural logic-based statements to directly formu-

late the function f , as seen in Equation 2.1.1, to map from input spaceX to output

spaceY. Alternatively, ML algorithms rely on the input observations ofX and Y to

\reverse engineer" the mapping functionf such that it is capable of generalizing to

future occurrences of input observations.

f : X 7! Y (2.1.1)

At a high-level, ML is typically partitioned into three unique learning paradigms

describing the functionality and structure of the modelling methods. The selection of

which, is commonly dictated by several factors including data format and desired out-

puts. The following sub-sections delve into the three respective learning paradigms:

supervised learning, unsupervised learning, and reinforcement learning.

2.1.1 Supervised Learning

The �rst, and often most common, learning paradigm is supervised learning. Most

simply described as the learning of mappings betweeninput -output data pairs; mod-

elling within this paradigm relies on the availability of ground truth labels associated

with each data sample. Under this context, supervised learning datasets can be

expressed as a set ofN input -output tuples, denoted by Equation 2.1.2; whereD
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represents the dataset,x i represents thei th observation,yi represents the respective

i th observation's target output, andN represents the total number of samples within

the dataset [18].

D = f (x i ; yi )gN
i =1 (2.1.2)

Presenting data samples as such, allows for the direct inferral and evaluation of

the quality of predicted outputs in comparison to their respective ground truths.

Devising a measurement of \loss" to quantify the magnitude of error within the

predicted outputs is used to drive convergence toward optimality; iteratively updating

the internal weights and parameters within the model to minimize the de�ned loss

function.

Within the context of supervised learning is two core domains for which these

methodologies can be applied. The �rst of these domains isclassi�cation, for which

the ground truth target attributes, yi , represent discrete categorical values. With

respect to classi�cation, as an example, the most common loss function to evalu-

ate predicted outputs iscross-entropy, as seen in Equation 2.1.3. This denotes the

di�erence between predicted and target probabilistic distributions by assessing the

likelihood of samples belonging to various classes within the modelling task.

E(w) = �
MX

c=1

(tc ln (yc) + (1 � tc) ln (1 � yc)) (2.1.3)

Where, E(w) denotes the observedcross-entropyof predictions given current model

weights, M represents the total number of discrete classes pertaining to the classi�-

cation task at hand, tc is a binary class label (i.e.,tc 2 f 0; 1g) indicative of whether
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the current evaluated class corresponds to the ground truth class, andyc represents

the predicted membership probability for respective classes [19].

Alternatively, the second domain within supervised learning isregression, for

which the ground truth target attributes, yi , represents continuous values. In this

respect, the most common example of loss function for the evaluation of predictive

performance in the regression domain, is quanti�ed bymean squared error, shown by

Equation 2.1.4. This denotes the magnitude by which predicted continuous values

di�er from expected ground truth continuous values.

MSE =
1
n

NX

i =1

(yi � ŷi )2 (2.1.4)

Where, MSE denotes the resultingmean squared error, N represents the total num-

ber of predictions, yi corresponds to the ground-truth continuous value for thei th

observation, andŷi corresponds to the predicted continuous value for thei th observa-

tion.

2.1.2 Unsupervised Learning

The second paradigm of ML, unsupervised learning, leverages datasets containing

no target attributes, denoted by Equation 2.1.5. The goal within this paradigm is

to infer underlying information and relations within datasets by grouping samples

into correlated sub-groupings,clusters, based on de�ned similarity metrics of their

intrinsic properties.

D = f x i gN
i =1 (2.1.5)

The act of grouping data samples into respectiveclusters, aptly named clustering,
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follows centroid-basedmethodologies where de�ned similarity metrics are represented

as the Euclidean distance (Equation 2.1.6) from acluster centeror other data points

belonging to a speci�ccluster.

d(p; q) =

vu
u
t

NX

i =1

(qi � pi )2 (2.1.6)

Where, d(p; q) denotes the Euclidean distance between pointsp and q, N represents

the coordinate space dimensionality, lastlyqi and pi represent the coordinates ofq

and p within respective coordinate planes.

Further applications of ML that fall within the learning paradigm of unsupervised

learning are: anomaly detectionand dimensionality reduction. Anomaly detection is

responsible for the identi�cation of outliers which do not fall within any close relation

to other observed samples and exhibit signi�cant di�erence in inherent properties.

Whereas,dimensionality reduction is responsible for the transformation from high-

dimensional data spaces to lower-dimensional data spaces.

2.1.3 Reinforcement Learning

\Reinforcement Learning is learning what to do { how to map situations

to actions { so as to maximize a numerical reward signal. The learner

is not told which actions to take, but instead must discover which actions

yield the most reward by trying them." { Sutton et al. [5]

Reinforcement Learning (RL) di�ers fundamentally from the other ML paradigms,

as a method for approaching tasks of planning and optimization about an interactable
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external environment as opposed to solving classi�cation, regression or clustering

tasks over a �xed set of data samples.

RL systems are typically comprised of two components: theagent (learner), and

the environment. Dissimilar to the other ML paradigms, the training process re-

volves aroundagent-environment interactions, as opposed to interpreting underlying

patterns and relations in pre-compiled �xed datasets. As theagent interacts with its

surrounding observableenvironment through actions, the state of the environment

is impacted. Based on the quality of the impact that anaction has, with respect

to the end goal of theagent, the learner will receive a proportional reward. The

more experiences theagent observes, the better its understanding of the surrounding

environment becomes. Therefore, allowing theagent to devise a control strategy, re-

ferred to as apolicy, that will optimally exploit the state-action space to maximize its

future rewards. Figure 2.1 depicts the cyclical nature of interactions betweenagent

and environment in a RL system.

Figure 2.1: Flowchart depiction of RL training cycle [5].

In order to solve planning and optimization problems, the RL paradigm is largely

dependent upon the Bellman optimality equation (Equation 2.1.7) to quantify the

agent-environment interactions described above. Through iterative exploration of
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surrounding environments, the quality ofstate-action pairs can be quanti�ed and

continually updated as a function of future rewards obtained from di�erent instances

of agent interactions with the environment. Given a theoretically in�nite training

horizon, the agent's perception of thestate-action space, in an ideal setting, will

converge to optimal. In this case, the Bellman equation will always exploit theac-

tion that yields the maximum future reward, no matter the givenstate within the

environment [5].

q� (s; a) = E[Rt+1 + 
max a0q� (St+1 ; a0)jSt = s; At = a]

=
X

s0;r

p(s0; r js; a)[r + 
max a0q� (s0; a0)]
(2.1.7)

Where, q� (s; a) denotes the Bellman optimality equation as a function of an input

state-action pair, s and a respectively. E represents the expected value function,Rt+1

indicates the future reward corresponding to selectedstate-action pair at time t, 


represents the discount factor which denotes the importance to be placed on future

rewards. Finally, St represents the current state at timet and A t represents the

selected action at timet, whereass0 and a0 represent the next observable state and

selected action.

2.2 Deep Learning

Whilst ML encompasses a large range of algorithms and models, Deep Learning

(DL) focuses on the set of models that fall under the umbrella of neural networks;

more speci�cally, neural networks with more than two hidden layers (i.e., internal

structural layers between inputs and outputs of the network), making them \deep".
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Layers within a traditional feed-forward neural network are comprised of a number

of neural units, which are weighted non-linear mapping functions { taking a series of

weighted inputs and applying some non-linear transformation (activation function)

before outputting the resulting value. Equation 2.2.1 describes the structure of neural

units from a mathematical perspective.

y(x; w) = f

 
MX

j =1

DX

i =1

wji x i + wj 0

!

(2.2.1)

Where, y(x; w) represents the resulting non-linear transformation output applied to

observation x with corresponding weightsw. Non-linearity of these neural units

result from f (�) which represents a non-linearactivation function. M denotes the

linear combination of inputs f x1; x2; : : : ; xD g. Within this neural unit equation, pa-

rameterswji , refers to theweightscorresponding to inputx i and the parameterwj 0

correspondingbiases[19].

Individually, these neural units can perform basic classi�cation and regression

computations, but are limited in their predictive capabilities. Yet, when layers of

parallel neural units are stacked in sequence | each unit per layer feeding to each unit

in the subsequent layer { these non-linear mappings become capable of approximating

complex decision processes at the expense of increased computational demand.

The Universal Approximation Theorem[20,21] has been the focus of many inves-

tigations to prove that any \shallow" neural network, containing a �nite number of

neural units, is capable of approximating any known continuous function. The caveat

to which, is that the performance of \shallow" networks are bounded by the number of

neural unit connections present in the network. This means that to accurately model

complex problems to a high-degree of accuracy, the order of model complexity must
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increase proportionally. The focus of DL is to extend upon the inherent predictive

capabilities of \shallow" neural networks to achieve near state-of-the-art performance

when applied to a desired task. This, in turn, comes at the cost of computational

resources and run-time complexity, making the trade-o� between complexity and per-

formance a central consideration in the development of DL models.

DL has brought about signi�cant advancement in the �eld of AI and holds state-

of-the-art performance across the board in countless benchmark tasks; in many cases

even exceeding human-level performance. The following subsections will delve into

several speci�c archetypes of DL, which are pertinent to the work presented in this

thesis.

2.2.1 Convolution

A large majority of modern-day computer vision and image processing tasks now

leverage Convolutional Neural Networks (CNNs) due to their strengths in spatial

pattern recognition. To elaborate on how CNNs extract information and patterns

from images (in the form of feature maps), the mathematical operation of convolution

ought to be explored.

Convolution is a mathematical operation that has been adapted for image pro-

cessing purposes, to calculate the multiplicative sum of a subset of image pixels and

a given �lter matrix, referred to as a kernel. The kernel is passed over a subset of

pixels, of equal size within the input image, resulting in a single value representation

of this convolution. In other words, convolution, in the context of computer vision, is

computed as thedot product between a kernel and a corresponding subset of image
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pixels. The mathematical representation of convolution is shown in Equation 2.2.2.

yij = ( g � h) ij

=
N � 1X

p=0

N � 1X

q=0

g(i + p)( j + q)hpq

(2.2.2)

Where, yij is the resulting dot product value of the convolution applied to the image

pixel subsetg with origin ( i; j ). Furthermore, h represents a kernel matrix of shape

N � N .

Upon computing a convolution, the kernel is then shifted by a prede�ned \stride"

of pixels, and the process is repeated until the entire image has been convolved. The

resulting values from the repeated convolution and shifting of the kernel then forms

a new matrix referred to as a feature map; representing changes in color, contrast,

edges and even objects within the image. Figure 2.2 provides a visual representation

of how the convolutional operation can be applied for image processing purposes. At

a high-level, CNNs leverage the convolutional operation to extract feature maps and

determine existing spatial patterns present globally within images.

Figure 2.2: Visual representation of the convolutional mathematical operation [6].
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2.2.2 Segmentation

Based on the observed spatial patterns within images, traditional CNNs assign

a classi�cation for the entire image according to its trained interpretation. This

is a powerful tool when dealing with image wide classi�cation problems. However,

consider taking the problem one step further by classifying objects locally within the

image (i.e., determining speci�c regions of the image where target objects are located).

This task of regional object classi�cation within images is referred to as segmentation.

There are two closely related but distinct paradigms within segmentation:semantic

segmentationand instance segmentation, both of which will be covered in the following

sub-sections.

Semantic Segmentation

The goal of semantic segmentationis to label each pixel within a given image

according to the predicted object class for that region. Within this domain, the goal

is not to separate out all of the individual objects within the image, but rather simply

assign a class value to all present objects { in turn, repeated classi�cations of the same

type will all be represented as a single segmentation.

Instance Segmentation

Alternatively, instance segmentationsimilarly deals with the assignment of class

labels to all pixel values within a given image. However, the process is extended one

step further, as repeated classi�cations of the same type are separated into individual

object instances, even from those of the same class.
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2.2.3 Transfer Learning

To train and optimize a ML model to achieve state-of-the-art performance not only

requires extensive datasets and signi�cant training time allocation, but also requires

a signi�cant amount of architecture and hyper-parameter �ne-tuning. In addition

to these requirements, the amount of computational resources necessary for training

state-of-the-art models is typically inaccessible for the average practitioner. Luckily,

many pre-trained state-of-the-art ML models and trained weights have been released

in the open-source community. This allows the models developed by cutting-edge

research teams to be accessible to ML developers without needing to \reinvent the

wheel".

Using pre-trained models for inference is oftentimes quite straightforward, given

that the desired task falls within the bounds of the existing model's trained behaviour.

However, this is rarely the case, as these state-of-the-art benchmark datasets are typ-

ically posed for widely general tasks rather than honing in on speci�c tasks. Transfer

Learning (TL) is a technique for repurposing pre-trained models to predict, at an

equivalently high level of performance to that of the original model, on a related

classi�cation task outside of the scope the model was originally trained for.

Traditionally, in model training, predictive capabilities are evaluated with respect

to a de�ned loss function and all internal weights of the architecture are adjusted in

accordance with theBack-Propagationalgorithm [22] { aiming to minimize the dif-

ference between predicted and desired outputs. Therefore, if a state-of-the-art model

were to be re-trained in its entirety, the internal model weights responsible for high-

performance feature extraction would be updated and overwritten to minimize about

the new task at hand; no longer retaining its previously learnt data interpretations.
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To avoid overwriting internal model weights responsible for high-performance feature

extraction, the weights of internal network layers can be \frozen", leaving only the

�nal predictive output layers (i.e., the \ head" of the network) to be re-evaluated.

This e�ectively retains learnt data interpretations while forming connections as they

relate to newly desired outputs.

A simplistic example for the application of TL could be to re-purpose an image

classi�cation model that is originally trained to detect \dogs" to a high degree of

accuracy and re-train it to detect \cats" at a similarly high accuracy. The original

model would initially have very poor performance, as it has not previously observed

what features represent a \cat". However, if the model were re-trained, making no

changes to the internal object recognition structure of the model (\freezing" weights of

feature extraction layers and updating weights of classi�cation layers), it would retain

its high-performance ability for object detection from its pre-trained convolutional

layers. During the re-training phase, the weights of the classi�cation layers would

then be updated such that the model would learn the spatial patterns within feature

maps speci�c to the \cats" class. Therefore, e�ectively applying its retained high-

performance ability for object detection to the newly learnt observed feature maps.

2.2.4 Autoencoder

In most applications, neural networks and DL models commonly fall within the

realm of supervised learning methodologies; performing eitherclassi�cation or regres-

sion based tasks. However, there exists special cases of DL architectures that can be

adapted to perform under di�erent learning paradigms. One such instance is that of

the autoencoder, which conforms with the unsupervised learning paradigm.
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Autoencodersare neural network architectures that are trained to copy data sam-

ples from input to output; e�ectively learning to compress the data while minimizing

reconstruction error { traditionally applied toward dimensionality reduction or feature

learning tasks [23]. The functionality of these architectures is dictated, in pair, by

two (commonly) symmetrical components, anencoderand a decoder. The encoder is

responsible for the compression and feature extraction from input samples by learning

to approximate the function h = f (x), where h denotes the low dimensional feature

representation of inputs. Alternatively, the decoder is responsible for reconstruction

of the original inputs as a function of the low dimensional feature representation

through up-sampling to approximating the mapping functionx = g(h). Jointly, the

autoencoderas a whole, aims to approximateg(h(x)) = x where inputs x also form

the target outputs, e�ectively satisfying the unsupervised learning paradigm.

At �rst glance, the purpose of autoencodersmay seem obscure, as a model that

learns to reconstruct it's respective inputs may not be overly signi�cant. However, in

application, autoencodersdo not form exact reconstructions of the inputs, but rather

learn to reconstruct input through prioritization of high importance feature represen-

tations to generalize the reconstructed outputs. Under this description, there exists

several applications for whichautoencodersare bene�cial: includingdata compression

{ retaining crucial information while decreasing original size;denoising{ reconstruc-

tion of signals containing less external noise; andtransformations { transformation

of learnt latent values from one representation to another (e.g., mapping images from

black and white to coloured).

William James Gray Macdonald - Electrical And Computer Engineering



2.3. HIDDEN MARKOV MODELS 26

2.3 Hidden Markov Models

For many applications within ML, it can be assumed that datasets are Inde-

pendent and Identically Distributed (i.i.d.). This assumption allows for signi�cant

simpli�cation of the problem being modelled, by aiming to capture a probabilistic

distribution that covers all samples. The assumption is that each individual sample

can be drawn at random from the same probabilistic distribution where all values are

mutually independent [24], allowing the seasonality and inter-dependence between

samples to be overlooked. However, the validity of this assumption fails in a number

of cases, namely time-series analysis and sequential data.

Traditional Hidden Markov Models (HMMs) are widely used probabilistic ML

models for sequential data analysis, extensively used for the purposes of pattern

recognition in sequential data. To overcome the invalidity of i.i.d. assumption in se-

quential time-series data settings, HMMs adopt the Markov Decision Process (MDP)

for the discretization of sequences into a series of joint probabilistic distributions

(Equation 2.3.1), where each observation is independent from all others except that

which immediately precedes it [19].

p(x1; :::; xN ) =
NY

n=1

p(xn jxn� 1) (2.3.1)

This state-space discretization e�ectively forms a chain of discrete states, all of

which are solely reliant on their most recent predecessor. This is formally referred to as

a Markov Chain, more speci�cally, a �rst-order Markov Chain. The order of a Markov

Chain state-space representation is proportional to the number of predecessors on

which a state in the Markov Chain is reliant. This can be extended to theM th order,
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where a particular state can be expressed as the conditional distribution dependent

on the previousM states [19]. Figure 2.3 visualizes both �rst-order and second-order

Markov Chain representations of a discretized state space.

(a) First-order Markov Chain.

(b) Second-order Markov Chain.

Figure 2.3: Visualization a) �rst-order and b) second-order Markov Chains represent-
ing discretized state-space. These Markov Chain's can be extended to theM th degree
where each state relies on the previousM states.

HMMs are a speci�c instance of state-space model that leverages the concepts of

Markov Chains to represent the underlying behaviours observed throughout sequen-

tial data modelling. Formally, an HMM is de�ned as a �nite set of latent variables

f S1; S2; :::; SN g { describing the unobservable inferred Markov Chain that represents

the discrete state-space interactions;start-state distributions (� ) { denoting the prob-

ability that any given state is the initial starting state in the sequence;transition

matrix (A) { denoting the probability of moving from a given state to any other state

within the observable state-space; and lastly, a �nite set ofemission variables(� )

f X 1; X 2; :::; X N g { describing observable variables through which the corresponding

latent variablesemit their observations as outputs.

William James Gray Macdonald - Electrical And Computer Engineering



2.3. HIDDEN MARKOV MODELS 28

In application, the governance of sequential modelling behaviours within HMMs

can e�ectively be represented as a set of the three previously introduced parameters,

� = f �; A; � g, where:

� i = P(X 1 = Si ) (2.3.2)

A i;j = P(X t = Sj jX t � 1 = Si ) (2.3.3)

� i = P(yt jX t = Si ) � N (� i ; � i ) (2.3.4)

Where, X t is representative of the activelatent state at timestep t in the sequential

data, and yt represents the respective emitted observation at timestept as a function

of Gaussian distributionN , with mean value� and covariance� .

2.3.1 Variants Upon Hidden Markov Models

Various works have introduced several common extensions upon the traditional

structure of HMM. The goal being, modelling of complex state-space dependencies

and behaviours within sequential data under unique conditions. The following sub-

sections will discuss some of the most closely related variants to those applied in this

thesis.
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Hierarchical Hidden Markov Models

The Hierarchical Hidden Markov Model (HHMM), originally introduced by Fine

et al. [25], extends the Markov Chain nature of HMMlatent variablesby incorporat-

ing a hierarchical structure comprised of multiple layers. The fundamental idea being

that upper-level states within the hierarchy (\abstract" states [26]) emit sequences

of lower-level states (\concrete" states [26]). Lower-level \concrete" states behave as

typical latent variableswithin HMMs, emitting observations [27]. In essence, high-

level \abstract" states form an HMM structure whose corresponding emission vari-

ables are sub-HMM of \concrete" states which then formulate the resulting sequences

of emitted observations that are output by the model.

The hierarchical structure applied tolatent variablesof HMMs e�ectively enforces

strict dependency between the accessibility of states. Implementing the idea that an

overarching state must be active in order for certain state-observations to be possible

(i.e., \ concrete" states within a given sub-HMM are inaccessible to the model un-

less their respective \abstract" state is currently active). Kong et al. [27] apply this

methodology to an interpretive problem; modelling `multi-mode' home appliances,

where \abstract" states represent whether the appliance is ON/OFF and correspond-

ing \ concrete" states represent the operational mode of the respective home appliance.

This is a well suited problem as particular operational states cannot be accessible in

the case where the appliance is OFF.
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Factorial Hidden Markov Models

An alternative variant upon the traditional HMM is the Factorial Hidden Markov

Model (FHMM), originally introduced by Ghahramani et al. [28]. This variant ex-

tends the typical latent variableMarkov Chain structure through the incorporation of

several independent parallel Markov Chains for the modelling of distributed state rep-

resentations [28]. As opposed to representing the state-space through a single Markov

Chain (i.e., one-to-one relation betweenlatent and emission variables), FHMM rep-

resents the state-space through a combination of all parallel Markov Chains [29]

(i.e., many-to-one relation betweenlatent and emission variablesrespectively). Each

Markov Chain is responsible for the interpretation of individual contributing factors

toward the complete observed sequence.

Factorial learning algorithms are a common approach for extracting information

about multiple independent factors contributing to an overall set [29]. This makes

FHMMs particularly capable when dealing with the modelling of settings where mul-

tiple independently acting sources are contributing to an aggregate sequence. Conse-

quently allowing for the attribution of minute changes in the aggregate sequence to

a state change of a particular contributor.

2.4 Clustering

Clustering is a method of unsupervised learning employed to identify underlying

patterns and intrinsic groupings of closely related data samples within a population,

based on their perceived similarities. This is bene�cial as it allows for the extrac-

tion of relevant underlying information about samples within data populations that

might otherwise be unstructured and unlabelled { typically making it di�cult to draw
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meaningful conclusions about the data.

Traditional centroid-basedclustering algorithms tend to de�ne clusters as a func-

tion of Euclidean distance (Equation 2.1.6) between points within the data-space.

This commonly forms strict hyper-plane boundaries for splitting the data-space into

segments under which di�erent clusters fall. K-Means clustering is a widely im-

plementedcentroid-basedclustering algorithm which leverages a de�ned number of

cluster centers, refered to ascentroids, to determine optimal membership of all points

within the population. The respectivecentroids are iteratively updated to be located

at the mean coordinates of all samples belonging to the cluster after each epoch.

2.4.1 Density-Based Clustering

An alternative type of clustering isdensity-basedclustering. Instead of relying on

distance metrics calculated as a function of Euclidean distance, a metric ofdensity

is de�ned as a function of surrounding data points within a speci�ed radius in the

data-space (Equation 2.4.1). This metric ofdensity allows for the clustering of groups

that may not otherwise be possible to di�erentiate based on the limitations imposed

by hyper-plane boundaries ofcentroid-basedclustering.

density = f ("; MinSamples ) (2.4.1)

Where, " denotes the neighbourhood radius andMinSamples de�nes the mini-

mum necessary number of samples required for an area within the data space to be

perceived as densely populated.
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One popular example wheredensity-basedclustering thrives over traditionalcentroid-

basedapproaches is when samples form concentric rings within the data-space.Centroid-

basedclustering fails, as the centroid for each cluster would need to be located at

nearly the same place (i.e., at the center of the rings) to properly cluster. In appli-

cation, centroid-basedapproaches result in the division of concentric rings into slices,

as there is no clear way to linearly separate the clusters without further processing

(e.g., kernel methodsfor mapping to higher dimensional representations).

Additionally, density-basedclustering provides robustness against outliers. Data

samples that do not satisfy thedensity requirements for any cluster can be identi�ed

as anomalous and will not a�ect the existing clusters. In the case ofcentroid-based

clustering algorithms, these anomalous samples have the potential to signi�cantly

skew the centroids and negatively impact the performance of the clustering.

2.5 Literature Review

2.5.1 Electrical Appliance Monitoring

Non-Intrusive Load Monitoring

Non-Intrusive Load Monitoring (NILM) is a method in which grid-wide energy

consumption can be monitored on an appliance-by-appliance basis. Applications of

NILM can be leveraged for the observation and modelling of grid-wide consumption

through the reconstruction and analysis of contributing appliance-level consumption

pro�les. This technique is bene�cial and cost-e�ective for end-users as it allows for

appliance-level consumption monitoring without the need for additional installation

of dedicated sensors and hardware on the grid.
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Statistical Analysis: NILM encompasses a wide range of statistical and algorith-

mic approaches. Lu et al. [30] proposes one such mathematical approach to NILM

through derivative analysis of consumption events for attribution of detected changes

in grid consumption to their respective appliance. Similarly, Dong et al. [31] pro-

poses an alternative algorithmic mathematical approach leveraging the calculation of

weighted mean-shift clustering for the detection, �ltration, and association of authen-

tic load signatures with their respective appliance.

Deep Learning Approaches: On the other end of the spectrum, with regard to

NILM approaches, is the application of DL methodologies. For instance, C� imen et

al. [32] proposes the implementation of Gated Recurrent Unit (GRU) networks for

signal disaggregation. By applying multi-task learning methodologies to the GRU

network, C� imen et al. attempts to simultaneously predict about the regressive task

of energy disaggregation and the classi�cation task of appliance status detection (i.e.,

current operational mode).

Applying similar DL methodologies, Kaselimi et al. [33] utilizes bi-directional Long

Short-Term Memory (LSTM) networks for the disaggregation of grid energy consump-

tion into its contributing household appliance consumption pro�les. In this particular

approach, Kaselimi et al. aims to further optimize the hyper-parameter tuning of the

Bi-LSTM through the adaptation of a probabilistic Bayesian optimization framework

rather than relying on manual-based model parameter tuning.

Hidden Markov Models Variants: Though various approaches to NILM exist,

with applications of DL architectures showing promising predictive capability, these

DL approaches face the drawback of being immensely computationally expensive;

proving infeasible for deployment to computationally limited edge-devices. In this
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respect, one of the most common methodologies for NILM, �nds a middle ground in

the spectrum of applications between mathematical-based modelling and DL; that

being the implementation of HMM and their various extensions.

For instance, Kong et al. [27] proposes the use of HHMM for the consumption mod-

elling of individual multi-state residential appliances (i.e., appliances with multiple

operational modes, each of which has unique power consumption pro�les). With the

goal of representing per-appliance state-space in a simpli�ed manner, this approach

breaks down the problem by framing appliances ON/OFF modes as \abstract" states,

with their respective operational consumption within said modes as \concrete" states.

An alternative method toward NILM through the application of HMM variants

can be seen through the work by Kim et al. [29]. With the proposal of FHMM and

Conditional Factorial Hidden Semi-Markov Model (CFHSMM), Kim et al. aims to

model power load disaggregation in an unsupervised learning context. Furthermore,

this work aims to extend traditional NILM methodologies by accurately capturing

dependencies between operational states of individual appliances (e.g., it can be ex-

pected that a desktopand monitor are apt to be correlated and change operational

modes, such as ON/OFF states, simultaneously).

Building upon the concept of FHMMs, Salem et al. [34] extends these motivations

to a Bayesian non-parametric context. Applying In�nite Factorial Hidden Markov

Model (iFHMM), Salem et al. aims to extend internal Markov Chain structure of

FHMM to an inde�nite degree. Further expanding upon these motivations, an In�nite

Factorial Hidden Markov Model Conditioned on Contextual Features (iFHMMCC)

is proposed to leverage additional contextual information to improve upon modelling

capabilities of iFHMM. Through this approach, the authors infer the overall number
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of appliances and their respective power pro�les while accounting for contextual fea-

tures such as time of day, day of week, usage periods, etc. to model the appliance

functionality more accurately.

Predictive Maintenance

Predictive Maintenance (PdM) is a method commonly employed for condition

monitoring of appliance performance throughout regular operation. With the end

goal of devising maintenance strategies to reduce chances of unexpected downtimes

due to appliance failures, PdM aims to forecast future occurrences of faults in order

to alert end-user of maintenance needs prior to their happening.

Electrical Signature Analysis: Electrical Signature Analysis (ESA) is a tradi-

tional mathematical-based approach to PdM, through which electrical signals are

processed within the frequency-domain representation to detect abnormalities and

changes in magnitude. Works such as Salomon et al. [35] and Bonaldi et al. [36] show

the capabilities of ESA for fault detection and PdM when applied to induction motors

and synchronous generators, respectively.

Data-Driven Approaches: Alternatively, in more recent years, a vast number of

data-driven PdM approaches have been devised, leveraging various ML algorithms.

Divya et al. [37] provides an extensive survey of 93 recent fault detection and PdM

works across supervised, unsupervised and semi-supervised learning as well as statis-

tical methodologies. In this survey, Divya et al. delves into the various algorithms

and models applied to the task of PdM under each learning paradigm. The work de-

scribes the various applications of Random Forest, Support Vector Machines, Bayesian
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Networks, Arti�cial Neural Networks, DL and Fuzzy Logic in the supervised learn-

ing context; clustering and HMMs in the unsupervised learning context; One-Class

Support Vector Machines for semi-supervised learning context; and, cumulative sum

statistics for statistical context.

Supervised Data-Driven Approaches: Zhang et al. [38] compiles a survey of

six ML and DL algorithms for the task of supervised data-driven PdM { speci�cally

Logistic Regression, Support Vector Machines, Decision Trees, Random Forest, Arti-

�cial Neural Networks, and Auto-Encoders { to evaluate their respective applicability

and predictive capabilities on PdM.

Among data-driven approaches, the applications of HMMs have also been explored

in depth. Ramezani et al. [39] surveys various HMM-based applications to assess their

feasibility and capabilities when pertaining to the tasks of estimating Remaining

Useful Life (RUL) and Condition Based Maintenance (CBM). Traditional HMMs are

evaluated for the purposes of di�erentiating between \healthy" and \ unhealthy" stages

of machinery conditions. Hidden Semi-Markov Models (HSMM) approaches are noted

for their capabilities of modelling the duration for which appliances remain stationary

in health condition states. Auto-Regressive Hidden Markov Models (ARHMM) aim

to capture inter-dependencies between observations of appliance health through the

incorporation of trends and rate of change within observations. Finally, FHMM

approaches are analyzed for their distributed state representations of the data to

leverage feature extraction for superior fault detection.

Unsupervised Data-Driven Approaches: So far, these data-driven approaches

have all rely on access to labelled data for generating mappings from input sensor read-

ings to output of appliance health conditions, following traditional supervised learning
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methodologies. In real world practices however, the availability of pre-labelled health

condition deterioration data is often limited, without external expert knowledge. To

that note, unsupervised learning methodologies { inferring information about the data

in the absence of labels { are seemingly under-represented approaches in the task of

PdM.

Kinghorst et al. [40] aims to overcome limitations of unsupervised data with asyn-

chronous sampling rates through the application of HMM-based PdM. Prior to train-

ing for unsupervised PdM, Kinghorst et al. �rst implements sliding windows to

extract statistical metrics of the measured data across varying sampling rates as in-

put to Genetic Algorithms (GA) for the determination of optimal feature selection to

alleviate needs for hyper-parameter �ne-tuning.

Alternatively, Wu et al. [41] proposes a framework utilizing a cluster-based HMM

for modelling the RUL of machinery by analyzing unlabelled key performance indica-

tors (KPI). Authors Wu et al., utilizes k-Means and spatial clustering approaches for

inferring the appropriate number of corresponding latent states per modelled KPI,

followed by RUL regression as a function of weighted KPI log-likelihood calculations.

This approach e�ectively infers a quantitative measure for the health condition of

machinery in the case where labelled data is not readily available.

Reinforcement Learning Approaches: Apart from supervised and unsupervised

learning paradigms, applications of RL have also been proposed for task of PdM. One

such work, by Ong et al. [42], employs the use of a Prioritized Double Deep Q-Learning

with Parameter Noise (PDDQN-PN) to optimize maintenance intervals and manage

the trade-o� between appliance repair versus replacement.
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Alternatively, Abbas et al. [43] proposes a hierarchical deep RL framework leverag-

ing HMMs as an interpretable state-space processing step. Through this interpretable

state-space representation, Abbas et al. aims to combine multiple sensor data and

apply dimensionality reduction based on the number of latent states of the HMM

before feeding its outputs to a Recurrent Neural Network enabled Deep Q-Learning

algorithm for PdM action policies and RUL estimation.

2.5.2 Smart-Agriculture

As populations world-wide continue to grow, ever increasing stress is placed upon

the agricultural sector to provide food security for all. The dynamics between popu-

lation growth and necessity for food supply, however, have not gone unnoticed. With

continual growth in smart-agricultural practices and the application of AI-enabled

technology, the agricultural sector has drawn vast attention from researchers and

companies alike in attempts to streamline and optimize traditional practices.

Surveyed Tasks & Approaches: Rehman et al. [44] surveys a wide variety of sta-

tistical ML approaches to agricultural applications of machine vision systems. This

work analyzes both supervised learning algorithms { including Na•�ve Bayes, Dis-

criminant Analysis, k-Nearest Neighbours, Support Vector Machines, Decision Trees,

Random Forests and Logistic Regression { and unsupervised learning algorithms {

including K-Means clustering, Fuzzy clustering, Gaussian Mixture Models, Princi-

pal Component Analysis and HMM. Additionally, Rehman et al. brie
y notes the

potential for RL applications as well but do not go into further detail on existing

approaches.

Pathan et al. [45] reviews various approaches in relation to so-called \Agricultural
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Intelligence" { a term coined as the amalgamation between AI and the agricultural

industry. This review focuses on three main areas withinagricultural intelligence,

namely precision farming { the replacement of repetitive, labour intensive tasks with

fast and accurate alternatives to traditional approaches;disease detection in plants{

the diagnosis of any ailments a�icting plants to mitigate infection and disease prop-

agation; and lastly, crop phenotyping{ the identi�cation of plant species based on

physical and biochemical traits. This review discusses several overlapping statistical

ML algorithm choices with those reviewed by Rehman et al. [44], and further extends

the analysis to additionally encompass several modern DL algorithms, including Ar-

ti�cial Neural Networks and CNNs.

Segmentation Approaches

One prevalent issue that has been noted across several works is the di�culties

posed by complex image backgrounds when approaching agricultural applications

from a computer vision perspective.

Instance Segmentation: For instance, Yang et al. [46] notes di�culties in plant

leaf classi�cation posed by the overlapping of several leaves constituting the remainder

of the plant canopy. To address this issue and account for potential errors induced by

background noise, Yang et al. applies a Masked Region-based Convolutional Neural

Network (Mask R-CNN) for the instance segmentation of leaves within the image.

By segmenting instances of leaf masks, authors were then capable of evaluating three

image classi�cation architectures {VGG-16, VGG-19, and Inception ResNet-V2 {

on the predictive task of leaf classi�cation, excluding the in
uence of noisy, complex

backgrounds.
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Semantic Segmentation: Alternatively, Dhingra et al. [47] proposes an applica-

tion of semantic segmentation for the categorization of plant leaf image pixels into a

neutrosphic logic domain (i.e., representing leaf image pixels as eitherTrue, False, or

intermediate to denote diseased, healthy or neither, respectively). Following segmen-

tation, Dhingra et al. also evaluates nine classi�ers for the purposes of categorizing

leaf images as healthy or diseased, of which Random Forest model proved to yield the

highest performance.

Similarly, Joshi et al. [48] proposes the application of semantic segmentation for

the separation of leaf masks from the backgrounds of images. Following the appli-

cation of segmentation for pre-processing of leaf images, Johsi et al. proposes and

evaluated three iterations of classi�cation models, of varying complexity, for the cat-

egorization of plant disease severity into three classes:healthy, mildly-infected or

severely-infected.

In another similar approach, Mzoughi et al. [49] applies semantic segmentation

methodologies to the task of identifying regions of plant leaf images as eitherleaf,

disease, or background. Authors, Mzoughi et al. processes and manually annotated a

subset of the PlantVillage dataset [7] to re
ect these segmentation categories. Using

this annotated dataset, three common semantic segmentation architectures {Fully-

Connected Networks (FCN), Pyramid Scheme Parsing Network (PSPnet), and U-Net

{ are evaluated on their capability of performing disease segmentation in a species

independent manner.
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Classi�cation Approaches

In approaching the task of plant physiology inspection from a computer vision

perspective, the application of image classi�cation models for disease detection and

identi�cation is by far the most widely applied method. In attempts to progress the

predictive capabilities of computer vision enabled plant health classi�cation, from

novel perspectives, various works have proposed extensions upon classical, modern,

and state-of-the-art CNN architectures.

Architectural Perspective: Saleem et al. [1] compiles an extensive comparative

evaluation of 18 classical, modern-day and state-of-the-art CNN architectures for

the task of plant disease classi�cation on the PlantVillage dataset. Most notably,

this evaluation includes, but is not limited to, CNNs belonging toAlexNet, Visual

Geometry Group (VGG), ResNet, Inception, and DenseNetfamilies of architectures.

This work further extends the evaluation to determine which of �ve DL optimizers {

Adam, Adamax, Adagrad, Adadeltaand RMSProp { is best suited to each architecture

when applied under the task of plant leaf classi�cation.

Lee et al. [50] devises two plant disease classi�cation models for the identi�cation

of generic plant organs (i.e., leaves, fruits, 
owers). The �rst de�ned classi�cation

model consists of a two path CNN for which one path is responsible for plant organ

classi�cation while the second focuses on the generic classi�cation of plant species. In

the second plant disease classi�cation model, Lee et al. proposes the use of a Recur-

rent Neural Network architecture to actively model dependencies between di�erent

viewpoints of similar plant organs.

Fusion Techniques: Al-Bayati et al. [51] proposes the application of two indepen-

dent classi�cation fusion techniques, early and late fusion, applied to the PlantVillage

William James Gray Macdonald - Electrical And Computer Engineering



2.5. LITERATURE REVIEW 42

dataset for leaf health classi�cation. Within this work, Al-Bayati et al. de�nes early-

fusion as a multi-headed input network which accepts semantically segmented leaf

images, separating the background from foreground (leaf), before performing classi-

�cation. In the contrary, Al-Bayati et al. de�nes the proposed late-fusion technique

as the training of separate classi�ers on individual image channels before fusing their

outputs together to feed into a �nal output prediction layer.

Applying similar early-fusion techniques, Kaya et al. [52] proposes an adaptation

upon the DenseNet-121model architecture to accept multi-headed inputs (full RGB

image as well as segmented RGB leaf images). Given the modi�ed architecture, Kaya

et al. re-trains the modi�ed DenseNet-121architecture via TL techniques for plant

disease classi�cation on the PlantVillage dataset to evaluate the impact of multi-

headed fusion with respect to leaf health classi�cation.

Data Augmentation: In many cases, data availability can be a largely limiting

factor. To address potentially imposing limitations of small dataset sizes, Wu et

al. [53] proposes the use of data augmentation techniques for generating additional

variability in datasets. By devising and training a Generative Adversarial Network

(GAN), Wu et al. successfully fabricates new images of leaf ailments that are origi-

nally present within the PlantVillage dataset. These newly generated images are then

included into an augmented version of the PlantVillage dataset and used to train a

full-scale GoogLeNet model via TL to prove the applicability of generative AI for

data augmentation applications.

Similarly, Li et al. [54] approaches the task of handling small sample-size datasets

through the application of an Auxiliary Classi�er Generative Adversarial Network
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(ACGAN) to generate new samples of Maize based plant diseases { with the origi-

nal small sample-size dataset selected from the PlantVillage dataset. The proposed

ACGAN approach shows capability of generating new images with complex envi-

ronments to increase variation and diversity in the dataset. To further this work,

Li et al. incorporates multi-dilation and convolutional block attention modules to

a pre-existing DenseNet-121architecture to be trained about the enhanced small

sample-size dataset.

Lightweight Architecture Design: Modern ML and DL methodologies are trend-

ing toward increasing the computational complexity of architectures in order to

achieve improvements in their predictive capabilities. However, in doing so, this

signi�cantly limits the practical application of these models in real-world settings

without access to immense High Performance Computing (HPC) resources and a

similarly large budget. Exploring lightweight alternatives could prove exceptionally

bene�cial for developing practical applications of ML and DL frameworks.

Sharma et al. [55] proposes an alternative lightweight CNN architecture to rival

existing modern day and state-of-the-art architectures for the classi�cation of plant

diseases, requiring only 6.4 million model parameters. Authors, Sharma et al. eval-

uates the performance of their proposed lightweight architectures utilizing only a

subset ofcitrus, cucumber, grapesand tomato leaves extracted from the PlantVillage

dataset.

Ale et al. [3] is another such work that explores the capabilities of lightweight

CNNs as feasible alternatives to deployment of DL models for plant disease classi�ca-

tion on mobile devices. To further evaluate their proposed lightweight approach, Ale
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et al. provides comparison against a cloud-hosted full-scale TL version ofDenseNet-

121 trained on the PlantVillage dataset.

Building upon the results presented in the survey by Saleem et al. [1], Mondal et

al. [2] proposes the application of a lightweight CNN architecture for plant disease

classi�cation on the PlantVillage dataset and includes extensive comparisons between

their work and various architectures originally surveyed by Saleem et al. [1].

Finally, in an alternative yet closely related classi�cation task, Freitas et al. [56]

leverages several existing modern and lightweight CNN architectures for the detection

of fruit insect pests on adhesive traps to monitor and control insect populations on

fruit plantations.

Multi-Spectral Stress Identi�cation

Oftentimes, plant diseases can clearly be detected and identi�ed solely relying on

visual inspection, as shown in previously introduced leaf health classi�cation tech-

niques. However, blindly relying upon visible spectra for the identi�cation of plant

ailments only covers a small proportion of the relevant information being communi-

cated about a plant's physiology. Approaching plant physiology from a multi-spectral

perspective can provide clear and quanti�able ways of monitoring plant stresses and

ailments { in many cases, revealing themselves at early stages before visual symptoms

begin to occur.

Survey of Multi-Spectral Imaging: Zubler et al. [57] compiles an extensive re-

view of multi-spectral and hyper-spectral plant stress monitoring approaches, with a

particular emphasis on hand-held �eld-deployable methods. Speci�cally, Zubler et al.
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discusses portable detection methods, multi-spectral and hyper-spectral data process-

ing techniques and ML applications { including Support Vector Machines, Logistic

Regression, Na•�ve Bayes, k-Nearest Neighbours, Decision Trees, Random Forests,

Arti�cial Neural Networks, CNNs, and Region-based CNNs { for the purposes of

identi�cation, classi�cation, and quanti�cation of plant stresses.

Near-Infrared Multi-Spectral Imaging: Petach et al. [58], approaches the task

of plant stress monitoring through the application of digital repeat photography for

tracking vegetation phenology using an infrared-enabled security camera. By record-

ing visible red-green-blue (RGB) and monochrome RGB + near-infrared (NIR) im-

ages, Petach et al. proposes a methodology for derivingnormalized di�erence vegeta-

tion index (NDVI) at the time of imaging (denoted as \camera NDVI"). E�ectively

providing a streamlined process of vegetation state monitoring through the extrac-

tion of additional stress index information that is not readily accessible through only

visible wave-length imaging.

Wang et al. [59] proposes a multi-spectral stress analysis approach by monitoring

plants under an NIR sensitive visible RGB spectrum camera (RGBN). Utilizing pho-

tographs taken under the said RGBN camera, ML algorithms { including multiple

linear regression, Gaussian process and Support Vector Regression { are employed

for the estimation of NDVI and nitrogen contents of Corn Plants to a high degree of

accuracy. Furthermore, this approach was tested and deployed to low-cost computa-

tionally limited edge-devices, making it a suitable hand-held plant stress evaluation

tool.

Infrared Thermography: On the other hand, Leinonen et al. [60] approaches

the task of multi-spectral stress analysis from an infrared thermography perspective,
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as opposed to NIR perspective. Enabling for the estimation of plant temperature

and, in turn, quantifying temperature related plant stress indices, such as Stomatal

Conductance and Crop Water Stress Index, to estimate evapotranspiration rates of

plants using image processing techniques.

Hyper-Spectral Imaging: Alternatively, Ma et al. [61] proposes the use of hyper-

spectral imaging in pair with ML methodologies to analyze nutrient and stress distri-

bution patterns in attempts to detect unique features that are valuable for improving

the quality of plant phenotyping. Utilizing ML models such as AdaBoost, Logistic

Regression, Partial Least Squares Regression, and Random Forests, Ma et al. evalu-

ates the hypothesis that modelling spatial distribution of NDVI would more clearly

indicate separation between nitrogen treatments, in comparison to traditional ap-

proaches.

Environmental Control

Finally, with the rise in popularity of urban-farming and smart-agricultural prac-

tices has come the bene�t of increased environmental control. E�ectively providing

practitioners with the capabilities of monitoring and adjusting environmental pa-

rameters under which their crops are growing. However, due to the complexity of

plant physiology and its signi�cant dependence upon surrounding environments, op-

timally tuning environmental parameters can prove to be a painstaking process for

even the most experienced practitioners. As data-centric approaches are becoming

more common in the agricultural sector, the application of ML-enabled automation

of environmental control is a growing �eld of research.
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Arti�cial Lighting Control: Kim et al. [62] applies RL methodologies, in the form

of Deep Deterministic Policy Gradient (DDPG) algorithms, to formulate a system for

optimizing workplace illuminance within a factory setting. This work e�ectively aims

to optimize indoor lighting control, as a function of external daylight and arti�cial

lighting, to balance the trade-o� between energy consumption (from 
uorescent and

LED lamps) with the ideal workplace lighting in a fast and continuous manner.

In a similar approach, Afzali et al. [63] applies RL methodologies, in the form of Q-

Learning, to provide optimal control of high-intensity discharge lamps in a greenhouse

system. The end goal is to balance photosynthetic photon 
ux density (PPFD) output

with incurred electrical costs. To do so, Afzali et al. proposes a solar radiation

prediction module leveraging a time-variant Markov model, upon which the proposed

Q-Learning algorithm can determine the optimal arti�cial lighting use to achieve a

16 hour photoperiod while mitigating energy consumption costs.

Nutrient Supply Control: Environmental control systems are not, however, lim-

ited to only arti�cial lighting control. The work by Wakahara et al. [64], provides one

such example, where the use of Temporal Di�erence (TD) algorithms with eligibility

traces { weighted occurrences of previous events TD(� ) { are applied to the optimiza-

tion problem of nutrient water supply control. Due to the slow reaction time delay

within plant systems, Wakahara et al. also proposes the implementation of Pro�t

Sharing to reinforce long spanning policies and increase convergence.

Full-System Control: Ban et al. [65] evaluates the performance of two RL {Deep

Q-Learning, and Actor-Critic Policy Gradient { methods for control optimization of

a full greenhouse system. Through an arti�cial greenhouse simulation, Ban et al. is

capable of optimizing for control about fans, lighting, irrigation, nutrient and pesticide
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supply over varying time-spans. Results showed, in this context, thatActor-Critic

Policy Gradient approaches were capable of maintaining stable control of the system

for signi�cantly longer time-frame than that of Deep Q-Learning.

Lastly, Somov et al. [66] proposes an Internet of Things (IoT)-enabled plant growth

control framework for deployment to greenhouse systems, with a speci�c case study

into control of tomato plant growth in an operational greenhouse. Using Q-Learning

RL methodologies, Somov et al. devises two control systems to account for vary-

ing plant needs based on stage of life-cycle; \zone A" representing seed propagation

and seedling growth, where as \zone B" represents \generation" stage for seedlings

transplanted into a hydroponic system. This work aims to optimize greenhouse con-

trol about air temperature, humidity, nutrient solution content, plant type and plant

size. With regard to modelling plant size, Somov et al. also proposes a plant growth

prediction system to forecast leaf area growth rate from top-down plant images.

2.6 Summary

To summarize, this chapter discussed various preliminary concepts regarding ML

modelling and learning paradigms that are pertinent to the content and methodolo-

gies applied in the coming chapters of this thesis. In addition, this chapter surveys

various existing works and literature about electrical appliance monitoring and smart-

agriculture applications; from which, there appears to be research opportunities in

bridging closely related �elds to form robust ML frameworks for large-scale real-world

tasks. In the coming chapters, this thesis discusses the proposed frameworks in more

detail and evaluates the performance of framework modules on their respective pre-

dictive tasks.
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Chapter 3

Non-Intrusive Load Monitoring of Low-Frequency

Agricultural Appliance Consumption Pro�ling &

Predictive Maintenance

3.1 Abstract

This work proposes a robust machine learning framework for the predictive main-

tenance and consumption modelling of individual electrical appliances contributing

to aggregate grid consumption, sampled at low-frequency. As the input to the pro-

posed predictive maintenance pipeline relies solely on the grid-wide aggregate signals;

�rst, Factorial Hidden Markov Models are applied for Non-Intrusive Load Monitoring

purposes, yielding appliance-level consumption pro�le reconstruction. Resulting dis-

aggregate pro�les are quantitatively evaluated based on the modelled per-appliance

sequence likelihoods for identi�cation of long-term decline in appliance e�ciency.

This work further leverages unsupervised machine learning methodologies through

density-based clustering to detect sudden short-term anomalous behaviours in the
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inferred consumption pro�les. To prove the capability of the density-based cluster-

ing approach, resulting clusters are evaluated based on Silhouette score and Davies

Bouldin index. Moreover, autoencoders are used for signal reconstruction to high-

light anomalous behaviour and quantitatively evaluate the error of detected clustering

outliers for further validation. The two-headed approach to predictive maintenance,

simultaneously leveraging both short-term and long-term analysis, formulates a ro-

bust system for detection of consumption abnormalities and quanti�cation of fault

severity to increase certainty in appliance health warning predictions. This system

is developed around a real-world dataset, compiled via industry collaboration, con-

taining �ve sub-metered appliances; achieving a mean \total consumption correctly

assigned" accuracy metric of 85.51%, across the modelling of grid-wide consumption

for three-phase power, voltage, current, per unit load powerand power factor metrics.

3.2 Introduction

As of 2020, the United States recorded commercial and residential energy con-

sumption as one of the largest contributors to emissions, responsible for 25% of all

greenhouse gas emissions nationwide [67]. Providing individuals and businesses with

the ability to clearly monitor their overall consumption patterns may, however, shed

light on areas where more e�cient practices can be applied. Furthermore, personal-

ized grid consumption breakdowns could provide consumers with the necessary in-

formation required to implement optimal Predictive Maintenance (PdM) plans on

a per-appliance basis. Given these perspective insights, consumers can strive for

more sustainable practices through mitigation of unnecessary consumption with the
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incentive of cutting incurred costs through loss in appliance e�ciency, loss due to un-

foreseen appliance down-time and mitigation of repair/replacement costs in the case

of appliance failure.

Electrical Signature Analysis (ESA) is based upon the assumption that a signi�-

cant change in a machine's condition results in the change of its respective electrical

signature [35]. Therefore, it can be inferred that faulty appliances in need of main-

tenance are expected to exhibit signi�cant deviations from their norm consumption

patterns { largely indicative of diminishing appliance e�ciency [37,68]. Moreover, as

appliance health deteriorates, energy consumption tends to increase in relation to the

baseline consumption in order to perform comparably. The detection and monitoring

of appliance Remaining Useful Life (RUL) can be crucial in alerting consumers of

maintenance needs before failures occur.

Alerting consumers of maintenance needs ahead of any faults or failures can greatly

contribute to maximizing appliance operational e�ciency, reliability and overall lifes-

pan. This being said, without insight into appliance health evaluation and optimal

maintenance plans, end-users are apt to overcompensate and seek maintenance pre-

maturely. With an excess of maintenance, however, also comes an associated �nancial

loss from unnecessary spending that could be avoided by longer maintenance inter-

vals, along with the risk of shortening usable lifespan of appliance components and

imposing unnecessary down-times [39]. Under-maintaining appliances, on the other

hand, intuitively runs the risk of increased consumption due to poor appliance ef-

�ciency, drastically increased chances of appliance down-times due to failures, and

further damaging other components of the appliances by operating in a sub-optimal

health condition. Therefore, devising a strategy to assess the trade-o� between over
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and under maintaining can be further leveraged to provide informed alerts indicating

most pressing needs whilst not overwhelming the end-user with low-severity warnings.

Non-Intrusive Load Monitoring (NILM) is a process for inferring the consumption

pro�les of individual appliances contributing to aggregate grid consumption, recorded

from a single smart-meter [69]. This is bene�cial, in that, it can be costly and

ine�cient to install hardware devices for the monitoring of each individual appliance

separately. In practice, applications of NILM vary widely in the methodologies and

algorithms utilized for signal disaggregation. Ranging anywhere from mathematical

and statistical analysis approaches [30,31] to the implementation of Machine Learning

(ML) and Deep Learning (DL) algorithms [32,33].

One of the most common methodologies applied to the task of NILM and appliance

consumption pro�ling is the implementation of Hidden Markov Model (HMM) and

their various extensions. For instance, Hierarchical Hidden Markov Model (HHMM)

have been applied for the consumption modelling of individual multi-state residen-

tial appliances [27]. As well as, the implementation of Factorial Hidden Markov

Model (FHMM) for the modelling of several independent causes leading to appli-

ances changing operational state [29]. Furthermore, In�nite Factorial Hidden Markov

Model Conditioned on Contextual Features (iFHMMCC) leverage additional external

information such as time of day, day of week, usage periods, etc. to extend modelling

capabilities of FHMMs to more accurately capture underlying patterns in appliance

functionality [34].

The analysis of existing NILM works is largely relevant to the proposed framework

as it aims to bridge practices of signal disaggregation with PdM. The end-goal of this

consolidation is a robust system which performs PdM across all grid contributing
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appliances upon the input of a singular grid-wide aggregate load pro�le.

The task of PdM can also be approached from a variety of di�erent methodologies.

Primarily, these approaches can be categorized into three distinct classi�cations [43]:

ˆ Proactive Maintenance: The identi�cation of maintenance needs and strategies

to prevent appliance faults and failures entirely before their occurrence.

ˆ Prognosis: Assessing the operational condition of a given appliance, typically

through evaluation of RUL, to identify faults and devise maintenance strategies

at early stages before failure [37].

ˆ Diagnosis: Assessing faults within appliances through the identi�cation of their

respective causes to prevent future occurrences.

With prognosisbeing the focus of this work, various applications in this area of

PdM have been explored. ESA [35, 36] is a non-intrusive approach where electrical

signals are processed within the frequency-domain representation to detect abnor-

malities and changes in the magnitudes of electrical signals. Alternatively, a vast

number of supervised data-driven PdM approaches have been devised, leveraging ML

algorithms such as Na•�ve Bayes, Support Vector Machines, k-Nearest Neighbours

and Random Forest [70{73] to perform classi�cation of appliance's operational health

states, and regression for appliance's RUL and probability of failure prediction. Fur-

thermore, Zhang et al. [38] surveys the applicability and predictive capabilities of

six ML and DL algorithms for the task of data-drivenprognosis{ speci�cally Logis-

tic Regression, Support Vector Machines, Decision Trees, Random Forest, Arti�cial

Neural Networks, Deep Neural Networks, and Autoencoders.

Among the data-driven approaches, the applications of HMMs have been explored
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in depth. A survey of various HMM-based applications for fault detection in machin-

ery [39] was reviewed to evaluate the feasibility and capabilities of several HMM

variants pertaining to the tasks of estimating RUL and Condition Based Mainte-

nance (CBM). Traditional HMMs are evaluated for the purposes of di�erentiating

between \healthy" and \unhealthy" stages of machinery conditions. Hidden Semi-

Markov Models (HSMM) approaches are also discussed in detail for their capabilities

of modelling the duration for which appliances remain in health condition states (i.e.,

each state can emit a series of observations). Alternatively, Auto-Regressive Hidden

Markov Models (ARHMM) extends the capabilities of HMMs through the incorpo-

ration of trends and rate of change within observations, capable of capturing inter-

dependencies between observations of appliance health. Finally, FHMM approaches

to prognosisand CBM are analyzed for their distributed state representations of data

to leverage feature extraction for superior fault detection.

These data-driven approaches, however, all rely on access to labelled data to gen-

erate mappings from input sensor readings to output appliance health conditions,

following traditional supervised learning methodologies. In real world practices, how-

ever, the availability of pre-labelled health condition deterioration data is often lim-

ited in accessibility without external expert knowledge. To that note, unsupervised

learning methodologies { inferring information about the data in the absence of la-

bels { are seemingly under-represented approaches in the task ofprognosis. One such

work aims to overcome limitations of unsupervised data with asynchronous sampling

rates through the application of HMM-based PdM [40]. Authors, Kinghorst et al.,

leverage sliding windows to extract statistical metrics of the measured data across

varying sampling rates before training PdM HMMs, leveraging Genetic Algorithms
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(GA) for optimal feature selection. An alternative approach proposes a framework

for utilizing a cluster-based HMM for the modelling of machinery RUL by analyzing

unlabelled �ne-grained key performance indicator (KPI) data {Temperature, Static

Pressure, and Total Pressure [41]. Authors, Wu et al., utilize k-Means and spatial

clustering approaches to infer the appropriate number of correspondinglatent states

per modelled KPI, followed by RUL regression as a function of weighted KPI log-

likelihood calculations. This approach e�ectively derives quantitative measurements

for the health condition of machinery in the case where labelled data is not readily

available. The work of Wu et al. di�ers from that proposed in the following research

through the use of di�erent KPI metrics, and the availability of �ne-grained data for

higher resolution analysis.

Divya et al. [37] provides an extensive survey of 93 recent fault detection and

PdM works across supervised, unsupervised and semi-supervised learning as well as

statistical methodologies. In this survey, Divya et al. delves into the various algo-

rithms and models applied to the task of PdM under each learning paradigm. The

work describes the various applications of Random Forest, Support Vector Machines,

Bayesian Networks, Arti�cial Neural Networks, DL and Fuzzy Logic in the supervised

learning context; clustering and HMMs in the unsupervised learning context; One-

Class Support Vector Machines for semi-supervised learning context; and, cumulative

sum statistics for statistical context.

Alternatively, Reinforcement Learning (RL) has also seen applications toward the

task of PdM. Prioritized Double Deep Q-Learning with Parameter Noise (PDDQN-

PN) [42] has been applied to optimize maintenance intervals and manage the trade-o�

between appliance repair versus replacement. Additionally, a hierarchical Deep RL
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framework [43] has been applied, leveraging HMMs as an interpretable state space

processing step before feeding outputs to a Deep RL system using Recurrent Neural

Networks for RUL estimation.

Throughout the existing approaches to PdM andprognosis, under both supervised

and unsupervised domains, one commonly observed trait is the one-to-one nature

of PdM systems. A large majority of the proposed works focus primarily on the

assessment of individual appliances and do not consider the possibility for concurrent

evaluation of multiple appliances, from a one-to-many perspective. This is where

the proposal of a NILM enabled PdM system bene�ts over the existing approaches,

providing capability for simultaneous analysis of all appliances contributing to a grid

from a single input.

Additionally, although FHMMs have seen applications toward PdM in existing

works, this research approaches their implementation from an ulterior perspective.

By modelling appliance consumption patterns and identifying changes in appliance

reliability through sequence likelihoods, this application escapes the traditional dis-

crete health state sequence modelling approach taken by various HMM-based PdM

systems.

With the goal of deriving an unsupervised learning NILM enabled grid-wide PdM

system in mind, the key contributions of this work are as follows:

ˆ Building a framework for PdM supported by NILM techniques to derive appliance-

level consumption modelling and healthprognosis, reliant solely on aggregate

grid consumption pro�les.

ˆ Development of a long-term appliance health warning system based on FHMMs

for detection of abnormal consumption behaviours caused by slow decline in
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appliance e�ciency.

ˆ Design of a new short-term, sudden fault detection and quantitative fault sever-

ity detection framework based on grid measurements, incorporating NILM tech-

niques and unsupervised ML outlier detection throughdensity-basedclustering

methodologies.

ˆ Applying short-term and long-term warning systems concurrently to form a two-

headed approach to help quantify risk of fault severity and increase certainty in

warnings pushed to end-user.

The remainder of this work is organized as follows. Section§3.3 breaks-down

the relevant dataset compiled and used in the development of this work. Section

§3.4 discusses further dataset pre-processing steps for the extraction of two addi-

tional appliance consumption metrics. Section§3.5 discusses methodologies behind

implementation of NILM signal disaggregation via FHMMs,density-basedclustering

methodologies for outlier detection and the application of autoencoders for verify-

ing clustering validity. Section §3.6 speaks to the structure and functionality of the

full two-headed (short-term and long-term) PdM system. Section§3.7 introduces

the resulting performance of the various early warning system modules. Section§3.8

provides discussion of the achieved experimental results. Finally, Section§3.9 draws

conclusion to this chapter of work.

3.3 Dataset

The dataset, on which the basis of this work is developed, has been collected

via industry collaboration with a grid smart-monitoring system provider, compiled
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from a Canadian dairy farm. The dataset consists of �ve sub-metered appliances, of

which the appliance types remain unknown and all consist of di�ering consumption

ranges. Though true appliance types present within this dataset are unknown, due

to the nature of the grid being analyzed (i.e., appliances commonly used within dairy

farm facilities), potential expected appliance types may consist of lighting �xtures,

industrial fans, motors, and pumps. These �ve individual appliances' consumptions

are monitored over the span of 98 consecutive days (i.e., 14 weeks) within late winter

to early spring seasons, samplingthree-phase power, voltage and current values at

low-frequency { approximately every 3 seconds of the day (i.e.,� 1�3Hz). Figure

3.1 provides visual insight to one-day's worth ofthree-phase powerdata, depicting

the various per-appliance contributions as well as the aggregate consumption of all

appliances over the same period. Additionally, Table 3.1 describes the statistical

distribution of three-phase powerconsumption data within the compiled dataset.

Figure 3.1: Visualization of measured three-phase power consumption over the course
of one-day within the collected dataset. Solid blue plot line represents aggregate con-
sumption of all contributing appliances. Various dashed lines represent the respective
contributing appliances that make up the aggregate pro�le.
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Table 3.1: General statistical distributions on a per-appliance basis describing the
make-up of three-phase power consumption within the dataset.

Appliance # Minimum Maximum Mean Standard Deviation

1 0.00 5130.96 2511.61 1332.46
2 0.00 1454.33 51.86 167.22
3 0.00 472.17 68.09 44.95
4 0.00 1470.22 11.20 14.23
5 0.00 7142.70 2576.02 1374.07

For the purposes of performance evaluation, the dataset is split into training and

testing subsets, with the �rst 93 days allocated to training and the remaining 5 days

allocated to testing. Sampling sequentially without replacement, data points present

in the training subset are completely held-out from the testing subset, and preserve

the time-series nature of the data.

Having sub-metered ground truth appliance consumption measurements, super-

vised learning methodologies can be applied for the purposes of training FHMM for

NILM. As for the testing dataset, individual sub-metered appliance pro�les are ag-

gregated together to simulate the grid-wide consumption measurements on which dis-

aggregation is performed to predict respective appliance consumptions and evaluate

NILM performance.

Though supervised learning methodologies can be applied for the purposes of

NILM, the same cannot be said for the full task of PdM. The provided dataset does

not contain labelled information pertaining to appliance failures, and thus, unsuper-

vised learning methodologies must be applied when predicting erroneous appliance

consumption. With this, it is necessary to infer erroneous patterns and evaluate their

potential risk of failure from the data rather than learning failures frominput-output

mappings; in turn, requiring robust techniques that can be easily adapted to di�erent
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grids requiring minimal external information.

One further consideration, noted when processing the dataset, is the importance

of distinguishing between appliances of high and low consumption { referred to as

\major" and \minor" appliances respectively in this work. More formally, the dis-

tinction is made based on the mean power consumption (evaluated over the span

of the training dataset as shown in Table 3.1) of a given appliance. \Major" ap-

pliances are de�ned as those whose meanthree-phase powerconsumption is greater

than or equal to 1,000W (1kW), whereas \minor" appliances are those whose mean

three-phase powerconsumption is, conversely, less than 1kW. The requirement for

this distinction is to ensure that critical information about the consumption of \mi-

nor" appliances { which may otherwise be seen as near negligible in relation to the

scale of \major" appliance consumption { is not lost throughout modelling and anal-

ysis. By analyzing the dataset statistics presented in Table 3.1, appliances 1 and 5

can be described as \major" appliances while appliances 2, 3, and 4 are all \minor"

appliances.

3.4 Power Consumption Metrics

The existing dataset, consists of three core attributes measured per appliance at

each timestep:three-phase power, voltage, and current. These existing attributes are

essential for modelling appliance consumption pro�les, though two additional metrics

were determined to be of interest for aiding in modelling appliance performance; these

additional metrics beingper unit load powerand power factor.

Per unit load power is a metric for measuring energy consumption in respect to

said appliance's rated power, allowing for clear indication of appliance overloading
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or under-loading. Overloading of an appliance can be indicative of sub-optimal con-

sumption through overheating and potential risk of diminishing appliance health at

an increased rate. Alternatively, in the case of motors, performance also tends to

decrease drastically when under-loaded, below approximately 50% rated power [74].

Using Equation 3.4.1, it is possible to measure the load under which each appliance

is operating and model such signatures; therefore, making it easily detectable when

appliance load deviates from the expected norm.

Load =
Pi

Pir
� 100% (3.4.1)

Where, Load is the respectiveper unit load power, Pi represents the measuredthree-

phase powerat timestep i , and Pir represents the rated power of the appliance in

question. It should be noted that, in real-world practices, the availability of appliance

rated power information (from manufacturer nameplates) may not always be readily

available to the system without external input. For this, a default case is de�ned

from which rated power,Pir , can be approximated based on the maximum measured

power consumption throughout the training set, in the absence of manufacturers

speci�cations.

Power factor, on the other hand, e�ectively measures the proportion of apparent

power, Si , being utilized as active power,Pi , by a given appliance [74]. Consider

voltageand current signals to be nearly sinusoidal, active power can be denoted as a

function of the phase shift,� , between the two signals, represented by Equation 3.4.2

and shown in Figure 3.2.

Pi = V rms � I rms cos� (3.4.2)
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Figure 3.2: Power triangle denoting relationship between power consumption compo-
nents.

If voltageand current signals are in phase (i.e.,� = 0) then cos� = 1, indicating

that measured apparent power and active power are equal. However, asvoltageand

current signals become farther out of phase, less active power is available to the appli-

ance in proportion to the apparent power. To make up for this disparity, appliances

are apt to exhibit increased consumption to perform comparably, e�ectively placing

larger strain on the appliance in question through excess generated heat which could

damage or shorten the useful lifespan of the appliance. Additionally, with the increase

in consumption comes a proportional increase in operating costs.

Given active power,Pi , as measuredthree-phase power, power factor can be cal-

culated using Equation 3.4.3 for each timestep within the dataset. This provides a

metric for determining the fraction of apparent power that is useful as active power,

providing an alternative metric for modelled and detecting deviations from active

William James Gray Macdonald - Electrical And Computer Engineering



3.5. METHODOLOGIES 63

power consumption norms.

PF =
Pi

V rms � I rms
=

V rms � I rms cos�
V rms � I rms

= cos� (3.4.3)

Where, PF is the respectivepower factor, V rms is the measuredroot mean square

voltage, I rms is the measuredroot mean square current, and Pi is the measured active

three-phase power.

3.5 Methodologies

3.5.1 Factorial Hidden Markov Model

Signal disaggregation through NILM aims to analyze grid-wide aggregated con-

sumption pro�les, Y = f y1; y2; : : : ; yT g, to extracting relevant consumption informa-

tion about the M contributing sources:

Z (1) = f z(1)
1 ; z(1)

2 ; : : : ; z(1)
T g

Z (2) = f z(2)
1 ; z(2)

2 ; : : : ; z(2)
T g

...

Z (M ) = f z(M )
1 ; z(M )

2 ; : : : ; z(M )
T g

(3.5.1)

The goal being to infer the per-appliance consumption pro�les, denoted in Equation

3.5.1, such that each contributing appliance's consumption sums to the measured

grid-wide consumption at each respective timestep { satisfying Equation 3.5.2.

yt =
MX

m=1

z(m)
t (3.5.2)
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Where, z(i )
t represents the respective appliance-level consumption of thei th appliance

at timestep t in the sequence [29].

For the purposes of NILM, the implementation of FHMMs was selected for grid-

wide disaggregation and appliance-level consumption modelling. FHMMs are a vari-

ant upon the traditional HMM, typically used to learn underlying interpretations and

trends within a given sequence of discretized states. FHMMs allow for the modelling

of more complex distributed state representations containing multiple sources within

a sequence, achieved by extending the traditional structure of HMMs through the

implementation of several independent parallel Markov Chains. Under this context,

each parallel Markov Chain aims to learn an independent appliance-level interpre-

tation of the data, Z (m) = f z(m)
1 ; z(m)

2 ; : : : ; z(m)
T g. Therefore, the number of parallel

Markov Chains required within the FHMM is proportional to the number of grid con-

tributing appliancesM . Similarly to the traditional HMM structure, there exists only

a single set ofemission variables, which e�ectively represent the measured aggregate

grid consumption Y = f y1; y2; : : : ; yT g. However, emission variablesare governed,

in FHMM structure, by the states of all correspondinglatent variables across the

parallel Markov Chains, e�ectively relating back to Equation 3.5.2, as opposed to the

one-to-one relationship betweenlatent and emission variablesof traditional HMMs.

Given this interpretation, the methodology for decoding the per-appliance contri-

butions to grid-wide consumption, via FHMMs, follows the structure of Algorithm 1.

It should be noted that the purpose of the FHMM, in this regard, is aiming to capture

the underlying appliance operational state transitions rather than direct inferral of

per-appliance consumption; for this, the reconstruction of consumption pro�les are

inferred as a function of the mean consumption value,� i , per active operational state,
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si (i.e., respective consumption is expressed asZ (m)
t = � (m)

i (s(m)
i ) in Algorithm 1 line

9).

Algorithm 1 Decoding grid-wide consumption into contributing appliance compo-
nent consumption pro�les.

Require: Y = f y1; y2; : : : ; yT g
1: procedure DecodeF HMM (Y)
2: for appliancem 2 M do
3: Compute state-sequence:S(m) =
4: f s(m)

1 ; s(m)
2 ; : : : ; s(m)

I g via Viterbi algorithm [75]
5: end for
6: De�ne Z as anM � T matrix
7: for timestep t 2 T do
8: for appliancem 2 M do
9: Z (m)

t = � (m)
i (s(m)

i )
10: end for
11: end for
12: return S(M ) , Z (M )

13: end procedure

Algorithm 1 describes the methodology employed for input sequence decoding and

per-appliance consumption signal reconstruction.Lines 2-5 denotes the method in

which each appliance's respective operational state sequence is inferred utilizing the

Viterbi algorithm [75] across each appliance's respective Markov Chain within the

FHMM. Line 6 de�nes the M � T dimensional matrix in which the resulting per-

appliance consumption pro�les are stored.Lines 7-11 loops through each timestep

over the duration of the input sequence to determine each contributing appliance's

consumption as a function of active operational state mean.
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Parameter Inference & Optimization

The task of NILM, in this instance, does not provide much, if any, external in-

formation about the system. Information such as appliance types, rated power, con-

sumption pro�les, number of operational modes per appliance, etc. are unknowns.

This signi�cantly increases the complexity of the task at hand, not only learning

to extract appliance speci�c information through disaggregation but also inferring

external information about the system.

HMMs leverage Expectation Maximization (EM) [19] and Forward-Backward [19]

algorithms to infer certain model parameters throughout training such asstart-state

probabilities (� ), state-transition probabilities (A), and emission probabilities(� ) {

governing parameters that de�ne an HMM's capability of modelling sequential be-

haviours, denoted by� = f �; A; � g. However, one such parameter, required at time of

instantiation, that cannot be inferred by these algorithms is the number of discretized

latent states{ a constant hyper-parameters that does not vary throughout training.

Achieving an optimal number oflatent states for an HMM is a crucial task as this

dictates the way in which the model interprets trends within the state-space. Too

few latent states and the model will not capture patterns in the data well enough

(i.e., under�tting), too many and the model will �t the data too closely and become

incapable of generalizing (i.e., over�tting).

The Bayesian Information Criterion (BIC) (Equation 3.5.3), is a widely used

method for model selection in time-series forecasting, for which the model scoring

the lowest BIC is considered to be the best �t [76]. Lending itself well to the task

at hand, this method is used in hyper-parameter optimization to determine the ideal

William James Gray Macdonald - Electrical And Computer Engineering



3.5. METHODOLOGIES 67

number of latent statesper Markov Chain at time of instantiation, on an appliance-

by-appliance basis (i.e.,latent statesper appliances can vary from one parallel Markov

Chain to the next within the FHMM structure).

BIC = � 2 � ` + k � ln(N ) (3.5.3)

Where, ` is the log-likelihood of the occurrence for a given sequence of states

within the learnt model, k is the number of parameters within the model, andN is

the length of the given sequence.

3.5.2 Density-Based Spatial Clustering of Applications with Noise

Density-basedclustering is an unsupervised learning technique that aims to iden-

tify distinctive groups of data points based on their perceived \density" within the

data-space, as opposed to their respective distance from cluster centers as is done

in traditional centroid-basedclustering. Formally, the measure of \density" can be

described as a function of two parameters:� { the radius of neighbourhood; and

MinSamples { the minimum number of neighbouring samples required to de�ne a

cluster as densely populated.

Density-Based Spatial Clustering of Applications with Noise (DBSCAN) is one

such density-basedclustering algorithm that yields three main bene�ts, leading to

its implementation toward appliance consumption anomaly detection. First,density-

basedclustering approaches bene�t from the ability to identify clusters of varying

shapes, which may not otherwise be possible through traditionalcentroid-basedspa-

tial clustering. Additionally, DBSCAN bene�ts from the ability to infer the number of

clusters based on the data rather than through a pre-de�ned model hyper-parameter.
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The last, and most crucial, bene�t leading to its selection in this work is that points

within the data-space that do not fall within any regions of high density are con-

sidered to be outliers and are labelled accordingly, e�ectively accounting for outliers

rather than being skewed by them. DBSCAN's robustness toward the presence of

outliers makes this algorithm a suitable choice for the detection of sudden deviations

in appliances' operational consumption signals.

3.5.3 Autoencoder

Autoencoders are a special case of neural network which operate under the un-

supervised learning paradigm, by aiming to reconstruct inputs as model outputs. In

doing so, autoencoders e�ectively learn to extract important low-dimensional fea-

ture representations of the input data through compression before generalizing about

these features to minimize reconstruction loss. The capability for generalization when

reconstructing inputs from their low-dimensional representations leads to several ad-

vantages, namely dimensionality reduction and information retrieval { decreasing the

dimensional representation of the data while prioritizing the retention of most impor-

tant feature information [23].

Falling within the functionality of autoencoders is also the capacity to perform

denoising of data, e�ectively removing noise and anomalous points from within the

data throughout reconstruction. For the purposes of this work, autoencoders are

leveraged for this particular bene�t to validate the performance of short-term anomaly

detection through reconstruction of clustered pro�les. Thereby, highlighting samples

where reconstructed sequences do not align with the input sequences { indicating the

presence of anomalies. As an additional validity check, autoencoders are utilized to
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reconstruct the detected faults from the PdM system to quantify the error inherent

in their occurrence.

3.6 Predictive Maintenance

The proposed PdM warning system takes a two-headed approach to the detection

of abnormal appliance behaviours:long-term surveying{ baseline consumption pro�le

modelling via FHMM, providing capability for quanti�able state-sequence likelihood

calculations; andshort-term surveying{ density-basedclustering for detection of sud-

den anomalies with respect to disaggregated appliance consumption signals. The two

heads of the PdM system work concurrently to formulate a robust framework capable

of addressing three key considerations for PdM: modellingloss of e�ciency, mitigat-

ing risk of sudden failures, and optimizing trade-o� between over/under maintaining.

Figure 3.3, visualizes the pipeline of the proposed NILM enabled PdM system for

which the remainder of this section will discuss in detail.

3.6.1 Long-Term Surveying

The implementation of FHMM for signal disaggregation actively determines the

combination of operational consumption states pertaining to each grid-contributing

appliance over the duration of the input signal, as described by Algorithm 1. This

provides the system with a clear indication of what operational mode each appliance

is in at any given time, as well as the amount of consumption each appliance is

responsible for with respect to its operational mode.

Though the magnitude of consumption is often the most meaningful metric for

end-users to evaluate, thelong-term surveyingmodule is concerned primarily with
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Figure 3.3: Pipeline of proposed NILM framework for PdM Warning System.

the state-transitions between operational modes. More speci�cally, the probabilistic

likelihood for the occurrence of a modelled sequence of operational states; a calcu-

lation that is easily derivable through HMM-based approaches. For example, given

a set of observationsO = f O1; O2; : : : ; OT g resulting from the sequence of states

S = f S1; S2; : : : ; ST g, HMM-based approaches, denoted by� = f � ; A ; � g, can evalu-

ate the likelihood of the sequence's occurrence as the product of the respective per-

observation probabilistic distributions, based onstart-state probabilities (� ), state-

transition probabilities (A), and emission probabilities(� ) as denoted by Equation
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3.6.1.

L(O; Sj� ) = log ( p(Oj� ))

= log

 

p(S1)p(O1jS1)
TY

t=2

p(St jSt � 1)p(Ot jSt )

!

= log

 

� (S1)� (O1jS1)
TY

t=2

A (St jSt � 1)� (Ot jSt )

!
(3.6.1)

Throughout training, the FHMM e�ectively formulates a baseline for consumption

patterns of the various appliances through updates to thestate-transition probabili-

ties. Under healthy and e�cient operational conditions, appliances are expected to

behave in a predictable manner following consumption patterns of high likelihood.

However, as appliance e�ciency begins to diminish and consumption patterns begin

deviating from the expected norm, the health degradation in appliances will begin

to reveal themselves over time through decreasing probabilistic sequence likelihoods,

driven by sub-optimal transitions between perceived operational states. In other

words, if a model that is trained on past data produces low long-term sequence like-

lihoods on future data, it may be pointing to a system behaviour change. Algorithm

2 demonstrates the process forlong-term surveyingof appliance e�ciency degrada-

tion, where appliance consumption patterns are evaluated over day-long periods (i.e.,

86; 400s=day � 1=3Hz = 28; 800sample=day, as used in Algorithm 2 line 3).

Algorithm 2 describes the functionality of the long-term surveyingmodule, re-

sponsible for the detection of slow decline in appliance e�ciency.Line 1 calls FHMM
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Algorithm 2 Long-term surveyingcomponent of two-headedprognosiswarning sys-
tem.
Require: Y = f y1; y2; : : : ; yT g

1: S(M ) ; Z (M ) = DecodeF HMM (Y)
2: for appliancem 2 M do
3: likelihood long = L(Z (m)

[t � 28;800:t ]j�
(m))

4: if likelihood long > risk thresh long then
5: Throw warning for appliancem
6: end if
7: end for

to decode input aggregate sequence into contributing appliance operational state se-

quences and per-appliance consumption pro�les.Line 3 calculates the sequence log-

likelihood of appliance consumption over the span of one days worth of data samples

(i.e., 28,800 samples).Lines 4-6 evaluates the determined long-term sequence log-

likelihood against a de�ned \risk threshold" to determine the severity of appliance

health degradation.

The goal oflong-term surveyingis to continually analyze the sequence likelihoods

of appliance consumption data on a day-by-day basis. This continual analysis aims

to reveal any sub-optimal consumption patterns and quantify the appliance health

risk factor as e�ciency declines. This module e�ectively addresses the considera-

tion of applianceloss of e�ciency, alerting the consumer when e�ciency surpasses a

designated risk threshold and maintenance actions should be taken.

It should be noted that speci�ed \risk thresholds", expressed in bothshort-term

and long-term surveying, are not explicitly de�ned. These thresholds can be dictated

by the risk level that the end-user is willing to accept. If users are willing to tolerate

a high percentage of risk, the \risk thresholds" can be set accordingly to suppress

larger percentages of warnings. On the contrary, if users desire more involvement,
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with a large volume of early warnings, the \risk thresholds" can be scaled down, to

�lter out fewer warnings. The thresholds can also be �ne tuned after a period of

usage by providing labels for concerning deviations.

3.6.2 Short-Term Surveying

Based on the inferred operational state of each appliance through disaggregation,

as described by Algorithm 1, the respective appliance consumptions are inferred based

on the operational state's mean values. This, in lieu of exact appliance consumptions

{ including stochasticity introduced through noise and other external factors { re-

sults in an inherent margin of error between the ground truth aggregate consumption

signals,Y = f y1; y2; : : : ; yT g, and the summation of resulting modelled consumption

signals, Ypred =
P M

m=1 Z (m) . Simply disregarding this margin of error in modelled

consumption could result in loss of important information about the grid-wide con-

sumption and appliances' operational conditions. Therefore, theshort-term surveying

module utilizesdensity-basedclustering to interpret this margin of error in modelled

consumption as either expected (falling within an acceptable range), or erroneous

(resulting in high magnitude spikes within margin of error pro�le) in comparison to

the measured aggregate grid consumption.

By applying DBSCAN clustering to the resulting margin of error pro�le,Ymargin err =

Y � Ypred, the short-term surveyingmodule clearly detects outliers where modelled

appliance behaviour does not align with measured aggregate grid consumption { in-

dicating either signi�cant under or over consumption of appliances in relation to the

expected behaviour. To extract meaningful interpretations of the detected outliers,

they are then assessed in two stages to determinerisk of failure severity. First, the
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probabilistic likelihood of the modelled aggregate consumption is calculated about

the timestep of the detected outlier in question to determine the magnitude of the

fault severity at the aggregate-level. If the grid-level severity does not exceed a desig-

nated \risk threshold", the outlier is logged as such and is not pushed to the end-user.

Otherwise, the outlier is escalated to severity analysis at the appliance-level, where

the system identi�es the appliance responsible for erroneous consumption. The de-

duction of which appliance is causing the fault is determined by the magnitude of

appliance-wise probabilistic sequence likelihoods at the timestep of the detected out-

lier (i.e., sequence likelihoods are calculated for each contributing appliances about

their respectively modelled pro�le, using the corresponding learnt appliance HMM

parameters internal to the FHMM, at the erroneous timestep). The appliance which

yields the lowest sequence likelihood is determined to be the source of the fault and

maintenance warnings are thrown accordingly. Algorithm 3 describes the procedure

for the short-term surveyingmodule, where faults are assessed across a �ve minute

period (i.e., 300seconds� 1=3Hz = 100samples, as used in Algorithm 3 line 9).

Algorithm 3 describes the functionality of theshort-term surveying module for

identi�cation and evaluation of sudden consumption faults.Line 1 calls FHMM to de-

code input aggregate sequence into contributing appliance operational state sequences

and per-appliance consumption pro�les.Lines 2-3 prepares the modelled margin of

error pro�le (representing the di�erence in aggregate consumption between ground

truth signals and FHMM reconstructed signals). Line 4 performs DBSCAN clus-

tering to identify anomalous consumption within calculated margin of error pro�le.

Lines 5-6 evaluates aggregate level sequence log-likelihood (calculated as a function

of FHMM parameters) across all points identi�ed as outliers by DBSCAN clustering.
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Algorithm 3 Short-term surveying component of two-headedprognosis warning
system.

Require: Y = f y1; y2; : : : ; yT g
1: Sm ; Zm = DecodeF HMM (Y)
2: Ypred =

P M
m=1 Z (m)

3: errmargin = Y � Ypred

4: clusters = DBSCAN (errmargin )
5: for sample whereclusters == � 1 do
6: agg likelihoodshort = L(Ypred j� (F HMM ))
7: if agg likelihoodshort > risk threshshort then
8: for appliancem 2 M do
9: likelihood(m)

short = L(Z (m)
[t � 100:t ]j�

(m))
10: end for
11: msource = argmin m

�
likelihood(m)

short

�

12: Throw warning for appliancemsource

13: end if
14: end for

Lines 7-10 determines whether the aggregate level sequence log-likelihood surpasses

the designated short-term \risk threshold", in the case this condition is satis�ed, eval-

uation is escalated to appliance level sequence log-likelihood (calculated as a function

of appliance-level Markov Chain parameters) over the span of 5 minutes (i.e., 100 sam-

ples). Finally, lines 11-12determine the appliance which yielded the lowest sequence

log-likelihood and alerts end-user of respective maintenance needs.

This short-term surveyingmodule is proposed as the primary source for identi�ca-

tion and risk evaluation of sudden appliance faults, in contrast to the slow decline in

appliance performance over time, handled by thelong-term surveyingmodule. This

relates directly to the second key consideration for the PdM system {risk of sud-

den failure { as sudden appliance failures can often be catastrophic to the end-users'

operation through downtime and repair/replacement costs. For this, awareness and

quick response are of utmost importance.
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Finally, together the long-term and short-term surveyingmodules are used to com-

pliment one another, forming a cross-referencing approach in which the quantitative

measures of appliance e�ciency (fromlong-term surveying) and risk of sudden failure

(from short-term surveying) to provide real-time feedback on the health of appliances.

In e�ect, managing the warnings that are pushed users, indicating any immediate or

upcoming actions required to optimize their grid whilst avoiding overwhelming the

user with unnecessary maintenance warnings.

3.7 Experimental Results

For the purposes of measuring model performance, due to the nature of signal

disaggregation being a regression based task, one core metric about which the FHMM

will be evaluated is Root Mean Squared Error (RMSE) (Equation 3.7.1).

RMSE =

s
P N

i =1 (yi � ŷi )
N

(3.7.1)

Where, N denotes the total number of samples in evaluation,yi represents thei th

ground truth observation, andŷi represents the predicted value of thei th observation.

In addition, a metric for \total energy correctly assigned" (Equation 3.7.2), as

proposed by Kolter et al. [77] in their work developing the energy disaggregation

benchmark REDD dataset, is used for measuring the grid-wide disaggregation per-

formance of the resulting NILM approach.

Acc = 1 �
P T

t=1

P N
i =1 jŷ(i )

t � y(i )
t j

2 �
P T

t=1 �yt

(3.7.2)

Where Acc is the \total energy correctly assigned",T is the set of all timesteps
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f t1; t2; :::; tmg over which the metric is being evaluated (i.e., the span of the test set),

N is the set of all appliancesf i 1; i2; :::; ing contributing to the grid in question, y(i )
t

is the ground truth consumption at timestept by appliance i , ŷ(i )
t is the predicted

disaggregate consumption at timestept by appliance i , and �yt is the ground truth

aggregate consumption at timestept.

Additionally, for evaluation of the density-basedclustering, this work leverages the

Silhouette score (Equation 3.7.3) [78], yielding values ranging from -1 to 1, where best

performance is indicated by value of 1; and Davies Bouldin index (Equation 3.7.4) [79],

aiming to minimize resulting value, with best performance being indicated by value

of 0.

Silhouette(i ) =
b(i ) � a(i )

max (a(i ); b(i ))
(3.7.3)

Where, a(i ) represents the intra-cluster distances (i.e., distance between points be-

longing to the i th cluster, andb(i ) represents the inter-cluster distances (i.e., distances

between clusteri and all other clusters).

DB =
1
N

NX

i =1

maxi 6= j
Si + Sj

M i;j
(3.7.4)

Where, DB denotes the resulting Davies Bouldin index,N represents the number

of clusters,Si represents the the distance between points within clusteri , and M i;j

represents the separation between clustersi and j .

3.7.1 Software & Hardware Speci�cations

The following results were compiled on a Windows 11 system with hardware in-

cluding 11th Gen Intel(R) Core(TM) i7-11800H @ 2.3GHz, 32GB RAM, and 16GB

William James Gray Macdonald - Electrical And Computer Engineering



3.7. EXPERIMENTAL RESULTS 78

NVIDIA GeForce RTX 3080 Laptop GPU; and software tools including Python 3.9.5,

CUDA 11.2.

3.7.2 Results

This section presents the results achieved by the various modular components of

the overall two-headed PdM system, divided among the following subsections. First,

the exploration of FHMM performance is evaluated, as the core component for NILM

and probabilistic likelihood calculation (for both short-term and long-term survey-

ing modules), showing the predictive capabilities for modelling and reconstruction of

contributing appliance consumption pro�les from grid-wide input sequences. Results

are presented in the form of both quantitative performance metrics, including RMSE

(Equation 3.7.1), and \total energy correctly assigned" accuracy metric (Equation

3.7.2); and qualitative performance providing actual vs. predicted consumption plots

for the various contributing appliances. Next, results fordensity-basedclustering ap-

plied to margin of error pro�les, the core component ofshort-term surveyingmodule,

are evaluated both quantitatively through application of Silhouette score (Equation

3.7.3) and Davies Bouldin index (Equation 3.7.4); as well as qualitatively { through

visualization of resulting clusters and detected outliers in the sequences. Finally,

the combination of the two (short- and long-term surveying) warning systems are

evaluated by quantifying fault risk severity leveraging the sequence likelihoods (at

appliance-levels) in addition to the magnitudes of the deviations from expected norm

appliance behaviours.

Further validation for both density-basedclustering methodologies and overall two-

headed warning system is provided through the application of autoencoders. Margin
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of error pro�les are evaluated and reconstructed by an autoencoder to observe de-

noising behaviours; highlighting anomalies and comparing their alignment with those

detected through clustering techniques. Additionally, resulting faults from the pro-

posed warning system are further quanti�ed based on autoencoder Mean Absolute

Error (MAE) loss function to identify the prediction error disparity between the test-

ing data and identi�ed faults.

Signal Disaggregation

The FHMM for NILM is evaluated on the real-world industry collaboration sub-

metered dataset, as described in§3.3. Table 3.2 provides signal disaggregation perfor-

mance presented for the grid-wide \total energy correctly assigned" metric evaluated

across each of the various consumption measurements.

Table 3.2: Grid-wide total energy correctly assigned performance on industry dataset.

Modelling Train Test
Power 91.09% 88.77%

Voltage 99.37% 99.41%
Current 88.03% 82.54%

Per Unit Load Power 89.25% 63.19%
Power Factor 94.21% 93.66%

Analysis of Table 3.2 provides context into the predictive modelling capabilities

of the FHMM on a grid-wide perspective. This metric inherently places larger im-

portance on \major" appliances { those that contribute to larger percentages of draw

from the grid { as they're consumption greatly outweighs that of their \minor" ap-

pliance counterparts. That being said, those appliances that contribute the majority

of draw from the grid are typically the biggest assets for the end-users while also

being the most costly to operate (its important to consider the trade-o� between
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(a) Appliance 1 (b) Appliance 2 (c) Appliance 3

(d) Appliance 4 (e) Appliance 5

Figure 3.4: Appliance-wise actual vs. predicted disaggregation signals for grid-power
consumption modelling.

Table 3.3: Resulting per-appliance signal disaggregation performance metrics on in-
dustry dataset.

Appliance ID
Root Mean Squared Error (RMSE)

Power Voltage Current Per Unit Load Power Power Factor

1 642.58 3.32 4.02 11.84 4.42
2 23.10 3.92 3.67 39.52 15.66
3 17.89 3.79 0.41 37.86 18.75
4 15.91 3.90 0.52 14.31 11.91
5 646.19 3.41 0.23 12.98 4.56

operational costs and bene�ts of appliance use). Following this logic, downtime or in-

e�cient operation of said \major" appliances would be more costly and detrimental to

the end-users operation; therefore, they should be modelled with utmost importance.

Alternatively, in order to capture the performance of the FHMM's disaggregate

modelling capabilities on an appliance-by-appliance basis with no importance biasing,

Table 3.3 outlines the RMSE observed per appliance evaluated across the duration
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of the testing dataset. Here, the drastic division between \major" and \minor" ap-

pliances is clearly represented in a quantitative form. This table shows that \major"

consumers (appliances 1 and 5) exhibit errors on the scale of approximately 600 Watts,

where as the \minor" appliance counterparts' (appliances 2, 3, and 4) consumption

errors are on the scale of 15-25 Watts, with regard tothree-phase powermodelling.

It is important when evaluating about RMSE to make note of the scale at which

each of the errors are resulting from (i.e., an RMSE of 5 has signi�cantly di�erent

connotations when the scale of the data is between 0 and 10 versus a scale of 0 to

1000). To put these achieved RMSE values into perspective, referencing back to Table

3.1 shows the di�erence in consumption scales between \major" appliances { appli-

ance 1 and 5 consuming average power on the scale of� 2,500 Watts; versus \minor"

appliances { appliance 2, 3, and 4 consuming average power on the scale of hun-

dreds of Watts or less. Figure 3.4 clearly visualizes the performance of appliance-wise

consumption modelling, showing the actual vs. predicted disaggregatedthree-phase

power consumption pro�les for each appliance over the duration of the test set.

DBSCAN Anomaly Detection

As previously introduced, the PdM system is comprised of two components;short-

and long-term modules { responsible for detection of both sudden faults as well as

the slow decline of appliance health over time, respectively. The proposed DBSCAN

clustering module is leveraged within the former.

To analyze the performance of the resultingdensity-basedclustering, the modelled

disaggregate appliances are grouped based on the distinction between \major" or \mi-

nor" consumption { in order to not \wash out" the outliers of \minor" appliances.
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(a) Aggregate power consumption
margin of error.

(b) Aggregate current consumption
margin of error.

(c) Aggregate per unit load power
margin of error.

(d) Aggregate power factor margin of
error.

Figure 3.5: DBSCAN density-basedclustering of modelled aggregate consumption's
margin of error for the respectively measured consumption pro�les.

The respective modelled consumptions are then summed,Ypred =
P M

m=1 Z (m) , and the

resulting aggregated prediction signals are subtracted from the aggregate grid signals

to yield the margin of error, Ymargin err = Y � Ypred. From here, the margin of error

pro�les are clustered, resulting in the detection of sudden faults in consumption pat-

terns, where modelled consumption does not align with true measured consumption,

presented in the form of outliers.
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Table 3.4: Margin of Error Outlier Detection Clustering Metrics.

Modelling
Silhouette Score Davies Bouldin Index

Major Appliances Minor Appliances Major Appliances Minor Appliances
Power 0.81 0.97 0.44 224.08

Current 0.72 0.93 21.25 0.83
Power Factor 0.78 0.85 1.31 2.07

Per Unit Load Power 0.59 0.43 1.47 0.34

Figure 3.5 depicts the resultingdensity-basedclustering for both \major" and \mi-

nor" appliances across all of the measured consumption metrics (voltage is excluded

from these results as it remains constant across all appliances, providing little useful

information to the system, as will be discussed in more detail in§4.5). Furthermore,

Table 3.4 provides the corresponding Silhouette scores and Davies Bouldin indices for

the respective clustering of consumption metrics. In analyzing these results it should

be noted that performances between Silhouette score and Davies Bouldin index di�er

signi�cantly for certain metrics (e.g., \minor" appliance power consumption); which

can be attributed to the di�erent metrics' robustness toward noise. Davies Bouldin

index tends to drastically worsen in the cases where DBSCAN yields only one cluster

(i.e., cluster 0 and outliers labelled -1), where as silhouette score manages to indicate

high performance across all consumption metrics no matter the number of clusters or

presence of outliers. For this, Silhouette score should be considered for the evalua-

tions where only one cluster exists (such as major appliances power factor and minor

appliances power).

In Figure 3.5, outliers are marked with cluster label� 1. These points actively in-

dicate the occurrence of sudden disparities between the modelled appliance consump-

tion behaviours and the ground truth aggregate consumption behaviour, indicative

of erroneous consumption. However, through analyzing the resulting clustered data,
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(a) Power margin of error. (b) Current margin of error.

(c) Power factor margin of error. (d) Per unit load power margin of error.

Figure 3.6: Autoencoder reconstruction of expected margin of error pro�les for re-
spective consumption draws.

it can be noted that there are a considerable number of detected outliers within the

data; it is important to mitigate false maintenance warnings, to not overwhelm the

end-user and lead to sub-optimal maintenance plans. In order to address this con-

cern, quanti�able fault severity metrics for the various detected outliers are derived

through cross-referencing of outlier detection and sequence likelihoods, as is presented

in Table 3.5.
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Autoencoder denoising was used to provide additional validation toward the out-

lier detection. The corresponding test set margin of error reconstruction predictions

by autoencoder, presented in Figure 3.6, highlight where ground truth consumption

and autoencoder reconstruction do not align. Through analyzing these �gures and

comparing against those of Figure 3.5, it is clear to see that autoencoder and DB-

SCAN both note anomalous behaviour in similar locations within the margin of error

pro�les. The application of autoencoders, however, yields less anomalous points over-

all (with reconstruction �tting margin of error pro�le much closer), in comparison to

the detected outliers of DBSCAN.

Predictive Maintenance System

As seen from the results presented above, the modules for both signal disaggrega-

tion via FHMM as well asdensity-basedclustering of aggregate margin of error pro�les

yield promising individual results. Tying together the two modules is the overarch-

ing PdM system. This functions by cross-referencing the detected aggregate margin

of error outliers with the sequence likelihood calculations, from trained FHMM, to

assess severity of faults from a quantitative perspective. Given that the sequence like-

lihoods for a detected anomaly surpasses a speci�ed \risk threshold" (following logic

presented in Figure 3.3, and Algorithms 2-3), the detected anomaly is determined to

be a fault and is to be investigated further. The fault is then escalated to analysis

of per-appliance likelihoods on the respective disaggregate signals. Determining the

appliance-level sequence likelihood corresponding to the timestep of the detected out-

lier; that which yields the lowest likelihood is identi�ed as the appliance performing

sub-optimally and a warning is passed to the end-user re
ecting the �ndings. On the
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contrary, if the sequence likelihood of a detected outlier does not exceed the \risk

threshold", it is determined to be a false positive and the \event" is recorded but

suppressed to not overwhelm the end-user.

Table 3.5: Early warning prediction system results for per-appliance thresholded log-
likelihoods on detected anomalous datapoints.

Detected Faults
Per-Appliance Log-Likelihood Ground Truth

Consumption
Predicted Appliance

Consumption
Consumption Margin of Error

Appliance 1 Appliance 2 Appliance 3 Appliance 4 Appliance 5

Event 1 -878.79 - - - -825.80 4644.33 3779.00 865.33
Event 2 -851.01 - - - -832.87 4695.58 3779.00 916.58
Event 3 -851.00 - - - -832.87 4695.58 3779.00 916.58
Event 4 -838.71 - - - -818.37 4622.03 3779.00 843.03
Event 5 - -398.32 -325.92 -322.59 - 34.64 111.00 -76.36
Event 6 -827.39 - - - -818.37 4708.28 3779.00 929.28
Event 7 - -398.32 -324.85 -321.07 - 35.29 111.00 -75.70
Event 8 - -398.32 -331.81 -312.28 - 36.32 111.00 -74.68
Event 9 - -398.32 -338.02 -331.99 - 34.61 111.00 -76.39

Figure 3.7: PdM system detections of anomalous behaviour on margin of error pro�le
{ further extended to determine root source appliance.

Table 3.5 evaluates points within the test set that, following the proposed PdM

pipeline, have been considered to be notable faults. This table depicts per-appliance

likelihoods { indicating which appliance was determined to be the source { as well as

ground truth vs. predicted appliance consumption at the erroneous timestep and the
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respective margin of error. Note that the evaluation has been split for in depth anal-

ysis of \major" and \minor" appliances independently; therefore, columns containing

-̀' indicate appliance not belonging to the respective appliance subset. Finally, Fig-

ure 3.7 provides visualization of the detected erroneous samples depicted within Table

3.5, overlaid on the margin of error pro�les across the duration of the test set.

(a) Power outlier loss. (b) Current outlier loss.

(c) Power factor loss. (d) Per unit load power loss.

Figure 3.8: Autoencoder reconstruction Mean Absolute Error (MAE) loss correspond-
ing to identi�ed PdM faults.

As a �nal validity check, the detected outliers that were identi�ed to surpass

respective designated \risk thresholds" were further evaluated through the application
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of autoencoder prediction loss. Figure 3.8 visualizes the histogram representation of

the resulting MAE loss values for the identi�ed faults in comparison to the MAE

evaluated across the remainder of the testing dataset. From these results, it is clear

to see that the proposed PdM warning system was capable of detecting the most

pressing cases of appliance faults { indicated by majority of fault loss values being

drastically higher than that of the remainder of the test set.

3.8 Discussion

Having presented the results achieved by the foundational components of both

short-term and long-term surveyingas well as the overarching PdM system (speci�-

cally FHMMs capabilities for NILM and DBSCAN's capabilities for anomaly detec-

tion), there are several considerations to discuss. First, it is important to note the

correlation between the various grid draw measurements and their respective relation

to appliance health (i.e., grid draw metrics are not all equally indicative of diminishing

appliance health). Voltage consumption is a prime example of such, as all appliances

across a grid will e�ectively receive the samevoltage signal, independent of appli-

ance type or e�ective \lifespan". This constant behaviour, across all appliances, is

a leading cause as to why the FHMM disaggregation and consumption modelling is

achieving near a perfect \total consumption correctly assigned" accuracy of 99.41%

{ indicating clearly predictable behaviour across all grid-contributing appliances. On

this note, it is crucial to prioritize those measured draws which are of highest impor-

tance when it comes to modelling appliance health. Speci�cally, higher importance

should be allocated to measurements that yield reliably detectable changes in con-

sumption behaviours as the appliance health diminishes. It has been widely observed
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that as an appliance is nearing failure or is in need of maintenance, it tends to draws

morecurrent { e�ectively leading to the consumption of more overall energy, aspower

consumption can be described as a function ofcurrent and voltage. On the note of

power consumption, power factor is also a highly indicative measurement { as the

ratio of active power to apparent power diminishes, the e�ciency of the appliance di-

minishes as well. This means that appliances become less e�cient at extracting useful

power and will draw more than necessary to perform equivalently. Therefore, based

on this logic, it can be said that the two measurements that are of highest importance

to the PdM system arecurrent and power factor; for which the FHMM is capable

of modelling to a degree of 82.54% and 93.66% respectively. In application, impor-

tance weightings can be applied to the resulting warnings from the various draws,

forming an overall warning system that not only cross-references anomaly detection

with sequence likelihood deviations but also includes cross-draw referencing to pro-

vide additional certainty in fault severity warnings. It can be expected, in the case

of a true failure, that deviations will be exhibited across multiple measured draws,

under which analyzing cross-draw fault detection could greatly bene�t the end-users.

With regard to the short-term surveyingmodule, results presented for both DB-

SCAN clustering and implementation of autoencoder for validity checking proved to

be in agreement in regard to detected outliers. Through the analysis of Figures 3.5 and

3.6 it is observable that outliers identi�ed between the two approaches occur at nearly

the same locations (peaks of signi�cant spikes within margin of error consumption

pro�les). One notable di�erence between the two modelling methods, however, was

the volume of the erroneous points, DBSCAN tended toward the \over-detection" of

outliers where as autoencoder results identi�ed fewer anomalies focused speci�cally at
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the peaks of the erroneous consumption. This \over-detection" of anomalies inherent

in the DBSCAN methodology is not, however, seen as a negative in this application

as it errs more on the safe side, detecting all possible outliers which are further eval-

uated to determine their severity and risk of failure through subsequent steps in the

overarching PdM system. Additionally, Silhouette score and Davies Bouldin index

performance metrics, yielded strong results when evaluating the clustering capabil-

ities of DBSCAN. As mentioned previously, Davies Bouldin index resulted in some

instances of poor performance, although, this behaviour is believed to be attributed

to sensitivity toward outliers under this metric, as these poor performances primarily

revealed themselves in the cases wheredensity-basedclustering detected only a single

cluster with accompanying outliers.

As for the agglomeration of the various modules to form the PdM system, the

results from Table 3.5 and Figure 3.7 show the systems capabilities of not only de-

riving anomalous points of interest within the per-appliance consumption modelling

but also quantifying the severity of the warnings as a function of sequence likelihood

to mitigate the number of false positive outliers. Given the ability to quantify the

consumption pattern likelihood severity, end-users can e�ectively prioritize high risk

\events" and devise optimal maintenance plans to optimize the consumption e�ciency

of their practices, while maximizing appliance useful lifespan. The resulting perfor-

mance of the overarching PdM system is further validated, in Figure 3.8, through the

incorporation of autoencoders to evaluate the predicted MAE loss for all identi�ed

faults in comparison to the remainder of the testing set. These results showed a sig-

ni�cant skew between the norm MAE loss of the testing set when compared against

the MAE loss of the various detected faults. These observations further show that
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the anomalous points, identi�ed as points of high risk, drastically stand out from the

rest and are successfully caught by the proposed PdM system.

Under the current unsupervised learning implementation of the PdM system, some

limitations and assumptions have been noted throughout the development process.

Primarily being in relation to the dataset, due to the various unknowns present in the

system as well as the lack of control over data collection from the authors perspective.

First, throughout the development process, in the absence of labelled faults, it was

assumed that the appliances monitored over the duration of the training dataset were

in relatively good operational condition. This assumption allows for consumption pat-

terns learnt throughout training to formulate e�ective appliance baseline consumption

behaviours from which future deviations are to be classi�ed as faults. However, this

assumption also leaves room for potential anomalies to be captured throughout the

training process and modelled as expected behaviours { one such potential instance

can be seen in Figure 3.4 (d) where several spikes in predicted consumption pro�le do

not match the ground truth consumption pro�les for the respective appliance. The

presence of these anomalous spikes in learnt behaviours tend to take away from the

overall modelling performance of the appliance, however, under closer inspection of

reconstructed pro�le with bounded scale (to match that of the ground truth con-

sumption), the respective appliance was still capable of modelling the remainder of

operational states well and assigned the anomalous consumption behaviours as an ex-

tra latent state. Through this closer inspection, one potential solution to the presence

of erroneous consumption existing in the training dataset was identi�ed to be pruning

of anomalous states as a post-processing step in development; e�ectively identifying

and removing latent states that are representative of anomalous consumption from
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the model learnt throughout training. Ultimately, given more control over the data

collection stages, it should be ensured that consumption behaviours be recorded at

the beginning of appliances operational life-span to mitigate potential erroneous pat-

terns that may be interpreted as acceptable behaviour under this assumption. As

an alternative approach to account for the potential of erroneous behaviours in the

training dataset, �ltering methodologies (in the form of moving average) have been

explored for the capability of smoothing the input training data to e�ectively re-

move drastic and potentially erroneous spikes and only capture pertinent appliance

behaviours. However, this implementation was not considered in the main evaluation

stages of this work as it may lead to further information loss, which has already been

noted to be a limitation inherent in the existing dataset's sampling rate.

An additional limitation inherent in the dataset, at its current standing, is the lack

of consideration around seasonal factors. With dataset having been collected from

a dairy farm in Canada, which has a temperate climate with four distinct seasons,

it can be said that appliance consumption patterns are bound to change drastically

throughout the various seasons. However, the current dataset consists of only 98 days,

from mid-winter to early spring, and therefore lacks information regarding expected

behaviours throughout summer and fall months. This limitation, in turn, is bound

to lead to poor performance and generalization when applied to these unrepresented

months. This limitation could be overcome through access to a longer spanning

dataset, which encapsulates consumption patterns of appliances across all seasons,

e�ectively learning how changes in seasonality e�ects the predicted consumption pat-

terns per appliance.

Finally, various risk thresholds are utilized throughout this work to evaluate the
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severity of faults and to determine whether detected \events" are in fact indicative

of impending failure. During the development stages, these risk thresholds were

instantiated and �ne-tuned in accordance to a level of risk in which the authors sought

to be appropriate. In practice, however, practitioners are bound to have di�ering

levels of acceptance when it comes to risk, and therefore these risk thresholds are not

strictly de�ned but rather deemed to be variable to re
ect the desired level of risk

the end-users are willing to accept.

3.9 Chapter Conclusion

This work explores the capabilities of leveraging ML for the task of NILM to

contribute to an overall PdM warning system framework. By e�ectively modelling

grid-wide consumption contributors through FHMMs and detecting deviations from

expected norm behaviours, through log-likelihood predictions and margin of error

pro�le clustering; the health and respective draw of grid-contributing appliances can

be monitored and optimized for end-users, with the goal of mitigating operational

down-times and maximize pro�ts. The proposed framework is capable of accurately

modelling and reconstructing the consumption pro�les of multiple grid-contributing

appliance to a high degree of accuracy for both grid-wide consumption allocation and

per-appliance consumption pro�le reconstruction settings. The proposed framework

provides a robust, two-headed approach to the task of PdM consisting of a long-term

analysis method { for detecting slow deviations away from expected consumption be-

haviours indicative of diminishing health over time; and a short-term analysis method

{ for detecting sudden failures or spikes in the appliance consumption that may indi-

cate immediate or catastrophic appliance failure in the system. By cross-referencing
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the two heads of the system, the framework provides robust coverage of the grid in

question and can e�ectively communicate its �ndings with end-users.
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Chapter 4

Grow-Light Smart Monitoring Leveraging

Lightweight Deep Learning for Plant Disease

Classi�cation

4.1 Abstract

This work focuses on a novel lightweight machine learning approach to the task of

plant disease classi�cation, posing as a core component of a larger grow-light smart

monitoring system. To the extent of our knowledge, this work is the �rst to imple-

ment lightweight convolutional neural networks by leveraging down-scaled inception

blocks, residual connections, and dense residual connections without pre-training on

the PlantVillage dataset. The novel contributions of this work include the proposal

of a smart monitoring framework; responsible for detection and classi�cation of ail-

ments via the devised lightweight networks as well as interfacing with LED grow-light

�xtures to optimize environmental parameters and lighting control for the growth of

plants in a greenhouse system. Lightweight adaptation of dense residual connections
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achieved the best balance of minimizing model parameters and maximizing perfor-

mance metrics with accuracy, precision, recall, and F1-scores of 96.75%, 97.62%,

97.59%, and 97.58% respectively, while consisting of only 228,479 model parameters.

These results are further compared against various full-scale state-of-the-art model

architectures trained on the PlantVillage dataset, of which the proposed down-scaled

lightweight models were capable of performing equally to, if not higher than many

large-scale counterparts, with drastically less computational requirements.

4.2 Introduction

According to the Global Report on Food Crises, 2021 saw approximately 193 mil-

lion people acutely food insecure, surpassing previous records. A large contributor

being limitations on crop yield due to plant disease. As of 2019, the Food and Agri-

culture Organization of the United Nations estimated that plant diseases limiting

crop yield are costing the global economy approximately $220 billion annually [80].

One approach to promoting crop yield is through the control and optimization of

environmental conditions; maximizing yield while simultaneously combating disease.

In modern urban farming practices, growers have signi�cant control over most en-

vironmental parameters in their growing systems. This level of control comes with

the added complexity of understanding the e�ects and responses of varying these

parameters. This complexity can be overwhelming and lead to sub-optimal control;

Machine Learning (ML) algorithms, on the other hand, specialize in detecting un-

derlying patterns and relations between data samples. Growers equipped with the

predictive capabilities of ML could more easily devise optimal control strategies, to
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promote plant growth and crop yield. Early ailment detection and treatment deploy-

ment are both crucial considerations, as late stage diseases can permanently e�ect a

plant's physiology: limiting growth, reproduction, yield, and increase susceptibility

to other ailments. With an accurate hand-held smart monitoring system capable of

forming predictions and recommendations in a timely-manner, growers would be ca-

pable of establishing optimal early treatment plans before ailments can reach severe

stages.

One obstacle facing modern day ML practices is the required computational re-

sources. Architectures are becoming increasingly demanding, exceeding computa-

tional resource availability for consumers. Therefore, hosting and querying these

models is infeasible on computationally limited consumer devices. For these reasons

research into lightweight model architectures can play a large role in accessibility of

these models from edge-devices.

Numerous approaches to plant disease classi�cation have been studied, from man-

ual plant physiology surveying to ML algorithms. The work Rehman et al. [44]

compiles a survey of various ML approaches to crop disease classi�cation. Several su-

pervised learning methods, including Na•�ve Bayes, Discriminant Analysis, K-Nearest

Neighbours, Support Vector Machines, Decision Trees and Random Forests, are ex-

plored. Surveyed unsupervised learning methods include K-Means clustering, Fuzzy

clustering, and Gaussian Mixture Models. Additionally, Deep Learning (DL) ap-

proaches are also explored by Pathan et al. [45], such as Convolutional Neural Net-

work (CNN) { AlexNet and VGG-16. Many of these surveyed approaches directly

relate to this work, through their use of the PlantVillage dataset [7]. Saleem et

al. [1] compiles another comparative evaluation survey of 18 classical, modern-day,
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and state-of-the-art CNN architectures for the task of plant disease classi�cation on

the PlantVillage dataset. This survey includes architectures directly related to the

designs incorporated in this work, such asResNet-50, Inception-v4, and DenseNet-

121. Liu et al. [81], compiles an extensive large-scale plant disease recognition dataset,

consisting of 271 plant ailment categories, including coverage of fruit-bearing plants,

vegetables, and �eld crops. In addition, Liu et al. propose visual and loss reweighting

model architecture, emphasizing diseased regions of plants in order to more accurately

form classi�cation predictions. Furthermore, Liu et al. develop an LSTM for encoding

reweighting regions in a comprehensive visual representation for model explainability.

With the goal of developing an edge-device compatible plant disease classi�cation

and a grow-light smart monitoring system pipeline for environmental control; the key

contributions of this work are as follows:

ˆ Utilizing Transfer Learning (TL) instance segmentation techniques to convert

top-down plant canopy images into individually masked leaf images, for canopy-

wide disease classi�cation on a leaf-by-leaf basis.

ˆ Developing lightweight networks for plant disease classi�cation leveraging down-

scaled versions of modern computer vision architecture designs, such asIncep-

tion Blocks, Residual Connectionsand Dense Residual Connections, for fast and

accurate classi�cation.

ˆ Proposal of an grow-light smart monitoring system framework, for identifying

plant ailments via proposed lightweight classi�cation models, aiding in tailor-

ing light recipe treatment plans via Reinforcement Learning (RL) to mitigate

diseases and promote plant growth.
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The remainder of this work is organized as follows: Section§4.3 describes method-

ologies of the proposed system framework and its various components. Section§4.4

introduces the experimental results produced by the lightweight health classi�cation

models through training and testing. Section§4.5 discusses the presented experimen-

tal results. Finally, Section§4.6 provides conclusion to this work.

4.3 Methodology

4.3.1 Grow-Light Smart Monitoring System

Though the core focus of this work is on the development of down-scaled lightweight

CNN architectures for plant disease classi�cation, this work also proposes the out-

line for a grow-light smart monitoring system framework, in which the proposed

lightweight disease classi�cation module is a core component. The goal of the afore-

mentioned grow-light smart monitoring system is to provide growers with an edge-

device compatible tool for accurately analyzing crop health on a leaf-by-leaf basis.

Capable of interfacing wirelessly with stationary grow-light units, the system aims to

provide environmental parameter control recommendations, and automation of light

recipes treatments to promote plant health and combat various ailments. Figure

4.1 provides a high-level visual of the proposed grow-light smart monitoring system

scanning and interfacing with �xed grow-light units.

In various growing systems, a common issue that arises when photographing plant

biomass for disease classi�cation is the presence of potentially complex backgrounds,

producing additional external noise. By leveraging the Mask R-CNN [82] instance

segmentation model, via TL, it is possible to accurately predict the species of plant

and extract masks of the individual leaves making up a plant canopy within top-down
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Figure 4.1: Proposed ML enabled grow-light smart monitoring system framework.

input images. Based on these extracted leaf masks, all other pixels in the image can

be obscured, e�ectively removing complex backgrounds and �ltering external noise,

leaving a discrete set of images that isolates one leaf at a time. Therefore, providing

the system with the capability to quantify canopy-wide health measurements as an

accumulation of individual leaf health predictions.

Upon extracting the isolated leaves from top-down canopy images, these masks

can be passed directly to the lightweight leaf health classi�cation component of the

smart monitoring system. This module is responsible for the fast and accurate clas-

si�cation of common visual ailments a�icting plant leaves. Based on the predicted

results from individual leaf health classi�cations, canopy-wide health measures can

be compiled. With the goal of achieving high-accuracy predictions whilst minimizing

required computational resources, the remainder of this work focuses on the construc-

tion, training, and tuning of lightweight adaptations to modern CNN architectures.

In many cases, however, it is possible that a given stress or ailment a�icting a

plant is not perceivable solely through visual inspection. Therefore, in addition to

the DL components of the proposed smart monitoring system, the scanning device

is also equipped with a FLIR thermal sensor for registering corresponding pixel-wise

William James Gray Macdonald - Electrical And Computer Engineering



4.3. METHODOLOGY 101

temperature readings. With the use of thermal sensors, the proposed system is ca-

pable of not only monitoring visible plant ailments, but can also monitor non-visible

temperature related stresses, such as Vapour Pressure De�cit (VPD ), Stomatal Con-

ductance (GS), and Crop Water Stress Index (CWSI ) { calculated using Equations

4.1.2, 4.2.1, and 4.3.1 respectively [83]. These indices are industry standard amongst

plant biologists and growers alike; modelling the dissipation of temperature and wa-

ter vapour through the Stomata of the plant leaves, acting as a proxy for modelling

transpiration health. Transpiration is the key for energy balance, water balance, and

nutrient management that growers watch over carefully.

SV P = 610:78� e( T
T +238 :3 )�17:2694 (4.1.1)

V PD = ( SV Pleaf � (SV Pair �
RH
100

)) (4.1.2)

GS =
Tdry � Tleaf

Tleaf � Twet
(4.2.1)

CWSI =
Tleaf � Twet

Tdry � Twet
(4.3.1)

Where SV P is the saturation vapour pressure,T within Equation 4.1.1 refers

to the temperature of that which the SV P is being calculated,RH is the relative

humidity, Tleaf is the leaf temperature, andTair is the ambient air temperature and

TW et=Tdry denote wet and dry reference temperatures respectively.

Together, the leaf health classi�cation model outputs and the physiological plant

stress calculations can be analyzed to determine the resulting health of the plant in
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question, at a canopy-level from a multi-spectral perspective. These results greatly

bene�t growers through accurate identi�cation of plant ailments; however, they do

not provide direct support toward the formulation of respective treatment plans. By

leveraging RL algorithms, speci�cally Q-Learning (QL) and Deep Q-Learning (DQL),

these plant health metrics can express the perceived health state of the plant, such

that system control actions can be learnt to devise optimal environmental parame-

ter and light treatment polices. In this context, classi�cation correctness from the

leaf health detection module is of utmost importance, as incorrect classi�cations can

propagate through the system, leading to sub-optimal control policies; Regardless of

how well the RL system is able to devise optimal environmental control actions.

Upon learning an optimal control policy, the smart monitoring scanning device

wirelessly communicates the observed health state and proposed treatment plan to

both the grower { in the form of a device noti�cation (for approval); and the re-

spective LED grow-light �xture { for which the plant in question is associated (for

deployment).

In summary, the overarching proposed grow-light smart monitoring system can

be broken down into a series of stages. The �rst step in the system is for the grower

to wirelessly connect with a speci�c grow-light �xture and take a top-down image of

the respective plant canopy with the device's FLIR enabled camera. Upon imaging

the plant canopy, the FLIR thermal image is pre-processed to separate the pixel-wise

thermal value channel from the RGB image channels. Once separated, the RGB

image is processed by the canopy segmentation component to extract all individual

leaf instances detected within the canopy. The extracted leaf instances are indi-

vidually passed to the leaf health detection module for classi�cation of any visibly
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