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ABSTRACT

To optimize flapping foil performance in both Computational Fluid Dynamics
(CFD) simulations and real-world experimental settings, this study applies Deep
Reinforcement Learning (DRL) to generate non-parametric foil motion trajectories.
Traditional control techniques and simplified sinusoidal motions are insufficient to
capture the complex, nonlinear, unsteady, and high-dimensional interactions between
the foil and its surrounding vortex structures. To address this limitation, we propose
a DRL-based training framework built upon the Proximal Policy Optimization (PPO)
algorithm and a Transformer-based policy network. The training framework is first
initialized using expert demonstrations of sinusoidal motion in CFD setting. And the
purposed training framework is further refined through a three-stage offline-to-online
DRL training pipeline tailored for experimental deployment. To meet the demands of
data-efficient DRL learning, we modified the CFD solver for high-performance parallel
rollout training and designed a custom experimental system, the Intelligent Towing
Farm (ITF), to efficiently collect hydrodynamic force as datasets and train in parallel
setting. In simulation, we first demonstrate the effectiveness of the proposed DRL-
training framework, learning the coherent foil flapping motion to generate thrust.
Furthermore, by adjusting reward functions and action thresholds, DRL-optimized
foil trajectories can gain significant enhancement in both thrust and efficiency com-
pared with the sinusoidal motion. Last, through visualization of wake morphology
and instantaneous pressure distributions, it is found that DRL-optimized foil can
adaptively adjust the phases between motion and shedding vortices to improve hy-
drodynamic performance. In real world experiments, we validate the three-stage
DRL training pipeline through ablation studies. Furthermore, by modifying the re-
ward function, the DRL-controlled foil consistently outperforms the extended EMOA

Pareto Front sinusoidal policies in both thrust and lift force generation. Last, under-
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water robot experiments show that the DRL-optimized 3-DoF foil motion achieves
up to 1.7 times the swimming distance of the EMOA-optimized counterpart under
identical time. Our results give a hint of how to solve complex fluid manipulation

problems using the DRL method both in simulation and experiment.
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Chapter 1

Introduction

The design of novel bioinspired flapping propulsors has garnered considerable interest
within the scientific community [7]. As Lighthill eloquently stated, “about 10° years
of animal evolution... have inevitably produced rather refined means of generating
fast movement at low energy cost”[8]. Indeed, when compared to traditional man-
made aquatic transportation methods [9], nature offers alternative solutions that have
proven to be more agile and effective in overcoming the constraints posed by aquatic
environments [10, 11, 12, 13]. For instance, consider the vortical wake generated
behind a rigid hull submarine, which results in energy losses due to flow separation,
ultimately leading to a significant loss of propulsive efficiency [14]. On the contrary,
aquatic animals employ oscillatory actuation techniques [15] that can reduce flow
separation, recover losses incurred by their bodies [16], and even harness energy from
unsteady oncoming flows [17].

To model animal oscillatory propulsion, many researchers have adopted a simpli-
fied model involving sinusoidally flapping foils with easily parameterized trajectories
[18]. Notably, studies have highlighted the strong correlation between flapping effi-

ciency and the Strouhal number (St), which is evident in its narrow optimal range



across aquatic animals of varying sizes [19]. In addition, numerous research efforts
have been dedicated to discovering a universal scaling law governing the wake pat-
terns produced by flapping foils. For instance, Lagopoulos et al. deduced that the
foil’s kinematics can serve as a parameterization for the drag-to-thrust wake transi-
tion [1]. Moreover, investigations of the hydrodynamic characteristics of foils, such as
thrust, side force, power coefficient, and efficiency, based on sinusoidal motion, have
yielded valuable insight over decades [20, 21, 22, 23, 18]. For example, Floryan et al.
demonstrated that foil performance depends both on the Strouhal number and the
reduced frequency [24].

However, recent observations have revealed that animals often employ non-sinusoidal
motions, especially in complex group formations. For instance, Li et al. shed light
on how fish can modulate a distinctive intrinsic cycle to maintain their desired speed
in the Burst-and-Coast swimming gait [25]. This unique swimming pattern not only
allows fish to achieve their desired speed but also endows them with rapid maneu-
verability through substantial body flexing [13]. Furthermore, Chin and Lentink et
al. conducted a study on the wing-wake interaction during stroke reversal in insects,
which elucidates how they can travel efficiently [26]. When fish travel in tandem or
schooling formations with non-sinusoidal gaits, the resulting wake interactions and
patterns become notably more complex, adding to the intrigue of their locomotion.
Lagopoulos et al. conducted a comprehensive examination of the influence of the
downstream field on the front foil, providing further information on these complex
interactions|27].

As flapping motions become more complex, their trajectories become less amenable
to simple parameterization. Preliminary studies [28, 29, 30] have examined various
nonsinusoidal flapping trajectories and have demonstrated significant hydrodynamic

enhancements that cannot be ignored. Biological investigations by Lighthill et al.



and Videler et al. have revealed that such swimming gaits can substantially im-
prove energy efficiency [31, 32]. However, this improvement is intricately linked to
intrinsic and motion parameters specific to fish, rendering their intermittent dynamics
incompatible with scaling laws designed for continuous swimming [33, 34]. In reality,
even moderate changes in the instantaneous angle of attack can lead to significant
alterations in forces, mainly attributed to intricate interactions between the foil and
vortices [35]. Therefore, the underlying flow mechanism of nonparametric foil flap-
ping remains only partially explored and lacks clarity. This represents a quintessential
non-linear, unsteady, and high-dimensional flow control problem [36, 37, 38]. Opti-
mizing such non-parametric flapping trajectories presents a formidable challenge for
traditional control techniques, often resulting in inefficient and intractable solutions.

Deep Reinforcement Learning (DRL) has recently gained significant attention in
fluid mechanics for its astonishing achievement in solving complex problems, such
as Atari [39] and 3-D maze game [40], continuous control of underwater robot fish
[41, 42], optimal control of nonlinear systems [43], pedestrian regulation [44], traffic
grid signal control [45], robotics [46], and other industrial tasks [47].

Recently, DRL has found applications in various flow control problems, achieving
several notable successes. These successes encompass drag reduction for bluff bodies
[5, 48] and lift enhancement for airfoils [4], where DRL has been employed to learn
statistically-mean control actions that induce favorable wake patterns. Furthermore,
Verma et al. implemented DRL to reveal how fish schooling could harvest energy
in parametric motion [49]. However, it’s worth noting that optimizing foil flapping
motions presents a distinct challenge. This challenge involves learning a coherent
cyclical motion, meticulously manipulating the strength and timing of shedding vor-
tices, and effectively managing their interactions with the moving foil [50]. These

requirements extend beyond the capabilities of conventional DRL algorithms, which



may not readily adapt to such complex tasks.

The present study introduces a comprehensive Deep Reinforcement Learning (DRL)
training framework for optimizing foil flapping propulsion. In the initial phase, we
conduct a systematic comparison with alternative DRL training approaches to rigor-
ously evaluate the learning capability of the proposed agent in the context of complex
flapping motion control. After extensive experimentation and design iterations, the
finalized DRL framework integrates the Proximal Policy Optimization (PPO) algo-
rithm with a Transformer-based neural architecture. A notable feature of this frame-
work is the use of expert demonstrations to initialize the policy, replacing random
initialization and thereby significantly enhancing both learning stability and training
efficiency. Following the successful application of this framework to Computational
Fluid Dynamics (CFD)-based foil path planning and hydrodynamic performance op-
timization, we further extend the approach by incorporating transition model train-
ing and a structured offline-to-online learning pipeline. This extension facilitates
the transfer of optimized control policies from simulation to real-world experimental
environments, where direct measurement of pressure fields and local flow velocities
around the foil is prohibitively expensive or technically challenging for the DRL agent
to access.

This study aims to address the existing research gap by investigating the feasibility
of controlling flapping foil motions and discovering motion patterns that exceed the
hydrodynamic performance of conventional sinusoidal parametric trajectories, both
in simulation and experimental environments. Preliminary simulation results pre-
sented in Chapter 3 demonstrate the significant potential of DRL in solving complex
fluid—structure interaction (FSI) problems. Building upon the success of model-free
DRL for simulation-based foil trajectory optimization, we successfully transfer the

developed training framework to a real-world experimental setting as discussed in



Chapter 4, where a three-degree-of-freedom foil motion platform is trained and tested.
Moreover, the trained DRL agent is tested on a robotic platform with constrained
degrees of freedom, demonstrating its effectiveness and adaptability within a realistic
robotic application setting.

Through the application of DRL, this research contributes not only to a deeper
understanding of bio-inspired foil thrusters control strategies and trajectory optimiza-
tion, but also provides a novel perspective on how learning-based approaches can be
employed to solve intricate and nonlinear fluid mechanics problems. The proposed
investigation holds strong potential to advance both the theoretical and practical as-
pects of hydrodynamic optimization, offering valuable insights into bio-inspired foil

propulsion systems and their application in engineering and robotic systems.

1.1 Outline of the Thesis

The outline of thesis is as follows:

Chapter 2 presents a comprehensive literature review encompassing three key areas
relevant to the current study. First, it examines existing research on the hydrodynam-
ics of flapping foils under traditional sinusoidal control policies, with a focus on the
resulting force responses. Second, it reviews foundational concepts in reinforcement
learning (RL), including both offline and online deep reinforcement learning (DRL)
training methodologies. Finally, recent advancements in the application of DRL to
active flow control and related domains are discussed, highlighting emerging trends
and gaps that motivate the present research.

Chapter 3 of this study focuses on the implementation of DRL for foil combined
motion optimization, evaluating how well the DRL agent learns its policy and why

it achieves superior flapping performance. This chapter begins with an analysis of



the DRL agent’s training performance under different neural network architectures
and algorithm combinations, leading to the selection of the final training framework.
The training reward curves are compared, and mean wake velocity profiles are pre-
sented as evidence of performance improvements. Next, the optimized foil trajectories
are evaluated and compared against a set of high-performance sinusoidal motions,
demonstrating that the DRL-optimized trajectories surpass these baselines. Finally,
the underlying mechanisms that enable the DRL agent to achieve better flapping
performance are explored through visualization of wake morphology and pressure dis-
tributions around the foil. The findings reveal that the agent effectively controls foil
motion to interact with shedding vortices, leveraging vortex dynamics for enhanced
propulsion efficiency.

The major contributions of this Chapter are:

1. Learning vortex-structure coupling: To the best of our knowledge, this
study is the first to demonstrate that a DRL agent can learn and exploit vor-
tex—structure dynamic interactions, using them to enhance thrust generation

and propulsion efficiency.

2. E cient DRL training pipeline for ow control: We propose and vali-
date an end-to-end DRL framework that integrates a Transformer-based policy
network with PPO and expert pre-training, enabling efficient learning in high-

dimensional, nonlinear flow control problems.

Chapter 4 of this study focuses on the implementation of DRL for optimizing the
hydrodynamic performance of bio-inspired foil thrusters in a real-world experimental
setting. To enable efficient learning and experimentation, a specialized parallel in-
telligent towing farm was designed. This system is designed to integrate seamlessly

with the DRL framework and accelerate the training process through fully automated



operation. The chapter begins by introducing the hardware-software co-design and
the experimental adaptations made to the DRL training framework originally devel-
oped in Chapter 3. These modifications are tailored to better suit the constraints
and dynamics of real-world experimentation. Next, the proposed learning frame-
work is evaluated by comparing its performance against alternative neural networks,
with training reward curves used to illustrate its advantages. Training results for
bio-inspired foil thrusters are then presented and benchmarked against baselines gen-
erated via sinusoidal Brute Force (BF) parameter search and Evolutionary Multiob-
jective Optimization Algorithms (EMOA). Notably, the DRL-trained policies surpass
the baseline Pareto Front, demonstrating superior performance in terms of thrust and
lift optimization.

The major contributions of this Chapter are:

1. Design and build high-throughput experimental platform: We design
and construct a fully automated, 8-channel parallel Intelligent Towing Farm
(ITF), which enables closed-loop, large-scale DRL experiments with real-time
sensing and control. This is, to our knowledge, the first automatic parallel fluid
experimental system designed specifically for learning-focused hydrodynamic

optimization.

2. E cient DRL training pipeline for ow control: We propose and vali-
date an end-to-end DRL framework that integrates a Transformer-based policy
network with Behavioural Proximal Policy Optimization (BPPO) for offline
training, transition model training, and an offline-to-online transfer stage. The
complete three-stage DRL training pipeline is shown to significantly improve

learning efficiency.



Chapter 2

Background and previous work

This chapter outlines the motivation for the present research, followed by a compre-
hensive literature review covering key areas, including flapping foil hydrodynamics,
the fundamentals of RL, recent advancements in DRL with emphasis on both online
and offline training, and the growing application of DRL techniques in fluid mechan-

ics.

2.1 Background and Motivation

Air-sea amphibious vehicles, capable of rapidly transitioning between underwater
paddling and airborne flight, hold significant potential for enhancing the success of
future maritime missions such as search and rescue [51], water quality sampling [52],
and offshore patrol [53]. A key technical challenge in designing such vehicles lies in
developing an effective control strategy for bio-inspired thrusters, such as foils, that
can provide efficient propulsion in both air and water environments [54]. Biologists
have observed that puffins adjust their wing trajectories to generate non-constant
lift for counteracting gravity during flight and non-constant thrust for overcoming

drag in water. This motion differs from conventional parametric periodic motions,



highlighting the adaptability of natural propulsion mechanisms [55]. The puffin’s am-
phibious capability demonstrates that flapping wing propulsion can enable a seamless
air-water transition, offering valuable insights for the design of next-generation am-
phibious vehicles [56].

Over the past 15 years, theoretical, experimental, and numerical studies on flap-
ping foils have gained significant academic attention, leading to numerous discoveries
[57], [58]. Research indicates that flapping efficiency is closely linked to the Strouhal
number (Sr), which is observed to fall within a narrow optimal range of [0.2, 0.4] for
aquatic animals of varying sizes [19].

Furthermore, scientists have demonstrated that a rigid flapping wing, when op-
erating within a specific non-dimensional frequency range and following a sinusoidal
motion, can achieve a propulsive efficiency exceeding 85%, making it a competitive
alternative to traditional propellers [18]. Additionally, a flapping foil generates sub-
stantial transient forces during motion, contributing to enhanced agility and maneu-
verability [59].

Recent findings suggest that foil with non-sinusoidal trajectories can further im-
prove hydrodynamic propulsion efficiency [60]. Despite these advancements, the field
of optimal control of flapping wing trajectory planning remains in its early stages.

The primary technical challenges that hinder progress in this area include:

1. Complex Fluid-Solid Interactions: Understanding and modelling the intricate
interactions between a flapping foil and unsteady fluid dynamics remains diffi-

cult due to their nonlinear and time-dependent nature.

2. High-Dimensional Parameter Space: The optimization of flapping wing tra-
jectories involves numerous parameters, including frequency, amplitude, phase,
and flexibility, making the exhaustive search method to find an optimal strategy

computationally expensive.
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3. Control Strategy Development: Designing efficient control policies for bio-inspired
flapping propulsion systems requires advanced algorithms, such as reinforcement
learning and model-based optimization, to handle dynamic environmental con-

ditions and adapt to varying operational scenarios.

Addressing these challenges will be crucial in advancing the practical applications
of bio-inspired foil propulsion, particularly in bio-inspired robotics and autonomous
underwater vehicles.

The above technical difficulties are also common to many fluid control problems.
Deep reinforcement learning (DRL) offers a promising solution to similar problems.
In fact, many scholars have achieved cutting-edge performance using reinforcement
learning-based fluid dynamics problems in the last five years. For example, Rabault
used reinforcement learning algorithms to control the cylinder rotation speed for
changing wake vortex to achieve drag reduction and vortex suppression [5]; Koumout-
sakos applied reinforcement learning algorithms to numerical simulations of fish swim-
ming to obtain information such as the optimal swimming attitude [61]. In addition
to its use in fluid control and other applications, deep reinforcement learning has also
been applied simultaneously to, for example, control of turbulent chaotic phenomena
(62].

Additionally, DRL has been successfully integrated into underwater robotics real-
time control and path planning. For instance, Verma et al. implemented a DRL-
based control framework for underwater autonomous vehicles to optimize trajectory
planning [63]. Zhang et al. applied DRL to adaptively control robotic fish, allowing
them to navigate complex environments efficiently [64].

Deep Reinforcement Learning (DRL) algorithms have shown promising results in
addressing control problems in fluid dynamics simulations and underwater robot path

planning, particularly in the field of Active Flow Control (AFC). However, optimiz-
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ing bio-inspired foil thrusters presents unique challenges that differentiate it from the
aforementioned research areas. Bio-inspired foil thruster optimization involves highly
nonlinear interactions between fluid dynamics and moving structures, requiring novel
approaches beyond conventional AFC techniques. Unlike traditional AFC, which fo-
cuses on modifying flow fields around rigid bodies, bio-inspired propulsion demands
continuous control policy adaptation according to varying environmental conditions
while maintaining high energy efficiency and thrust or lift. This necessitates the de-
velopment of specialized DRL frameworks capable of learning optimal motion trajec-
tories under dynamic, real-world constraints. Additionally, existing DRL applications
in underwater robotics primarily focus on controlling the overall robot posture and
position, often neglecting the potential benefits of bio-inspired foil thruster design in
enhancing propulsion efficiency and maneuverability. Addressing this gap requires
integrating a fine-designed DRL optimization framework directly into the foil motion
control with a specific tailored hardware-software co-design environment to accelerate

training speed.

2.2 Previous work

2.2.1 Foil hydrodynamics

Flapping foils have long captivated researchers as bio-inspired propulsion systems, of-
fering the enticing combination of high maneuverability and efficiency [65, 66]. When
a rigid foil oscillates—whether by heaving, pitching, or in combined motions—it gen-
erates lift and thrust through fundamentally unsteady mechanisms that distinguish it
from conventional steady airfoils or propellers [67, 68]. These oscillations can occur as
pure heaving (vertical translation), pure pitching (angular rotation about a pivot), or

a heave—pitch combination that is ubiquitous in biological swimmers and flyers [69].
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The kinematics are typically prescribed as simple harmonic motions characterized by
frequency F, heave amplitude h, and pitch amplitude . Central to scaling these flows
is the Strouhal number, St = S—ﬁ, where A is the combined motion amplitude and
U the free-stream velocity [65, 70].

Building on this framework, combined heave-pitch motions allow foil to adjust
the instantaneous angle of attack (AoA) by phasing the translational and rotational
motion [24, 71]. The phase difference , therefore, has an important influence on both
thrust and efficiency [67, 68]. Experiments and scaling arguments converge in show-
ing that maximum propulsive efficiency arises when pitch lags heave by roughly 90
(72, 73, 74]. In contrast, peak thrust value is found at smaller lags of approximately
20 —40 [73, 68]. Anderson et al. demonstrated that these high-efficiency conditions
also coincide with a smooth reverse Bénard—Karmén (BvK) vortex street and negligi-
ble leading-edge vortex (LEV) activity [67]. Together, these findings underscore why
combined, phase-optimized motions routinely outperform single-degree-of-freedom os-
cillations in both thrust and efficiency [66, 68, 73]. For clarity and repeatability, most
contemporary work retains harmonically prescribed kinematics [75].

A well-tuned flapping foil pushes fluid backward and produces net thrust [67].
Across many operating conditions, the best results fall in a Strouhal range of roughly
St 0:25-0:35 [24]. In this band, the wake flips from the usual drag-producing
Bénard—von Karman street to a thrust-producing reverse pattern made of paired
counter-rotating vortices that form a strong downstream jet [76, 77, 78]. Triantafyllou
and co-workers first mapped the frequency—amplitude window that keeps this jet
stable and delivers peak efficiency [76, 66]. Later studies saw the same signature
in pure plunging foils [77], in combined heave—pitch motions [68, 67], and in broad
surveys that pin down the drag—thrust boundary [78, 79]. Scaling arguments further

show that this mechanism also holds for self-propelled and fully three-dimensional
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foils [69, 73].

Large heave or pitch amplitudes cause dynamic stall and create a leading-edge
vortex (LEV) that stays attached much longer than in steady flow [80, 81]. When
this LEV moves downstream and meets the trailing-edge vortex (TEV), the two shed
together as part of the reverse BvK pattern, increasing circulation and mean thrust
(77, 78, 82]. Anderson et al. showed that strong LEVs on every half-stroke go hand-
in-hand with the highest thrust and efficiency cases [67]. As a result, good thrust
relies on timing the LEV with the right phase difference [67, 24]. The most efficient
“slicing” motion occurs when pitch lags heave by about 90 in Anderson’s work, which
keeps the angle of attack low and builds a clean reverse BvK jet [66, 73]. To maximize
thrust alone, a smaller lag of 20 —40 is better, though efficiency drops [73]. Adding
a steady pitch bias can tilt the stroke plane and generate side forces for manoeuvring
[68], and extra in-line motion makes this lateral control even stronger [35].

The diversity of vortex patterns produced by a flapping foil presents a vivid map
of its underlying hydrodynamics. Schnipper et al. systematically cataloged these
wakes for a pitching foil in a soap-film tunnel, identifying over a dozen regimes
as dimensionless amplitude and Strouhal number were varied [83]. Following the
Williamson—Roshko notation, a classical 2 S drag street gives way to an inverted 2
S thrust street as parameters increase [84, 78]. Further increases precipitate multi-
vortex modes such as 2 P, 4 P or 2 P+2 S, often accompanied by span-wise vortex
splitting and complex, quasi-periodic force histories [85, 82, 86]. These transitions
underscore the sensitivity of thrust mechanics to vortex-shedding order and coherence.

Because vorticity governs the pressure field on the foil, “vorticity control” emerges
as a unifying concept. Early experiments by Gopalkrishnan et al. placed a flapping
foil in the wake of a cylinder and demonstrated that, when tuned to the cylinder’s

shedding frequency, the foil could phase-lock to and invert the upstream BvK street,
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converting drag into thrust [87]. Numerical studies later quantified efficiency gains of
25-40 percentage points under similar lock-on conditions [88]. Evidence of such wake
capture spans laboratory soap-film experiments [83] and three-dimensional tandem
foil arrangements that resemble schooling fish or multi-foil energy harvesters [89, 90].
Collectively, these works reinforce the conclusion of Godoy-Diana et al. that the
BvK-to-reverse-BvK transition is the hydrodynamic hallmark of the drag-to-thrust
shift [78], a point now captured by universal scaling laws [82].

Entering the 2010-2025 period, researchers sought refinements beyond simple
sinusoidal, rigid motions. Adding chord-wise flexibility—typically via a compliant
trailing-edge flap—can preserve thrust while substantially reducing input power, as
the flexible element tunes the wake and damps asymmetries [91, 92, 93]. Alternatively,
non-sinusoidal waveforms that dwell at extreme pitch angles delay LEV detachment
and boost mean thrust without inducing full stall [94, 95]. Multi-foil or schooling
configurations offer another avenue: downstream foils can lock onto coherent vortices
shed by upstream neighbours, reaping thrust gains of up to 30 percentage points at
favourable phase and spacing [96, 90, 82].

Despite these advances, optimally controlling flapping trajectories remains chal-
lenging. Three obstacles are particularly salient: (i) accurately modelling the non-
linear, time-dependent fluid-structure interactions; (ii) exploring a high-dimensional
parameter space, frequency, amplitude, and phase, without prohibitive computational
cost; and (iii) developing adaptive control strategies, such as reinforcement learning or
model-based optimization, that cope with dynamic environments. Overcoming these
hurdles will be key to realizing bio-inspired propulsion in practical systems, notably
in underwater vehicles and robotic platforms.

Finally, in the present study the central focus is the drag-to-thrust wake transition,

diagnosed by vortex-pattern evolution. Classical analyses recognize at least three
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basic wake modes—among them the canonical von Kérmén pattern [97]—and the
discussion that follows builds on this foundation.

There are three basic wake patterns Von Karman Street[97]:

1. The classic Bénard-von Karmén (Bvk) street where Uyake < U1 as shown in

the left of Fig.2.1
2. The neutral line where Uyake U1 as shown in the middle of Fig.2.1
3. The reversed BvK wake, where Uyake = U1 as shown in the right of Fig.2.1

The Uyake and U4 are mean velocity of wake and free stream velocity, respectively.

Figure 2.1: Three basic wake patterns during the Drag-to-Thrust transition. (a) BvK
street (b) Neutral line (c¢) Reversed BvK street. Figure adapted from Lagopoulos[1]

2.2.2 Fundamental Reinforcement Learning

Reinforcement Learning (RL) [2] is a subset of machine learning that focuses on
enabling an agent to learn optimal decision-making strategies by interacting with an
environment. The agent takes actions within this environment and receives feedback
in the form of rewards or penalties based on its actions. This feedback guides the
agent to learn a policy that maximizes its cumulative long-term reward.

In the RL framework, the interaction is modeled as a Markov Decision Process
(MDP), characterized by states (S), actions (@), rewards (r), and a transition model
(P (s'js;a)) that defines the probability of moving to a new state (') given the current

state (S) and action (a). The agent learns either by directly mapping state-action pairs
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to values, as in value-based methods (e.g., Q-Learning), or by directly optimizing a

policy, as in policy-based methods (e.g., Proximal Policy Optimization (PPO)).

.| Agent Il
state reward action
S, R, A,

RHI ( .
<< Environment

Figure 2.2: The agent-environment interaction in a Markov decision process
(Sutton[2]).

\

A key advantage of RL is its ability to handle complex environments where explicit
programming is infeasible. To enhance its effectiveness, RL is often combined with
neural networks in what is termed Deep Reinforcement Learning (DRL). In DRL,
neural networks approximate value functions or policies, enabling RL to scale to
high-dimensional problems.

The fundamental steps involved in an RL agent’s interaction with its environment

are outlined below (also illustrated in Fig. 2.2):

1. Observe the current state: The agent observes the current state of the

environment, denoted as St

2. Choose an action: Based on the observed state S; the agent selects an action
a; according to its policy (ajs). The policy can be represented as a neural

network or a table of values.

3. Execute the action: The agent performs the chosen action a; in the environ-

ment, which influences the environment’s state.

4. Receive feedback: The agent observes the immediate reward ry and the next

state St+1 resulting from its action.
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5. Update the policy: The agent updates its policy and value estimates using the

observed reward r¢ and the new state Si+1 refining its decision-making process.

6. Repeat the process: The above steps are repeated for a predetermined num-

ber of iterations or until the policy converges to an optimal solution.

These iterative steps form the foundation of reinforcement learning, enabling the
agent to learn and improve its behavior through interaction with the environment.

The specific RL algorithm used and the details of the policy update step can vary
depending on the problem being addressed. In any given state, the agent’s objective
is to determine the optimal action that maximizes its cumulative reward over an
episode, i.e., over a complete sequence of actions. Typically, the quantity of interest
in reinforcement learning is the discounted cumulative reward along a trajectory,

which is defined as:

R()= re (2.1)

t=0

where T represents the time horizon of the trajectory and represents the tra-

jectory under current policy, 2 [0, 1] is the discount factor, which determines the

relative importance of present versus future rewards and ry is the reward received at
time step t.

The discount factor serves a critical role in balancing short-term and long-term
rewards. A value of close to 1 emphasizes long-term rewards, encouraging the agent
to plan for future benefits. Conversely, a smaller places greater weight on immediate
rewards, making the agent more short-sighted in its decision-making.

This framework allows the agent to evaluate the effectiveness of its policy and
refine it iteratively to achieve the best possible outcomes. The specific approach to
updating the policy, such as Q-Learning, Policy Gradient, or Actor-Critic methods,

depends on the problem’s requirements and the environment’s characteristics.
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Two distinct Reinforcement Learning (RL) approaches can be categorized based
on the source of learning data: online RL and offline RL.

In online reinforcement learning, the agent gathers new experience while learning.
After each interaction, or after small batches of interactions with the environment, the
policy or value function is updated, making data collection and learning tightly cou-
pled. This approach enables continuous exploration but is typically sample-inefficient
and may pose risks or incur high costs, particularly in real-world hardware settings.

In contrast, offline reinforcement learning is conducted entirely on a fixed, pre-
collected dataset of state-action transitions. No additional environment interaction
occurs during the training process, making offline RL conceptually closer to supervised
learning. While offline RL is generally more data-efficient and safer, its performance
is fundamentally constrained by the diversity and quality of the available dataset;
policies cannot generalize effectively beyond the data distribution captured in the
training set.

A more detailed overview of these two learning paradigms, along with their re-
spective advantages and limitations, will be provided in the following sections.

When working with DRL algorithms, numerous parameters must be defined to
ensure proper functionality. Table 2.1 lists the key DRL parameters that will be

referenced throughout this proposal.

2.2.3 DRL Online learning

Recent progress in online DRL training can be viewed as two waves: (i) early value-
based breakthroughs that proved end-to-end learning from pixels was feasible; and (ii)
trust-region and surrogate-objective policy-gradient methods that stabilized continuous-
control training. Together, these advances provide the backbone for today’s large-

scale, online DRL applications.
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From Atari to Massive Parallelism. The first wave began with the Deep
Q-Network (DQN), which combined Q-learning with convolution networks to achieve
near-human Atari play directly from pixels, thereby demonstrating that deep func-
tion approximation agent could be trained online with experience replay [98, 99].
Despite its impact, DQN struggled with stability and data throughput, prompting
exploration of parallel actor-learners. Asynchronous Advantage Actor—Critic (A3C)
showed that running many environment instances in parallel not only decorrelated
policy updates and policy evaluation but also accelerated wall-clock training with-
out GPUs [100]. Scaling this idea further, DeepMind’s IMPALA architecture in-
troduced an importance-weighted learner—worker setup that sustains thousands of
actors, achieving state-of-the-art performance across a suite of 57 Atari tasks with
near-linear scaling [101].

Trust Regions and Proximal Updates. While value-based systems pro-
gressed, policy-gradient research focused on guaranteeing monotonic improvement.
Trust Region Policy Optimization (TRPO) imposed a hard Kullback-Leibler (KL)
constraint on each update, yielding strong theoretical guarantees but requiring conjugate-
gradient solvers [102]. Proximal Policy Optimization (PPO) simplified this by re-
placing the hard KL bound with a clipped surrogate objective, allowing multiple
stochastic-gradient steps per batch while preserving stability; PPO rapidly became
the baseline for on-policy learning in both academia and industry [103]. Empirical
studies consistently show that PPO matches TRPO’s final returns with less imple-
mentation complexity and hyperparameter tuning time.

Although online DRL algorithms have matured, their biggest bottleneck remains
data collection and training efficiency. Unlike large-language models that harvest
virtually unlimited text from the web, an online RL agent must interact with a real

or simulated environment to update its policy, a process that is slow, costly, and
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often risky for physical robots. Even with high-fidelity simulators, practitioners still
face the sim-to-real gap and the sheer wall-clock time required to generate millions
of meaningful transitions.

To alleviate these issues, the field is turning toward offline (batch) reinforcement
learning, which learns from static datasets gathered once—either in simulation or from
prior real-world runs—before any online fine-tuning occurs. By decoupling policy
learning from costly environment interaction, offline methods dramatically improve
sample efficiency and safety. The next section presents these offline approaches in

detail and explains how they complement the online techniques discussed above.

2.2.4 DRL O ine learning

First-generation offline methods solved distribution-shift by constraining the learned
policy to stay close to the behavior policy stored in the dataset. Batch-Constrained
Q-learning (BCQ) reconstructs an implicit behavior model and only allows sampled
actions from that model, sharply reducing over-estimation errors [104]. Conservative
Q-learning (CQL) takes the opposite tack: it learns a pessimistic value function that
intentionally under-estimates unseen actions, providing a provable lower bound on
policy value [105]. Tmplicit Q-learning (IQL) further simplifies training by replacing
explicit constraints with expectile regression on the top returns in the batch, achieving
state-of-the-art results on the benchmark [106].

In parallel, many researchers use learned transition models to generate synthetic
interaction data while explicitly accounting for model bias. Model-Based Policy
Optimization (MBPO) mixes short-horizon roll-outs from an ensemble model with
real data, delivering strong gains over purely model-free baselines even in the offline
training stage [107]. Building on this idea, MOPO and MOReL add uncertainty

penalties or construct pessimistic MDPs to ensure safety when the model explores
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out-of-distribution data space [108, 109].

2.2.5 O ine training to online training

With increasing demands for training efficiency and growing complexity in robotic em-
bodiments and the dynamic environments encountered by robots, traditional purely
offline or purely online learning approaches face notable limitations. Specifically, the
dynamics of complex robotic systems are often difficult to model accurately, while
unseen environments encountered during deployment cannot be effectively general-
ized from limited offline data. Furthermore, purely online training typically suffers
from low sample efficiency, making real-world learning prohibitively slow and costly.

To address these challenges, recent research has focused on combining offline
and online learning stages, leveraging the strengths of both paradigms. By first
pre-training policies or models using large, diverse offline datasets and subsequently
fine-tuning through targeted online interaction, this hybrid approach improves both
learning efficiency and generalization, enabling robots to adapt more effectively to
real-world, previously unseen scenarios.

For behavior-centric pre-training, Behavior Cloning (BC) offers a low-variance
initialization strategy by directly mimicking expert demonstrations. Its adversar-
ial variant, Generative Adversarial Imitation Learning (GAIL), introduces implicit
reward inference to enable downstream reinforcement learning optimization [110].

To effectively bridge the offline and online stages, several hybrid algorithms have
emerged. Notably, TD3+BC [111] and Advantage Weighted Actor Critic (AWAC)
[112] integrate behavior cloning or advantage-weighted objectives into standard online
actor-critic architectures. These hybrid methods enable rapid online improvements
while preserving or even exceeding the final performance of specialized offline ap-

proaches, demonstrating the practicality of combining data-efficient offline learning
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with adaptive online fine-tuning in complex, real-world tasks.

2.2.6 DRL in uid

The application of DRL to fluid mechanics has emerged as a rapidly growing research
area, drawing significant interest from researchers in recent years. This innovative
approach has demonstrated remarkable potential across a wide range of disciplines,
including robotics [113] and gaming [114]. Within fluid mechanics, DRL integration
presents unprecedented opportunities for achieving breakthroughs in flow control,
turbulence modelling, and drag reduction [115], [116], [49].

In DRL-based flow control, the flow environment is typically formulated as a
Markov decision process. The state may consist of flow observations (e.g. sensor
readings of velocities, pressures or flow field features), the action is a control input
(such as blowing/suction actuator levels or moving a flap), and the reward is designed
to encourage desired outcomes (e.g. drag reduction, increased lift, or reduced flow
unsteadiness) [117]. The DRL agent (usually a deep neural network) interacts with
a CFD solver that simulates the flow, and through trial-and-error, the agent learns
an optimal control policy. Various DRL algorithms have been employed: policy-
gradient methods (especially Proximal Policy Optimization, PPO) have been most
popular due to their robustness in continuous control [118], while some studies also
explored actor-critic variants like soft actor-critic (SAC) [119] or even value-based
Q-learning for certain applications [120]. A notable aspect is the high computational
cost of training, since each policy evaluation requires an unsteady flow simulation. To
accelerate learning, researchers leverage parallel simulations and HPC — for example,
Rabault et al. (2019) achieved an order-of-magnitude speedup by running multiple
flow environments in parallel for PPO training [121]. Recent work also introduced

multi-agent setups when controlling distributed actuators, which decompose a high-
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dimensional control into cooperative agents and can exploit flow symmetries (e.g.
along a span) [122]. Overall, the DRL framework provides a flexible, model-free

approach to flow control, capable of optimizing directly for complex objectives and

constraints.
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Figure 2.3: Main training and control framework of bio-inspired variable-stiffness
flaps for hybrid flow control. The spring stiffness of the flapper is controlled by DRL.
Figure adapted from Nirmal[3].

Most DRL flow control studies use closed-loop setups where the agent senses the
flow state and adjusts actuators in real-time. In many 2D studies, the flow of interest
is a bluff body wake (e.g. flow around a circular cylinder) at low Reynolds num-
ber, with actuators like synthetic jets or suction/blowing slots on the body surface
[118]. Synthetic jet actuators, which generate zero-net-mass-flux jets to perturb the
boundary layer or wake, are widely favored for their ability to manipulate flow sepa-
ration and suppress vortex shedding. An example of this technique applied to drag
reduction is shown in Fig. 2.4. Another common approach to reducing the drag of
foils involves actively controlling small trailing-edge flaps, which influence the local
vortex structures around the foil to improve hydrodynamic performance. An example

of this flap-based vortex control method is illustrated in Fig. 2.3. Sensors typically
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include pressure probes or velocity monitors at strategic locations, or even full-field
observations in simulation. An example agent observation could be the lift and drag
coefficients or pressure values at a few points, and the agent outputs a blowing veloc-
ity or flap angle. Through repeated episodes of flow simulation (each spanning many
flow time-units), the DRL agent adjusts its policy network to maximize cumulative
rewards (for instance, negative drag for drag reduction). By 2025, numerous studies
have validated that DRL can indeed learn nontrivial control policies that significantly
improve upon no-control baselines, and in some cases even outperform well-crafted
open-loop performance. The following sections review specific achievements in 2D

and 3D flow control using DRL.
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Figure 2.4: Environment geometry and synthetic jet control positions. Figure adapted
from Wang[4].

Early breakthroughs in DRL for flow control were achieved on two-dimensional
flow problems, which are computationally cheaper and easier to analyze. A paradig-
matic case is the flow around a circular cylinder. Rabault et al. (2019) reported the
first successful DRL control of the 2D cylinder wake at Re 100 [5]. Using two
symmetric synthetic jets on the cylinder surface as actuators, a PPO-trained neural
agent learned to reduce drag by about 8% compared to the non-controlled case; the

control figures are shown in Fig.2.5. This was the first work of DRL flow control,
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as the agent discovered a periodic blowing/suction pattern that modifies the vortex
shedding and decreases the mean drag. Following this milestone, researchers extended
the cylinder studies in various ways. Tang et al. (2020) trained an agent to be robust
across a range of Reynolds numbers (e.g. Re = 50-200) by randomizing Re during
training [123]. The resulting policy maintained drag reduction performance over that
Re range, demonstrating generalization that classical tuned controllers would lack.
Other works introduced additional actuators or more complex reward goals: Fan et
al. (2020) used DRL to control two small rotating cylinders near a main cylinder (a
form of active circulation control), achieving significant wake stabilization [48]. The

typical DRL control methods in reducing drag of cylinder are shown in Fig. 2.6.
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Figure 2.5: Environment geometry and synthetic jet control positions. Figure adapted
from Rabault[5].
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Figure 2.6: Different drag reduction methods represented in the DRL literature, in
the context of moderate Reynolds flows around a 2D circular cylinder. Figure adapted
from Garnier[6].

Encouraged by 2D successes, recent efforts have tackled three-dimensional flows,

which are far more challenging due to their high dimensionality and turbulence. A
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key target has been airfoil/wing flows in 3D (or quasi-3D). DRL-based control for a
wing typically aims to reduce drag or increase lift by delaying stall or suppressing
turbulent separation on the wing surface. Vinuesa et al. (2022) reviewed various flow
control methods for improving wing aerodynamics and highlighted DRL’s potential
to discover novel strategies in turbulent boundary layers [124]. One concrete example
is Zong et al. (2024), who applied a form of Q-learning to control plasma synthetic
jets on a 3D airfoil’s trailing edge to prevent stall [125]. Similarly, the work of Font
et al. (2025) on a turbulent wing flow can be considered a 3D case; they showed
the DRL agent trained on a coarser simulation could generalize to a finer LES of the
same flow, achieving measurable separation reduction on the wing [126].

The application of Deep Reinforcement Learning (DRL) in fluid mechanics has
demonstrated considerable potential for both enhancing the performance of existing
flow control techniques and enabling the development of new methods to address com-
plex, nonlinear fluid dynamic problems. While further research is required to fully
exploit the capabilities of DRL in this domain, the present findings suggest that DRL
represents a promising direction for advancing control strategies in fluid mechanics.
However, most existing DRL-based flow control studies have primarily focused on
altering vortex dynamics around foils or other rigid bodies, typically aiming to regu-
larize unsteady wake structures, suppress undesirable vortex shedding, or manipulate
boundary layer separation to boost aerodynamic or hydrodynamic performance. To
date, no research has attempted to directly address the control of interactions be-
tween shed vortices and the rigid body itself, a problem characterized by its strong
dependence on time, body motion, and highly nonlinear fluid-structure coupling.
This research gap highlights the need for new learning-based approaches capable of
handling these complex, time-dependent, and motion-driven vortex—structure inter-

actions.
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Table 2.1: Notations of RL Algorithm

Symbol Description
Discount factor
Learning rate
; Step-size
s; &° States
S* Set of all states
S Set of non-termination states
a Action
A Set of all actions
r Reward
R Set of all rewards
D Set of collected transitions
t Time step
T Final time step
a Action at time t
St State at time t
I Reward at time t
r(s;a Reward received for taking actioma in state s
R() Discounted cumulative reward following trajectory
Gy Discounted cumulative reward starting from timet
M (sYs; a) Transition model
Policy
0 Parameterization vector of a policy
Policy parameterized by
(s) Action probability distribution in state s following
(ajs) Probability of taking action a in state s following
V (s) Value of state s under policy
V (s) Value of state s under the optimal policy
Q (s;9) Value of taking action a in state s under policy
Q (s;a Value of taking action a in state s under the optimal policy
Q (s;a) Estimated value of taking actiona in state s with parame-

terization
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Chapter 3

Learn to Flap: Foill
Non-parametric Path Planning via

Deep Reinforcement Learning

To optimize apping foil performance, in this chapter, we apply Deep Reinforce-
ment Learning (DRL) to plan foil nonparametric motion, as the traditional control
techniques and simpli ed motions cannot fully model nonlinear, unsteady and high-
dimensional foil-vortex interactions. Therefore, a DRL training framework is pro-
posed based on the Proximal Policy Optimization (PPO) algorithm and the Trans-
former architecture, where the policy is initialized from the sinusoidal expert display.
We rst demonstrate the e ectiveness of the proposed DRL-training framework, learn-
ing the coherent foil apping motion to generate thrust. Furthermore, by adjusting
reward functions and action thresholds, DRL-optimized foil trajectories can gain sig-
ni cant enhancement in both thrust and e ciency compared to the sinusoidal motion.
Last, through visualization of wake morphology and instantaneous pressure distribu-

tions, it is found that DRL-optimized foil can adaptively adjust the phases between
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motion and shedding vortices to improve hydrodynamic performance.

The rest of Chapter 3 is adapted from the published paper [127] and is organized as
follows. In Section 3.1, the physical models, simulation validation and veri cation are
presented with an emphasis on the DRL learning framework. Results are presented
in Section 3.2 on DRL learning results and their comparison with sinusoidal motions
as well as additional DRL learning results using a di erent reward function. To close,

Section 3.3 provides a summary and conclusions.

3.1 Materials and Methods

3.1.1 Physical Model

We numerically study a 2-dimensional NACA0016 foil apping in the uniform in ow
at Re = Y€ = 1173, whereU; is the uniform in ow velocity, c is the foil chord
length and is the uid kinematic viscosity. The trajectory of the apping foil is
rst prescribed as a sinusoidal motion combined with both heavé(t) and pitch
s(t) around c=. Therefore, the prescribed sinusoidal motion can be parameterized

as follows,
hs(t) = hgsin(2ft );
(3.1)
s(t) = osin(2ft + );

where the apping frequencyf is set to be the same for both pitch and heave with
amplitudes of o and hg, respectively. And denotes the phase di erence between
the two motions. Therefore, the non-dimensional parameters of Strouhal numb®r
and scaled amplitude factorAp can be de ned as follows,

fD oA
D 1

Sr= —: Ap = (3.2)
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where D is the foil thickness, andA is the foil peak-to-peak trailing edge (TE) am-
plitude. And we measure the apping foil thrust, lift and moment coe cients as

follows,
2F, _ 2k 2™

Cr=—5 C =5 = 5
T7uze Tt uzc M Uzc?

(3.3)

whereF, andF, are the uid forces opposite and perpendicular to the in ow direction.
M is the uid moment around the pitching point. is uid density. Therefore, we
can quantify apping performance via the mean thrust coe cient C; as follows,

Z

CT = CT dt, (34)

1
T 0
and the e ciency coe cient  as follows

C C
= Rro—= R ; (3.5)
o Cedt o =(CLh+ Cy Jdt

whereh and _are the heaving and angular velocity respectively, anfl is one apping
period.

For the DRL learning cases, the instantaneous heaving and pitching veIociti@;;
and V' are used, and hence the instantaneous heaving position and pitching angle
are cumulative values from the start of training till the current time, which can be
described by:

yi(t) = X Vot = X VAR (3.6)
i=0 i=0
wherei denotes the current step for simulation. The multipliert is one time step in

simulation.
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Figure 3.1: Sketch of DRL framework and data ow. The arrows indicate the control
sequence. Before the active learning process, the policy net is rst pretrained by the
expert data (selected sinusoidal motion) as an imitation learning. In each episode,
the agent inquires about the states via observatiolo from ten parallel simulation
environments where the foil is free to heave and pitch in the uniform in ow

. Then the agent sends actiona (¥, ¥,) adjusted by ". We implement XML-RPC
protocol to enable cross-platform communication between the environment (CFD
solver) and DRL agent (python).
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3.1.2 Numerical Method

To integrate with DRL, a CFD tool must prioritize computational speed for rapid RL
iteration and learning, moderate accuracy to ensure consistency between foil actions
and their corresponding hydrodynamic responses, and the exibility to modify com-
munication ports. While there are various options, such as open-source CFD tools
like OpenFOAM and Fortran-based solvers, or commercial platforms like ANSA and
StarCCM+, these alternatives are either too computationally intensive or too rigid in
their integration to modify communication protocols e ectively. The CFD solver cho-
sen for this study was selected for its ability to accurately simulate complex geometries
in a 2D domain while accommodating the uncertainty introduced by DRL-controlled
motion.

In the current work, we select the CFD solver based on the boundary data im-
mersion method (BDIM)[128] for its capability to simulate complex geometries un-
dergoing rapid motion with large amplitudes [129]. The solver has been validated
with various experimental data [130]. In detail, the simulation is set to the resolution
of 32 grids per foil chord and a domain size of €6 12c, and the calculation time
step is set to adapt dynamically to the complexity of the calculation. The calcula-
tion speed and e cient data communication make current BDIM solver a favorable
DRL environment. A detailed description of the simulation setup, together with the
validation and veri cation, is provided in section 3.1.3. It shall be noted that both
the mesh density, domain size, Reynolds number and resolution in the current study
could easily be increased in the future study, but are kept low here as it allows for fast
training which is the primary aim to demonstrate our proof-of-concept DRL learning
process for apping foil. In the current work, each simulation with 20 apping periods

takes 20 minutes on a single core of a Windows laptop with an i7-9700 CPU.
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Figure 3.2: Left: Mesh convergence results 6%, C, and . Simulation is conducted
under o = 10 ;Ac = 0:2, = ;S, = 0:25. The mesh density is de ned by how
many grids per foil chord. Right: The comparison result of thrust coe cient neutral
line between our simulation and [1].

3.1.3 Numerical Method Validation and Veri cation

We conducted a series of computations with parameters set ®t = 0:25A; =

0:2;, =10 ;and =180 using di erent mesh densities to validate the accuracy of

our simulations and assess mesh density convergence. The results of mesh convergence
are presented in Fig. 3.2 (left). In this gure, the horizontal axis represents the
resolution in terms of grid points per chord length, while the vertical axis depicts the
values ofCt and obtained from the simulations. It is evident that both C; and
converge as the mesh density increases, a rming the convergence of our simulation
results. Considering the trade-o between computation time and error control, we
selected a mesh density of 32 points per chord length for the present study.

To further validate the computational accuracy of our simulations, especially con-
cerning hydrodynamic force coe cients, particularly the thrust coe cient, we con-
ducted a series of simulations using the same parameters as [1]. These simulations
covered a range of5; values within [0:2; 0:5] and scaled pitching amplitudes within
[0:2;2]. The comparison results are displayed in Fig. 3.2 (right). In this gure, the

blue line represents the thrust neutral line from the results of [1], where the corre-
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sponding thrust coe cient equals zero. The red dots represent the results of our
simulations. Our results closely match those from the referenced study, with minor
discrepancies that can be considered negligible given that our primary focus is on

optimizing apping trajectories.

3.1.4 Reinforcement Learning Framework and Algorithm

Problem formulate. In this section, we formulate the non-parametric foil motion
within the framework of a sequential decision problem. Based on this formulation,
we approach the problem of foil trajectory planning as a reinforcement learning task,
paving the way for the application of DRL to control non-parametric motion [131].
After a comprehensive analysis of the core challenges encountered when address-
ing this high-dimensional reinforcement learning problem, we integrate Transformers,
pre-trained policies, and diverse reward functions into the DRL training framework,
utilizing the PPO algorithm. We provide a concise overview of the principles that
underlie these methods and highlight their distinct advantages. Furthermore, we out-
line the complete pipeline for executing reinforcement learning within the context of
foil trajectory planning.

We treat the apping foil as the agent in the decision making process and for-
mulate this as a Partially Observable Markov Decision Process (POMDP) [132]. In-
corporating POMDP is motivated by its ability to address complex decision-making
challenges in the presence of uncertainty and partial observability. The nature of
the foil non-parametric motion planning problem introduces partial observability due
to limited environmental data availability [133]. In practice, obtaining a full set of
information about the foil's interaction with the uid, including forces, pressure dis-
tributions along the foil and the wake patterns, can be challenging. To account for

this, we formulate the problem as a POMDP, where the agent must make decisions
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based on incomplete information. This partial observability is a signi cant challenge
that our DRL framework tackles head-on.

In detail, POMDP describes the process of an agent at tinteand in state s;
receiving observationo, with a belief b over the state space, and then taking actioa
based on policy (ajo; b with feedback rewardr;. Speci cally, the POMDP is de ned
by a tuple (S;Z;A;0O;P;R; ), whereS;Z;A are nite sets of states, observation
o, and action a. The transition and observation functionsP and O describe the
probability of the next state s;.; and observationo.; in a given states; after taking

a given actiona;, which are de ned as follows,

P:S Al (S);
(3.7)
O0:S A! (2):

In addition, the reward function R de nes the reward received by the agent as follows,
R:S Al R; (3.8)

where 2 [0;1] is the discount factor. Therefore, the goal of the agent to nd a
policy that maximizes the expected discounted sum of rewards over time, subject
to the uncertainty of the environment, as follows:

n #

DS
max Eso;ao;sl;al;::: tR(S’(; at) ; (39)
t=0

where in the current problem,o, is a 24-dimensional array, containing the instanta-
neous heave and pitch positions and velocities, and pressure measured from 20 sparse
sensors around the foila; is a 2-dimensional array of the prescribed pitch and heave
velocities determined by the agent. It is noted that the locations of the 20 pressure

sensors are described in Fig. 3.1.
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Compared with the traditional RL tasks, the foil trajectory planning problem
entails overcoming domain-speci ¢ obstacles, such aast exploration spaces and
multi-objective preferences

The vast exploration spaces refer to the wide range of possible trajectories and
motion patterns that the apping foil can adopt within the uid environment. This
space is vast because there are numerous parameters and variables that can be ad-
justed to in uence the motion of the foil, such as the amplitude and frequency of the
apping motion. The signi cant challenge to the algorithm's exploration arises from
the tendency for extensive and often fruitless searches within the vast exploration
spaces, which lack meaningful trajectories.

In the context of foil trajectory planning task, the ways to evaluate the motion
pattern is diverse. Therefore, the reward function should be designed to combine
multiple objectives, such as maximizing thrust, minimizing energy consumption, and
achieving stability [134, 135] . However, foil motion planning often involves multiple
con icting objectives [136]. Balancing these objectives adds complexity to the ex-
ploration space, as di erent motion patterns may be required to optimize each goal.
To address these challenges, we employ a Proximal Policy Optimization (PPO)-based
algorithm [137] combined with a transformer architecture [138]. Since limited environ-
mental data (e.g., force, pressure on the foil) can be obtained in real-world situations,
we formulate this issue as a POMDP, e ectively addressed through our Transformer
architecture implementation. In the following, we emphasize the primary elements of
our DRL framework.

PPO algorithm. PPO algorithm is a popular model-free DRL algorithm used
in machine learning and robotics for solving complex decision-making tasks [139, 140].
PPO gets recognition for its stability and e ectiveness. PPO is a policy optimization

algorithm that belongs to the family of policy gradient methods. This family of



37

methods utilizes the gradient of expected reward to iteratively optimize policy.

One of the strengths of PPO is its stability in training. PPO is robust as an
e cient approximation of the trust region optimization approach, which promises
reliable policy improvement in noisy environments [141]. PPO employs clipping to
ensure that policy updates are not too drastic, thus approximately operating within
a trust region, which de nes a boundary for how much the policy can change in each
iteration, which helps prevent overly aggressive policy updates, contributing to the
algorithm's stability.

In addition, the aforementioned strength of PPO algorithm also facilitates support
for large-scale parallel training [142]. In parallel training, multiple agents are trained
simultaneously on di erent batches of data. This can signi cantly accelerate the
training process, but it can also lead to instability, since the policies of di erent
agents usually diverge from each other. This divergence leads to unstable policy
update, which further hurts the performance of the algorithm. Fortunately, this risk
could be mitigated by the clipping technique used in the PPO, making it a good choice
for large-scale parallel training. With the large-scale parallel training, more data can
be collected with shorter time, essential for long-episodic and high-dimensional tasks
[143]. Itis noted that we applied parallel simulation environments in our study, which
signi cantly speed up the training process.

As the trajectories in the context of foil motion planning are longer than common
RL tasks, our method faces the problem of credit assignment. The credit assignment
problem pertains to the fundamental challenge of attributing the consequences of
actions taken by an agent to the responsible decisions or states that preceded those
outcomes. It is particularly salient in scenarios where the temporal gap between ac-
tions and rewards is substantial. In order to address this issue e ectively, we integrate

Generalized Advantage Estimation (GAE) [137] into the PPO algorithm to assist in
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long-term credit assignment, thereby improving the algorithm's performance and data
e ciency. This approach has proven favorable for addressing high-dimensional con-
tinuous control problems, including the apping foil problem studied in our current
research. GAE is a pivotal technique in the eld of RL. Its core concept lies in esti-
mating the advantage function, denoted a#\(s; a). The advantage function quanti es
the advantage of choosing a particular actiom in a given states over following the
current policy. Mathematically, it is calculated as the di erence between the expected
cumulative reward, known as the action-value functiorQ(s; a), and the value func-
tion V(s). In other words, it can be expressed aA(s;a) = Q(s;a V(s). The use

of the advantage function allows us to measure the value of each action, aiding in
more precise and e ective credit assignment over extended time horizons. However,
calculating the advantage function with only one time step return is unstable. GAE
computes the advantage estimate for each time step in an episode by considering a
combination of one-step and multi-step returns. It combines the advantages from
di erent time scales to provide a more comprehensive view of the advantage function.
GAE introduces a parameter (lambda) that controls the degree of generalization
across di erent time steps. By adjusting , you can emphasize more recent rewards or
place greater weight on long-term rewards in the advantage estimation, which stablize

the learning process. The formula for GAE with is as follows:

GAE(;t)=(1 ) (" wn 1) (3.10)

n=1

where +, 1 isthe n-step advantage at time step+ n 1. In addition, PPO is known
for being relatively sample-e cient compared to some other reinforcement learning
algorithms. It can learn from fewer interactions with the environment, which can be
crucial in situations where collecting data is expensive or time-consuming.

PPO follows the actor-critic framework in reinforcement learning. The actor
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(ajo; b, parameterized as , interacts with the environment, while the critic V(s),
parameterized as , predicts the onward cumulative reward. In Actor, PPO maxi-
mizes a clip objective to penalize changes to the policy that movg ) far away from
the old policy:

h i
Lactor ( ) = B min re()Auclip(re( )51 51+ )A (3.11)

wherer( ) = % denote the probability ratio, is a hyper-parameter to con-

strain the change of policy, andA; is the advantage to reduce policy gradient variance
[2]. The clip function is de ned as following.
8
%w X>U
clip(;bu)= _x; | x u (3.12)
-§ I, x<lI

For the critic, PPO minimizes the temporal di erence loss as follows,
Loric ()= re+ V (Swa; ) V(s ): (3.13)
Therefore, the learning objective for PPO is de ned as follows,
L(; )= Leritic ( )+ Lactor ( ): (3.14)

Transformer. As POMDP problems assume that the agent does not have full
information about the state of the environment, the agent is required to maintain
a belief state over the hidden state of the environment. This can be thought of as

a summary of the agent's knowledge about the state of environment. The process
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of maintaining a belief state over the states necessitates the information of previous
state. Therefore, maintaining a belief state requires the model has the ability to
model the time-dependent behaviour [144].

There are two widely applied neural network architectures to model the time-
dependent behaviour. Recurrent neural networks (RNNs) [145] are a type of neural
network that have the ability to model long-term dependencies in data. RNNs have a
recurrent hidden state, which allows them to learn how to model the sequential rela-
tionships between the data points. Another one is the Transformer architecture [138]
which is a deep learning model that has revolutionized sequence modeling, particu-
larly in natural language processing (NLP) and beyond [146, 147]. Its core innovation
lies in its ability to e ciently capture long-range dependencies in sequences through
self-attention mechanisms, enabling parallel processing and scalability.

In the context of POMDP problems, RNNs can be used to learn the belief state
of the agent. The RNN can be trained on a dataset of past observations and ac-
tions, and the agent's belief state can be initialized to the output of the RNN. The
agent can then use the RNN to update its belief state at each time step based on its
new observation and its current action. However, a notable limitation of RNNs lies in
their inherent sequential processing paradigm. RNNs, by design, operate sequentially,
processing input data one time step at a time. This sequential nature can present
challenges when dealing with lengthy sequences, as it results in linearly increasing
computation time proportional to the sequence length. Consequently, for tasks char-
acterized by extensive temporal dependencies or extended input sequences, RNNs
may su er from slower training and inference times. Furthermore, RNNs are suscep-
tible to the vanishing gradient problem when confronted with prolonged sequences,
potentially impeding their capacity to e ectively capture long-range dependencies. In

contrast, the Transformer architecture has proven highly parallelizable, enabling the
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e cient processing of sequences in parallel, a signi cant departure from the sequen-
tial nature of recurrent neural networks. This parallelism contributes to the model's
superior scalability and faster training times, making it particularly appealing for
handling long sequences and large datasets. [138]. This advantage becomes particu-
larly pertinent in applications where the modeling of extensive temporal relationships

is imperative.

In order to e ectively model the time-dependent behaviour of foil apping, we em-
ploy the Transformer architecture, which has been demonstrated to excel in capturing
long-term interactions and supporting high training throughput [148, 149]. At the
heart of the Transformer is the self-attention mechanism, which allows each element
in the input sequence to attend to all other elements, capturing complex contextual
relationships. The self-attention mechanism computes weighted sums of all elements
in the sequence, with weights determined dynamically for each element. This atten-
tion mechanism is computed in parallel for all elements, leading to highly e cient and
scalable processing. The self-attention mechanism can be expressed by the following

equation:
. KT
Attention( Q; K ; V) = softmax %df V; (3.15)
k

whereQ; K ;V are vectors of queries, keys, and values, respectively, which are learned
during training, and dy is the dimension ofQ andK . In self-attentions, Q; K ;V share

the same set of parameters. The attention mechanism allows for the estimation of

which results in higher computational e ciency and long-term interaction modelling
ability.
Our customized Transformer architecture uses the history sequence as the belief

about the state, which comprises two primary components: a two-layer encoder and



42

a linear layer as the decoder. Each encoder features a self-attention structure and a
feed-forward neural network (FNN) layer. The self-attention structure incorporates
two attention heads, a hidden state dimension of 32, and a query dimension of 128.

Pretraining on Expert Demonstration. The foil action's cause-and-e ect
relationship is non-instantaneous and the complete motion pattern consists of thou-
sands of steps. This vast policy space enables the potential discovery of superior
foil motion control policies. However, the exponentially-expanding exploration space
as a function of the simulation length poses challenges to the learning performance.
Although the PPO algorithm has mitigated this problem, we nd that it still struggle
to explore in the exploration space.

To address the substantial exploration space, we use a pretrained model, imitated
from sinusoidal expert policies, as an initial starting point in the high-value subspace
of the overall policy space. We chose 20 expert policies on the pareto froniter in Fig.
3.5. We then collected 10 trajectories using each expert policy, ensuring that the
trajectories span a diverse range of expert policies and performance outcomes. These
trajectories serve as a valuable dataset for ne-tuning our pretrained model using
reinforcement learning techniques. Note that the pretraining di ers from imitation
learning, because the these trajectories are sample from the sin policies lying on the
pareto froniter. The use of this pretrained model prevents unnecessary and mean-
ingless exploration in the vast exploration space, leveraging the knowledge captured
from expert policies while still enabling exploration beyond their capabilities. The

learning objective of the pretraining is de ned as follows:

I—pretrain ( ): Es;aD (a (S))2 ; (3-16)

where states and the expert actionaare sampled from the bu er storing the collected

expert trajectories.
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Diverse Reward Functions.  Foil motion optimization objectives are e ciency
coe cient and thrust coe cient thus designing diverse reward functions to boost the
diversity of motion patterns is essential. The reward function applied in the present
work is

re= cclip(Cy; CMC™  pclip(Ch; CF;CH) (3.17)

to balance the maximization of thrust and energy consumption of foil motion. Op-
timizing the cumulative reward is equivalent to integrating the two terms in the
equation with respect to time. The integration of the rst terms in the equation with
respect to time is an approximation of propulsive impulse while the integration of
the second terms in the equation with respect to time is an approximation of energy
consumption. Therefore, this reward function encourages the foil to nd a policy to
maximize the thrust and minimize energy consumption. The clip parameteS", CI
alleviate extreme value ofC; and Cp, and linear weight ¢; p balance the impor-
tance between thrust and energy consumption. The parameter tupled, p, CT,
Cg') describes a speci c reward function, which is initialized as (@ ﬁ); 10; 3000)
respectively.

Communication Protocols. DRL agent learning process involves sending ac-
tion commands and receiving observation from environment and calculating corre-
sponding reward for this step. To establish data communication between Python-
based DRL algorithm and the Java-based CFD system (LilyPad), we use socket-based
internal internet transmission protocol via the XML-RPC. XML-RPC is a distributed
computing protocol for remote procedure calls (Laurent[150]). The communication is
realized by establishing internal network ports both in Python and Java. The control
and observation signals are sent through those ports in Json format which can be
easily processed to original data with self-assigned labels such as lift force, thrust and

pressure etc. Moreover, by assigning internal network ports and specifying their cor-
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Algorithm 1 DRL-based foil Non-parametric Path Planning with PPO

Initialize
Initialize
Initialize
Initialize
Initialize

for e

actor network  with random parameters
critic network V with random parameters
target network ©°

done= false, k 2 N.

replay bu er D, observation bu er O 2 RX

=1 in N do

reset CFD environment;

0;

while done= false do

for

collect the observationo;
store o into O, states; = OJi ;i + K];
call an action:
a; (si);
implement & in the CFD environment;
get next states;.;, calculate rewardr;;
i=i+1, S = Sju;
store transition (s;; &;ri; Sj+1) into D;
if CFD stop then

done= true;
j =1 in N; do
sampleN transitions (s; a;r;s% from D;

calculate advantage estimate®; using Generalized Advantage Estimation
(GAE);
update actor network  using PPO update rule:

+clip —@2AL:1 1+ r log (as);

o(ajs)
update critic network V by minimizing the value loss:

P P 2
Lv()= 5§ ¢ V(&) oy U e
update the target network:

0 +@1 )8
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responding port number on both DRL algorithm and CFD sides, the system enables
parallel multi-environment training, allowing the DRL algorithm to receive data from

designated CFD environments and send control signals to accelerate training process.

Figure 3.3: Commutation and control process between Python-based DRL algo-
rithm and Java-based CFD via XML-RPC protocols. The left part beyond bold
dish line is DRL algorithm and the right part is CFD simulation. In CFD part
gure, reset part stands for current episode nished and reset the CFD to ini-
tial situation waiting for next round. The action sem:releasd)=:acquirg) and
state sem:releasd)=:acquirg) represent the action command and observation block
functions.

In the control process, to ensure that each action in the DRL algorithm corre-
sponds correctly to its associated observation in sequence, blocking mechanisms are
implemented for both action and observation signals on the CFD side. The detailed

process is as follows (also shown in Fig.3.3):
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1. Both the CFD and DRL systems initialize a network interface and match the

interface port number.

2. The DRL algorithm sends the rst action control signal and blocks itself, waiting

for the corresponding observation to be returned.

3. The CFD system receives the action command, generates the corresponding
uid dynamics observation, and then blocks itself while waiting for the next

action command.

4. The DRL algorithm processes the received observation, computes reward of this

step and next action command, and sends it to the CFD system.
5. This process repeats in a loop.

6. Reset the CFD to the initial set waiting for next round training until nish the

current 800 episode for example.

The entire control work ow has been thoroughly tested and optimized to ensure that
the latency remains within an acceptable range and does not a ect CFD computation
performance. This setup allows for seamless and e cient communication between the
DRL and CFD systems.

Training Pipeline. To enhance data interaction throughput, we employ ten
parallel simulations, serving as the environment to interact with the transformer
agent to minimize training time. Communication sequences and data ow are shown
in Fig. 3.1. Agents are initialized from a fully developed simulation in which the foll
remains stationary and void of DRL interference, ensuring a stable vortex shedding
state at the onset of training. The pretrained Transformer receives 24 observation
signals, normalized to [P1], and outputs normalized rotational and vertical velocity,

¥ and ¥,. These output actions are then scaled by for amplitude adjustment.
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Initialized at [0:5;0:5], I remains constant throughout training, and its e ects will
be discussed in Section 3.2. The interactions and updates will be repeated at every
time step between agents and the environment.

Our experiments employed the PPO algorithm within the Foil scenario, using the
following hyperparameters: we utilized a batch size of 256, and set the critic's learning
rate at 0.001 and the actor's learning rate at 0.0001. The context length was 50 with
a network con guration of 2 layers, 2 attention heads, and an embedding dimension
of 32. Our reinforcement learning parameters included a discount factor (gamma) of
0.9, 10 PPO inner epochs, a PPO clipping value of 0.2, and an entropy coe cient of
0.01. Additionally, we employed a gradient clipping norm of 0.5 and a GAE lambda
of 0.9. For the expert policy pretraining, we use the oine data from sin policies
lying on the pareto froniter shown in the Fig. 3.5. The pseudocode is shown in the
Algorithm 1.

For reproducibility, we standardized our seed values across the board: neural
network, numpy, and random seeds were all set to 1. Our training process was
executed over 200 episodes, with evaluations occurring every 50 episodes. Model
checkpoints were saved at intervals of 2 episodes, and rendering was disabled for the
duration of training. Our experiments are conducted on a server with 2 Nvidia A100

GPU and AMD EPYC 7742 CPU, and each experiment lasts for around 13 hours.

3.2 Results and discussion

We divide this section into four parts, each designed to examine a particular aspect
of the DRL-controlled apping foil performance: 1) the e ectiveness of the proposed
DRL framework, 2) the enhanced performance of the DRL optimized trajectory com-

pared to sinusoidal motions, 3) physical insight on the bene t of DRL optimization,
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and 4) additional DRL learning results using a di erent reward function under journal

reviewer's suggestion.

3.2.1 Whether it can ap: the DRL Training process of dif-

ferent agents

To demonstrate the e ectiveness and e ciency of the proposed learning framework
for apping foil problems, we compare the reward over 200 training episodes (set(

p, CI", Cf') = (0:1;1=300Q 10, 3000) in Eqg. 3.18) for selected di erent combinations
of Reinforcement Learning (RL) algorithms and Neural Network (NN) structures,
including RNN + Soft Actor-Critic (SAC), Multilayer Perceptron(MLP)+PPO, and
Transformer+PPO.

To ensure fair comparison, we apply the same environment parameters for all
algorithms, including reward function parameter tuple as (c, p, Cf', CJ') =
(0:1; 1=300Q 1G; 3000). However, di erent training parameters are selected for each

baseline algorithms to guarantee convergence as follows,

1. Transformer+PPO (TP) adopts the training setting already described in 3.1.4.

2. RNN + SAC: The learning rates for the actor and critic networks were set to
0.003 and 0.001 respectively. The value of epsilon crucial for exploration-
exploitation balance, started at 0.5 and decayed to 0.05. The batch size was set
to 256. A clipping parameter of 0.2 was used to mitigate exploding gradients.
The learning frequency was set to 1. The networks comprised two hidden layers
each with 64 hidden state units. A Gaussian policy was employed for action
selection. Training was conducted over 200 episodes. Entropy tuning was en-
abled. Target networks were updated every 30 steps. The capacity of the replay

bu er was 10,000. Lastly, the target entropy ratio was set to 0.7. These settings
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Figure 3.4: (Top) Reward over 200 episodes of di erent combinations of RL algorithms
and NN structures, and the parameters in the reward function are selected as:(
p, CI', CI') = (0:1;1=300Q 1G;3000). The solid line and shadow represent the
mean and variance of three repeated training results respectively. The inggt and
plots are selected for TPPT agent. Note that the agents of MLP+PPO 1 and
MLP+PPO 50 have the same NN structure but use the current observation or 50
history data collection as the state respectively. (Bottom) From left to right: the
mean wake velocity pro les, instantaneous vorticity magnitude, the time traces (same
time interval of 1) of actions (Oy;V) and forces coe cients (Cr; C,) for three cases
denoted as red dots in the top gure: (A) the 14 episode,Cr =1:93 and =0:12;
(B) the 104" episode,Ct =4:0 and =0:13; (C) the 182" episode,Cy = 3:52 and
=0:16.
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were chosen empirically to ensure e ective policy learning while maintaining a
balance between exploration and exploitation, stability, and computational ef-

ciency.

3. MLP+PPOQO: our actor and critic use the same MLP network architecture as
backbone, which consists of 3 hidden layers and the hidden state size in each
layer is 32. The input dimension of MLP depends on the input history time
steps as dimpye = dimg,s  Steps. We utilized a batch size of 256, and set
the critic's learning rate at 0.001 and the actor's learning rate at 0.0001. Our
reinforcement learning parameters included a discount factor (gamma) of 0.9,
10 PPO inner epochs, a PPO clipping value of 0.2, and an entropy coe cient
of 0.01. Additionally, we employed a gradient clipping norm of 0.5 and a GAE
lambda of 0.9.

The comparison result is show in Fig. 3.4. Fig. 3.4(top) shows di erent learning
trends that each framework manages to optimize foil apping motion. The perfor-
mance of the RNN+SAC agent (depicted in blue) is notably subpar. It commences its
training with the lowest recorded initial reward of -750, a stark contrast to the other
agents. Soon after, it experiences a signi cant drop in reward, descending into a lower
reward range. Over the course of training, the RNN + SAC agent makes e orts to en-
hance its performance by aiming for higher rewards and learning from formal training
episodes. However, its reward trajectory demonstrates large oscillations, consistently
hovering around the initial starting point with substantial variance, as indicated by
the shaded blue region in the plot.

In contrast, the two agents MLP + PPO, represented by the purple and red
lines, exhibit distinct patterns. Both MLP + PPO agents start their training with
relatively high initial rewards of -400. The MLP+PPO 1 agent (purple) gradually

approaches a reward of -100 by episode 200, showing slow but steady progress with
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Figure 3.5: Scatters oC+ and for sinusoidal (blue) and TPPT agent (red) optimized
motions. Note that the big red dots have di erent rewards tuples and the small red
dots are acquired by adjusting” after the training is nished. The inset gures plot
instantaneous vorticity, the Oy (red) and V (blue) time trace of the selected three
cases. In scenario ICt = 0:562, = 0:28, the reward tuple is (008 3000,8 3000)
and [ = [0:49 0:49]. In scenario II,Cy = 4:40, = 0:184, the reward tuple is
(0:1; =55+ 3000, ; 10, 3000) andl” = [0:5;0:5]. In scenario lll, Cr = 14:3, = 0:14, reward
tuple is (0:1; 5+ 3000, ; 10, 3000) andl” = [0:58, 0:58]. In scenario IV,Cr = 25:7, =0:08,

the reward tuple is(Q1; x> 30000 30, 3000) and thel” = [0:5; 0:5].
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minimal variance (indicated by the purple shadow). Meanwhile, the MLP+PPO 50
agent (red) makes rapid progress within the rst 30 episodes, reaching a reward of O
at episode 50. This ascent is characterized by a steady rate of increase, although it
has relatively high variance (shown by the red shadow), compared to the MLP+PPO

1 agent.

On a di erent note, the two TP agents (depicted in green and yellow) excel in
learning the oscillatory apping motion, achieving the highest rewards among the
selected algorithms. The TP agent initialized with a random policy (yellow) exhibits
rapid learning, with its reward rapidly ascending and surpassing other agents be-
fore episode 60. However, around Episode 140, it experiences a decline in reward,
eventually reaching zero. This descent is accompanied by pronounced oscillations
in variance, denoted by the yellow shadow. In contrast, the pre-training TP agent
(TPPT) quickly reaches its maximum convergence reward of 100 before episode 40.
It exhibits minimal uctuations with reduced variance (as indicated by the green
shadow) throughout repeated training processes, in contrast to the TP agent initial-
ized with a random policy.

To visually illustrate the enhanced process and the convergence of hydrodynamic
performance with respect toCr and , we have included sub- gures for the TPPT
agent. In the process of optimizingCr and , thrust shows a notable improvement
increase before the 50th episode, followed by oscillations and a subsequent decline to
a relatively stable value around 3.5. In contrast, e ciency experiences an initial rapid
increase prior to the 50th episode, followed by a steady rise towards its convergence
value of 0.15.

In Fig. 3.4, we have chosen three speci ¢ cases (indicated by red dots) to elucidate
the evolution of the TPPT agent, and we have plotted their mean wake velocity

pro les, instantaneous vorticity, as well as the time history of actions and forces (as



53

shown in the bottom part of Fig. 3.4 from left to right).

Starting with case A, it is evident that the action curves closely resemble a sinu-
soidal motion with minor oscillations. This behavior can be attributed to the expert
demonstrations provided during the pre-training phase. The hydrodynamic force
curves exhibit simple sinusoidal undulation, with the exception o+, which displays
double peak values.

As we transition to case B, the action curves become clearly non-sinusoidal, al-
though they still exhibit oscillatory behavior. However, they gradually evolve into a
phase with sudden changes, spikes, and plateaus, resulting in higher spikes and more
pronounced rates of change in generated values for bafly and C_. Notably, Ct
exhibits a more pronounced double-peak characteristic with higher values, and the
rate of change inC_. becomes more substantial. Similarly, a comparison of mean ve-
locity pro les in the wake between cases A and B reveals the emergence of a stronger
jet, indicating that the TPPT agent has learned to achieve a higheC+ for improved
hydrodynamic performance. Despite minimal changes in reward during continued
training, we observe that in case C, the pitching velocity and its rate of change be-
come smoother, while the heaving velocity still exhibits signi cant variation. This
leads to more moderate, stable, and less spiky force pro les, where the double-peak
characteristic of C; weakens with the plateaus becoming evident. Although there is
a decrease inCy from case B to case C, it is worth noting that increases by 23%

from case B to C, as depicted in the top sub gure of Fig. 3.4.

3.2.2 How well it aps: the hydrodynamic outperformance

through reward shaping

After showcasing the e ectiveness of the TPPT agent, to highlight its superiority in

foil trajectory optimization, we compare the hydrodynamic performances of various



54

TPPT agents' optimized trajectories with the results of a brute-force (B.F.) search
for sinusoidal motion inCy and . Some of these results also serve as expert policies
and initializations for the TPPT agent, as illustrated in Fig. 3.5.

Fig. 3.5 presents a visual representation of the results obtained from brute-force
search, indicated by small blue dots, alongside the cases trained using TPPT agents.
In brute-force search, we systematically explored the parameter space associated with
sinusoidal apping motion, de ned by the rangesSr 2 [0:1;0:4], hyg 2 [0:1;0:6],

02 [5;70],and 2 [0;180]. It's important to note that, out of the 3156 trials
conducted in the brute-force search, only cases resulting in positive values for both
Cr and are displayed in Fig. 3.5 for clarity.

Within Fig. 3.5, the small blue dots are distributed in an area where the highest
Cr and values are 26.683 and 0.224, respectively. Their spatial distribution forms a
triangular pattern with a subtly curved front sideline. Most of these blue dots cluster
in the region characterized by high values of, and as the value ofC; increases, the
density of the dots gradually decreases. The curved front sideline distinctly outlines
a Pareto front, a well-recognized reference line in multi-objective optimization [151,
152]. In the context of multi-objective optimization, any trained results that surpass
the Pareto front are considered optimized ones.

Among the results of TPPT-trained cases, represented by both large and small red
dots, two TPPT agents with di erent reward tuples (large red dots) and ve evolved
TPPT agents with varying I* (small red dots) achieved results clearly superior to
the Pareto front established by the brute-force search. It's important to highlight
that, within the parameters of our simulation setting (with Re = 1173), the highest
e ciency achieved among the brute-force search results stands at 0.224, clearly lower
than the results of over 0.7 acquired in the experiments by [67], [68] at high Reynolds

number Re over 10,000. However, it is important to note that the e ciency of the



55

apping folil is highly in uenced by the Reynolds number and shape of the foil. For
instance, [58] observed a peak e ciency of = 0:8 at Re = 40000, while [153] reported

a maximum e ciency of = 0:18 at Re = 200 for rigid apping panel. Moreover,
[154] mentions that increasing the Reynolds number from 100 to 400 would lead to
the propulsive e ciency of the pitching panel increasing approximately twice because
there is correspondingly substantial shear drag under the relatively low Reynolds
number [153]. Therefore, this study focuses primarily on motion optimization instead
of Reynolds number, which we will discuss in subsequent sections.

We have selected four scenarios to clearly illustrate the improvements @ and

introduced by changes in actions, and we have plotted their instantaneous vorticity
and the time history of actions. In the rst scenario (Scenario I), the primary objective
is to optimize and enhance the apping e ciency by reducing ¢ to 0.08. On
the contrary, scenarios Il and Ill aim to strike a balance in optimizing objectives
betweenCr and . Scenario Ill has slightly higher action limits (), allowing it to
achieve a higherC; without a signi cant compromise in . In contrast, Scenario
IV prioritizes thrust optimization by increasing C{' in its reward tuple, emphasizing
thrust production.

In Scenario I, the action curves resemble sinusoidal motion, but the mean value of
heaving velocity deviates signi cantly from zero. On the other hand, Scenarios Il to
IV exhibit non-sinusoidal actions, sharing similar features with the case C in Section
3.2.1. In Scenario 11,Cy and improve compared to case C in Section 3.2.1, but the
action history di ers due to an extended total training episode.

Comparing Scenario Il to Scenario I1l, where thé” value is increased, theC; of
Scenario IIl experiences a remarkable enhancement, with increased amplitudé&)of
and \'?y, along with the appearance of spikes and plateaus. Compared to Scenario Il,

Scenario IV places greater emphasis on optimizatio@; by increasingCy', further
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Figure 3.6: Instantaneous vorticity, pressure distributions and time trace of action and
force over three vortex shedding periods for TPPT Scenario | (left) and its statistically
equivalent sinusoidal motion (right). Four foil posture moments are selected to show
complete pressure distribution change along the foil (the blue arrow represents the
negative pressure region, while the red arrow represents the positive pressure region).
For better visualization, the foil shown here is NACA 0020 instead of NACA 0016,
and the C, is scaled to 1/2 from its original value.

improving Cr. In Scenario IV, the actions evolve into more complex forms with
higher spikes and greater velocity variation at higher action frequencies. Notably,
we observed that from Scenario | to Scenario IV, the amplitude of the velocity of
the pitching actions increases as the agent's correspondi@y is enhanced. It is

important to note that although  decreases from Scenario | to Scenario 1V, the
overall hydrodynamic performance still surpasses the Pareto front of the Brute Force

search.
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Figure 3.7: (a) Vorticity plot of one entire vortex shedding and motion period of
TPPT scenario |. (b) Vorticity plot of one entire vortex shedding and motion period
of sinusoidal counterpart. (c) The foil posture versus its pitching velocity for TPPT
scenario |. The blue quivers represent hydrodynamic force at that moment. (d) The
foil posture versus its pitching velocity for sinusoidal counterpart of scenario I. The
blue quivers represent forces' magnitude and direction at that moment. (f) Time
trace of motion (¥ and \'7y) and power coe cient (Cp) for TPPT scenario | (left) and
its statistically equivalent sinusoidal motion (right).



58

3.2.3 Why it aps better: the physical insight of DRL opti-
mization strategy

To illuminate the underlying mechanism behind the improvement in apping perfor-
mance by the TPPT agent, we conduct an analysis and present plots in Fig. 3.6,
3.9, and 3.8. These gures provide insights into the vorticity 4, b), pressure distri-
butions around the foil (c, €), and the time history of actions and forcesd, f) for
Scenario |, Scenario Ill, and Scenario IV (as shown in Fig. 3.5), along with their
statistically equivalent sinusoidal motion counterparts. In our study, the sinusoidal
counterparts share statistically identical velocity amplitudes for both heaving and
pitching motions, Strouhal numberS;, and phase shift between the two motions.
These consistent amplitudes are obtained by multiplying the standard deviation of
the TPPT-controlled motion by the square root of 2. Additionally, the phase shift
for pitching and heaving motion is determined by subtracting the unwrapped value
obtained after applying the Hilbert transformation. Lastly, the statistical value ofS;

is straightforwardly calculated by dividing the velocity circle by the nondimensional
time.

In the three selected scenarios,

1. Scenario | (emphasizing on) focuses on maximizing apping e ciency while
ensuring thrust remains substantial by slightly decreasing¢ in the reward

tuple.

2. Scenario Ill (balancing between and Cyt) achieves an equilibrium in the op-
timization process, giving equal consideration to both and C; by slightly

. . N
increasingL.

3. Scenario IV (emphasizing or€Cr) prioritizes maximizing thrust by signi cantly

increasingCy" in the reward tuple.
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Fig. 3.6 presents the comparison between Scenario | (left) and its equivalent
sinusoidal motion counterpart (right). When comparing the instantaneous vorticity
in Fig. 3.6(a) and (b) (also depicted in Fig. 3.7 (a) and (b)), it becomes evident that
despite sharing the samé&,, the TPPT-controlled Scenario | exhibits a lower vortex
shedding frequency. However, the strength of the vortex pairs is more pronounced
in the far wake of the foil for this scenario. This di erence is also re ected in the
comparison of thrust coe cient (Ct), lift coe cient ( C_) (as shown in Fig. 3.6(d)
and (e)), and power coe cient (Cp) (depicted in Fig. 3.7). In Fig. 3.6, both scenarios
exhibit similar pressure distributions around the foils. However, the TPPT-controlled
Scenario | outperforms its sinusoidal counterpart, with a peak of 2.67 compared
to 1.24 and a mearCy of 0.719 compared to 0.416.

To clearly understand the enhancement, we plot the instantaneous power coe -
cient in Fig. 3.7. TPPT-controlled Scenario | also outperforms its sinusoidal counter-
part. Although it has a higher peak power coe cient (Cp), with a mean Cp of 29.8, it
remains lower than its counterpart, which has a mea@p of 37.2. This performance
pattern aligns with the optimization goal outlined in function 3.4, where TPPT-
controlled Scenario | aims to achieve a higher mean thrust while maintaining a lower
power coe cient by decreasing vortex shedding frequency, ultimately optimizing its
apping e ciency.

Fig. 3.8 presents the comparison between Scenario IV (left) and its equivalent
sinusoidal motion counterpart (right). When comparing the instantaneous vorticity
in Fig. 3.8(a) and (b), it shows a more regulated vorticty pattern behind the foil of
the DRL optimized motion. In addition, from Fig. 3.8 (c) and (e) of the pressure
distribution along the foil at four instants, we can quantitatively observe the e ects
of a strengthened separated wake through pressure distributions around the foil. De-

pending on the orientation of the foil surface, the pressure acting perpendicularly to
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Figure 3.8: Instantaneous vorticity, pressure distributions, mean wake velocity at
3 chord length away from trailing edge, time trace of action and force over four
vortex shedding periods for TPPT scenario 1V (left) and its statistically equivalent
sinusoidal motion (right). Four foil posture moments are selected to show complete
pressure distribution change along the foil (the blue arrow represents the negative
pressure region, while the red arrow represents the positive pressure region). For
better visualization, the foil shown here is NACA 0020 instead of NACA 0016, and
the C, is scaled to 1/10 from its original value. The plots of foil posture versus pitching
velocity for scenario IV (g) and its counterpart (h) are shown here. Note that the
blue quivers represent scaled forces' magnitude and direction at that moment.



