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Abstract

Robotic grasping of previously unseen objects remains a central challenge in ma-
nipulation, particularly in unstructured environments where object models, semantic
labels, or prior pose information are unavailable. Although learning-based grasping
systems have achieved strong performance, many rely on large annotated datasets,
global object representations, or simulation-to-real transfer pipelines, which can limit
scalability and generalization.

This thesis presents RCVGrasp, a zero-shot grasp prediction framework grounded
solely in local surface geometry. Instead of modelling global object shape or identity,
a parallel-jaw grasp is represented as a pair of local three-dimensional surface patches
corresponding to the gripper contact regions. Grasp feasibility is formulated as a
binary classification problem over patch pairs, enabling contact-centric reasoning that
is independent of object category, appearance, or semantic context. The model is
trained entirely on procedurally generated synthetic data derived from geometric
constraints, without using object meshes, CAD models, RGB input, or sim-to-real
adaptation.

RCVGrasp is evaluated across three progressively realistic settings: synthetic
patch-pair classification, zero-shot transfer to complete 3D object meshes from stan-

dard benchmarks, and real-world robotic grasp execution using stereo-reconstructed



point clouds. The framework achieves high classification accuracy on unseen synthetic
data, demonstrates strong geometric generalization to previously unseen object mod-
els, and successfully executes grasps on physical objects without retraining.

The proposed RCVGrasp framework is evaluated across multiple progressively re-
alistic settings, including synthetic patch-pair classification, zero-shot transfer to com-
plete 3D object meshes from standard benchmarks, cross-dataset agreement analysis
with existing grasp datasets, and real-world robotic grasp execution using stereo-
reconstructed point clouds. The framework achieves high classification accuracy on
unseen synthetic data, demonstrates strong geometric generalization to previously
unseen object models through dense patch-pair evaluation and candidate filtering,
and shows consistent agreement with established grasp datasets. Furthermore, it
successfully executes grasps on physical objects without retraining, validating its ap-
plicability under real-world sensing and deployment conditions.

These results show that local surface geometry alone provides a robust and trans-
ferable prior for parallel-jaw grasp feasibility. By decoupling grasp reasoning from ob-
ject identity and global modelling, this work establishes a lightweight, interpretable,
and scalable alternative to object-dependent grasping methods for zero-shot robotic

manipulation.
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Chapter 1

Introduction

Robotic grasping has long stood at the center of autonomous manipulation re-
search. From the earliest industrial manipulators to modern service robots, the abil-
ity to reliably grasp and manipulate objects has been viewed as a de ning capability
of intelligent physical systems. In structured manufacturing environments, grasping
could be engineered through carefully designed xtures, object-speci ¢ programming,
and precise calibration. However, as robotics research increasingly moved toward
unstructured environments such as warehouses, homes, disaster sites, and dynamic
industrial settings, the limitations of engineered grasping solutions became apparent.
In these settings, objects are not xed, pre-modelled, or carefully positioned | rather,
they vary in geometry, orientation, and surface properties. As a result, traditional
object-speci ¢ programming and xture-based strategies are often insu cient.

The central challenge is variability: real-world objects di er widely in geometry,
size, material properties, pose, and occlusion. A robot operating in a bin-picking
scenario may encounter hundreds of previously unseen objects with no prior models [2,

]. Subsequently, the need for grasp representations that generalize beyond object

identity has therefore driven decades of research [4{6].
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Early grasping research emphasized analytic and geometry-driven formulations
grounded in contact mechanics. Concepts such as force closure, form closure, and
contact stability provided physically interpretable criteria for grasp analysis and ob-
ject restraint [7]. These methods o ered object-independent reasoning and theoretical
guarantees under ideal conditions. However, in practice, they often struggled with
sensor noise, partial observations, and uncertainties arising from real-world contact
dynamics [8].

With the rise of deep learning, the eld has undergone a major shift. Instead
of explicitly modelling contact mechanics, modern approaches have begun to learn
grasp representations directly from visual data. Convolutional neural networks and
point-cloud-based architectures achieved impressive performance by predicting grasp
con gurations from Red Green Blue (RGB) or Red Green Blue - Depth (RGB-D)
inputs [6, 9, 10]. Large annotated datasets and dense supervision enabled systems
to regress full 6-Degrees of Freedom (DoF) grasp poses, generate pixel-wise grasp
a ordance maps, or reason over global scene context [2,11]. Variational generative
models have also been explored to sample diverse 6-DoF grasp poses from point cloud
observations [12]. Simulation pipelines and domain randomization techniques further
scaled training data generation [13].

These learning-based methods dramatically improved benchmark accuracy and
expanded the scope of grasp detection research. Yet their success came at the cost
of new dependencies. Many approaches rely on high-dimensional grasp annotations,
object-aware supervision, full object reconstructions, or extensive simulation-to-real
adaptation [14]. While powerful, such systems can become tightly coupled to the

distribution of objects seen during training. Generalizing to truly novel geometries
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without retraining remains a research challenge.

The initial direction of the research presented in this thesis follows this broader
trend; our early e orts explored data-driven grasp prediction using conventional
object-level representations, with the implicit assumption that improved performance
would require increasingly diverse real-world datasets. Achieving reliable generaliza-
tion appeared to require extensive training across many object categories, spanning
variations in geometry, texture, and pose. Initially, zero-shot grasping, which refers
to predicting stable grasps for unseen objects without retraining, was not the original
objective. Instead, the focus was on improving accuracy within a supervised learning
framework.

However, as the research progressed, a conceptual shift emerged: observations of
the behaviour of parallel-jaw gripper grippers revealed that grasp stability fundamen-
tally depends on local surface interactions at the contact regions. Regardless of global
object identity, a successful grasp must satisfy geometric compatibility between two
local surface patches. Surface normal alignment, curvature relationships, and antipo-
dal grasp determine whether a grasp can resist disturbance forces. These constraints
are inherently local and largely independent of object category.

This observation motivated a rethinking of the grasp representation itself. Rather
than predicting full object-level grasp poses or reasoning over entire shapes, we began
to ask whether grasp feasibility could be evaluated directly at the level of local contact
geometry. If grasp stability is governed by local surface properties, then perhaps the
learning problem could be reformulated accordingly.

This shift led to a fundamentally di erent approach to robotic grasping through

modelling a parallel-jaw gripper grasp as a pair of local three-dimensional surface

Jayalekshmi Jayakumar - Electrical And Computer Engineering



patches corresponding to the gripper contact regions. Via this rethinking, grasp
prediction can be reformulated as a binary classi cation problem over such patch
pairs. Thus, instead of learning object-speci ¢ grasp patterns, the model would learn
geometric compatibility between contact regions. We refer to the proposed framework
as RCVGrasp, re ecting its development within the Robotics and Computer Vision
(RCV) Lab.

A second conceptual shift followed naturally: if the learning objective is to rec-
ognize geometric contact con gurations rather than object identities, then training
need not depend on real-world object meshes or dense annotations. Instead, synthetic
patch pairs could be procedurally generated from explicit geometric constraints. Prior
work has demonstrated that geometrically grounded synthetic data can support e ec-
tive sim-to-real transfer when domain consistency is preserved [5,11,15]. Building on
this principle, we constructed a training pipeline that generates both graspable and
non-graspable patch con gurations without object models, Computer-Aided Design
(CAD) meshes, RGB inputs, or manual labels.

What began as a data-driven grasp detection project thus evolved into a geometry-
driven framework that operates directly on local point cloud regions. The resulting
system learns discriminative geometric cues from procedurally generated synthetic
data and generalizes zero-shot to previously unseen objects.

Figure 1.1 illustrates a representative real-world grasp produced by RCVGrasp
without object-speci c training or ne-tuning. An overview of the sensing and pro-
cessing pipeline is shown in Figure 1.2; the system operates directly on stereo-derived
point clouds and evaluates grasp feasibility through local surface patch-pair classi -

cation.

Jayalekshmi Jayakumar - Electrical And Computer Engineering



Figure 1.1: Example of a successful zero-shot grasp on a previously unseen object
using only local surface geometry extracted from stereo point clouds.

Figure 1.2: Overview of the proposed stereo-based grasp prediction system. Two
antipodal stereo cameras capture point clouds of the scene. Local surface patches are
extracted and evaluated in pairs to determine grasp feasibility.

By integrating compact grasp representations, local point cloud processing, and
a geometry-centred learning formulation, this thesis demonstrates that robust grasp
prediction can emerge from reasoning over local surface structure alone. By decou-
pling grasp feasibility from object identity and global shape modelling, RCVGrasp
balances interpretability, computational e ciency, and generalization. This provides

a scalable pathway toward transferable robotic grasping in real-world environments.
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1.1. MOTIVATION 6

1.1 Motivation

Although recent learning-based grasp detection methods have achieved strong
benchmark performance, many rely on representations and training pipelines that
are di cult to scale in practice. Existing systems often predict grasps in image space,
regress full 6-DoF poses, generate dense grasp maps, or couple grasp prediction with
reconstruction and pose estimation [2, 6,10, 16]. While e ective, these approaches

commonly depend on:

" Object-aware supervision,
" High-dimensional grasp labels,
~ Extensive simulation or real-world data collection,

~ Sim-to-real adaptation to mitigate domain gaps [14].

Such dependencies increase training complexity and reduce interpretability. More-
over, reliance on global object representations can limit generalization to novel ge-
ometries.

In practical manufacturing settings, limited generalization often necessitates re-
training or ne-tuning models before deployment to new object categories. This
process may require additional data collection, labelling, simulation adjustments, or
domain adaptation. Such retraining cycles increase system complexity, delay deploy-
ment, and introduce operational inconvenience. In dynamic industrial environments
where product lines change frequently, repeatedly updating grasp models can hinder

scalability and reduce the practicality of learning-based grasping systems.
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1.2. PROBLEM STATEMENT 7

In contrast, grasp stability for parallel-jaw grippers fundamentally depends on
local surface properties at the contact regions. Geometric constraints such as surface
normal alignment, curvature compatibility, and antipodal grasp determine whether
a grasp can resist external disturbances [17,18]. These principles are independent
of object category and identity. Therefore, a representation centred on local contact
geometry o ers the potential for object-agnostic generalization.

The motivation of this thesis is to develop a grasp detection framework that:

Operates using minimal sensory input (e.g., stereo or RGB-D point clouds),
~ Avoids dependence on full object models or dense dataset annotations,
" Maintains physical interpretability through geometric reasoning,

" Generalizes zero-shot to unseen objects without retraining.

By shifting the focus from object-level representations to local surface interactions,
this research aims to reduce dataset requirements while improving transferability

across diverse object geometries.

1.2 Problem Statement

Although modern learning-based grasp detection methods have achieved strong
performance on benchmarks, several limitations hinder practical deployment.

First, many approaches rely on global object representations or high-dimensional
grasp annotations, such as full 6-DoF pose predictions or pixel-wise grasp a ordance
maps [9, 10]. These representations require substantial supervision and are often

tightly coupled to object geometry observed during training.
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1.2. PROBLEM STATEMENT 8

Second, simulation-heavy pipelines and domain randomization techniques are fre-
quently used to scale dataset generation [13]. However, bridging the sim-to-real gap
remains challenging and often requires additional adaptation mechanisms [14].

Third, methods that depend on object reconstruction, global context, or multi-
view aggregation introduce computational overhead and practical constraints. In
real-world deployments, sensing may be limited to a small number of RGB-D cameras
or stereo views. Systems must therefore operate reliably under partial observations,
occlusion, and sensor noise.

These challenges motivate the following research question:

Can stable parallel-jaw gripper grasp feasibility be predicted using only lo-
cal surface geometry, without relying on object identity, global shape mod-

els, or dense supervision?

To address this question, this thesis proposes a low-dimensional grasp represen-
tation based on local surface patch pairs and formulates grasp prediction as a bi-
nary classi cation problem over these contact regions. The objective is to design a

geometry-driven framework that:
" Learns solely from procedurally generated synthetic patch pairs,
" Operates directly on point cloud geometry,
" Generalizes zero-shot to unseen real-world objects,

~ Maintains interpretability through physically meaningful geometric features.

This framework forms the basis of the proposed RCVGrasp method. By decoupling
grasp reasoning from object-level modelling, RCVGrasp seeks to bridge the gap be-

tween analytic geometric methods and data-driven robustness.
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1.2. PROBLEM STATEMENT 9

A key design choice in this work is the formulation of grasp prediction as a binary
classi cation problem rather than direct regression of grasp poses. In many learning-
based grasping systems, regression targets such as 6-DoF grasp poses [9, 10, 19] or
dense aordance maps [6, 20, 21] introduce high-dimensional outputs that are am-
biguous and strongly coupled to object geometry. In contrast, RCVGrasp focuses
on a simpler and more transferable question; whether two local surface regions are
geometrically compatible for stable parallel-jaw contact. This reduces output com-
plexity, avoids the need for dense grasp annotations, and encourages the model to
learn object-independent geometric compatibility rather than object-speci ¢ grasp
con gurations.

While alternative formulations such as multiclass classi cation or direct regres-
sion of grasp parameters are possible, they are less aligned with the contact-centric
formulation adopted in this work. Multiclass classi cation typically requires dis-
cretizing grasp orientations or grasp types, which introduces arti cial boundaries in a
fundamentally continuous geometric space and increases label complexity. Similarly,
regression-based approaches that predict full grasp poses (e.g., 6-DoF con gurations)
su er from inherent ambiguity, as multiple valid grasp con gurations may exist for
a given local geometry. This makes the learning problem ill-posed and sensitive to
supervision noise.

In contrast, grasp feasibility at the level of local contact geometry is inherently
binary: a pair of surface regions either satis es the geometric constraints required
for stable parallel-jaw contact or it does not. By formulating the problem as binary
classi cation, the proposed approach directly models this physical property, avoids

unnecessary output complexity, and enables learning of object-independent geometric
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1.3. CONTRIBUTIONS 10

compatibility rather than object-speci ¢ grasp con gurations.

1.3 Thesis Contributions

The primary contributions of this thesis are as follows:

Local Patch-Pair Grasp Representation: A compact and interpretable
grasp formulation that models a parallel-jaw gripper grasp as a pair of local
surface patches corresponding to gripper contacts. This representation elimi-

nates the need for global object identity and high-dimensional pose regression.

Procedural Synthetic Data Generation Without Object Models: A ge-
ometrically grounded synthetic dataset generation pipeline that constructs gras-
pable and non-graspable patch pairs using explicit contact constraints, without

object meshes, CAD models, RGB inputs, or manual annotations.

Zero-shot Geometry-Driven Grasp Prediction Framework: A learning
framework that classi es local patch pairs based solely on point cloud geometry
and generalizes to unseen objects without retraining, demonstrating robust sim-

to-real transfer grounded in geometric consistency.

Real-World Validation Under Minimal Sensing Conditions: Compre-
hensive evaluation demonstrating reliable grasp prediction using stereo point

clouds, supporting deployment in industrial and unstructured environments.

Peer-Reviewed Publication: A preliminary version of this work has been
published at the Conference on Robots and Vision (CRV) 2026 [1], providing

external validation of the proposed approach.
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1.4. OUTLINE 11

While elements of contact-based reasoning, local geometric features, and synthetic
data generation have been explored individually in prior works [22, 23], the novelty
of this thesis lies in their integration into a uni ed framework. The contribution is
therefore not a single isolated component, but the formulation and validation of a

geometry-driven pipeline that decouples grasp reasoning from object identity.

1.4 Thesis Outline

The remainder of this thesis is organized as follows:
Chapter 2, Background: reviews the theoretical and technical background relevant
to robotic grasping, including analytic grasp theory, learning-based grasp detection
methods, grasp representations, and benchmarking protocols.
Chapter 3, Methodology: presents the proposed framework, including the geometry-
driven grasp formulation, the construction of procedurally generated synthetic datasets,
the network architecture, and the training procedure.
Chapter 4, Experimental Results: reports the empirical evaluation of the pro-
posed method across synthetic patch-pair classi cation, object-level zero-shot transfer
to complete 3D object meshes, real-world robotic grasping experiments using stereo-
reconstructed point clouds, and cross-dataset agreement analysis with existing grasp
datasets.
Chapter 5, Conclusion and Future Work: summarizes the main ndings and
contributions of the thesis, discusses current limitations, and outlines directions for

future research.
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Chapter 2

Background

Robotic grasping has evolved through several distinct paradigms, each motivated
by the need to balance physical correctness, computational e ciency, and robustness
in real-world environments. At its core, grasping requires identifying contact con gu-
rations that can resist external disturbances and maintain stable object manipulation.
The manner in which these con gurations are represented has signi cantly in uenced
the direction of research in robotic manipulation.

Early work in grasping relied heavily on analytical formulations grounded in rigid-
body mechanics and force closure analysis [24, 25]. Classical approaches explicitly
modelled contact forces and the friction cone to determine grasp stability [7, 26, 27].
While theoretically principled, these methods typically require accurate object mod-
els and precise pose estimation, limiting their applicability in unstructured settings.

A multi-stage analytical grasp planner has also been proposed to generate grasp con-
gurations for both vacuum and parallel-jaw grippers by sampling contact surfaces
from Computer-Aided Design (CAD) models, grouping feasible regions, and evalu-
ating collision-free grasps using signed distance elds and grasp quality metrics [28].

Early vision-guided systems combined online 3D reconstruction with grasp planning,

12
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demonstrating that unknown objects can be modelled and grasped directly from sen-
sor observations without prior shape or pose information [29]. Combinatorial grasp
planning has also been explored through structured contact search, where optimal
grasp con gurations are obtained by reducing the space of candidate contacts to
e cient graph-based formulations over grouped \super-contact" representations [30].
The rise of data-driven perception introduced a major shift: with the success of
convolutional neural networks, researchers began to formulate grasp detection as a
visual recognition problem operating on Red Green Blue (RGB) or Red Green Blue
- Depth (RGB-D) inputs. Early deep learning{based systems predicted grasp rectan-
gles directly from images [31], marking a transition toward supervised, vision-based
grasp detection. Subsequent works expanded this paradigm to incorporate anchor-
based detection and dense grasp regression frameworks [32]. Pixel-wise generative
methods have further improved e ciency by directly predicting grasp-quality, orienta-
tion, and width maps from RGB-D inputs via dense feature fusion [33]. An alternative
formulation predicts a dense grasp quality distribution over discretized pose space, en-
abling uncertainty-aware grasp selection by smoothing the grasp scores with a gripper
pose uncertainty model [34]. Segmentation-guided pipelines have also been explored
to improve grasping of weakly textured objects, where semantic masks derived from
RGB images are used to constrain downstream grasp detection without modifying
the grasp network itself [35]. Collectively, these approaches demonstrated that grasp
a ordance could be inferred directly from visual representations without explicitly
modelling contact mechanics. A vision-based grasping system demonstrated that
novel objects can be manipulated in cluttered environments by integrating learned

grasp prediction with obstacle perception and motion planning under uncertainty [36].
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As sensing technology improved, point cloud-based representations gained promi-
nence. Methods such as PointNetGPD [23] leveraged local 3D geometry extracted
from depth data to score grasp candidate, combining geometric reasoning with neu-
ral feature extraction. This hybrid approach highlighted the potential of learning
contact-relevant geometric structure while avoiding full object reconstruction.

In parallel with these developments, large-scale datasets and simulation toolchains
accelerated progress in grasp learning. Benchmarks such as GraspNet [10] pro-
vide dense annotations for cluttered 6-Degrees of Freedom (DoF) grasping, while
simulation-driven pipelines like Dex-Net [5] generate large-scale synthetic grasp data.
EGAD [37] focuses on geometric diversity and reproducible evaluation through pro-
cedurally generated objects, whereas ACRONYM [38] provides large-scale physics-
simulated grasp annotations across diverse object meshes. In contrast, the approach
proposed in this thesis learns grasp feasibility directly from procedurally generated lo-
cal surface patch pairs, avoiding reliance on object meshes or full-object annotations.
Rather, it learns grasp feasibility directly from procedurally generated pairs of lo-
cal surface patches, making the representation explicitly contact-centric rather than
object-centric. Subsequent works further explored simulation-driven training and
domain randomization to improve sim-to-real transfer [13,39,40]. Simulation-based
studies have also examined compliant parallel-jaw grasping, showing that deformation-
aware contact modelling can improve prediction of physical grasp outcomes and re-

duce sim-to-real mismatch in grasp evaluation [41].
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Object-aware generative approaches predict both object shape and grasp propos-
als using synthetic RGB-D supervision [16]. Dense regression methods such as Any-
Grasp [19] directly predict 7-DoF grasp con gurations from point clouds and incorpo-
rate temporal reasoning to ensure consistency in dynamic scenes. These approaches
demonstrate strong robustness in cluttered environments, but remain object-centric,
relying on global scene representations and full pose regression. Generative methods
have also been extended to dexterous grasping in cluttered scenes. DDGC predicts
collision-free multi- nger grasps from a single RGB-D observation and demonstrates
that scene-level reasoning can improve grasp quality and object clearance in struc-
tured clutter [42]. A related line of work extends grasp synthesis to target-driven
manipulation by combining object-centric grasp generation with learned collision rea-
soning from partial observations [43]. Occlusion has also been addressed through
multimodal sensing. RF-Grasp combines RGB-D perception with RFID-based radio-
frequency localization to retrieve fully occluded tagged objects in clutter. Still, it de-
pends on instrumented objects and specialized RF infrastructure rather than object-
agnostic geometric grasp reasoning [44]. Pre-grasp manipulation has been studied in
cluttered settings using learned shifting and pushing actions that reposition objects
into more accessible and graspable con gurations prior to grasp execution, including
frameworks that couple planar pushing with 6-DoF grasping [45, 46].

In parallel, compact grasp parameterizations continued to be explored to reduce
computational overhead. Keypoint-based approaches, such as GKNet [47], have pro-
posed sparse grasp primitives that reduce ambiguity and improve inference speed,
demonstrating a favourable trade-o between accuracy and e ciency. Standard-

ized object sets and benchmarking protocols, such as Yale-CMU-Berkeley Object Set
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(YCB) [48], further enabled reproducible comparisons across manipulation systems.

More recently, the scope of generalization in robotic manipulation has expanded
beyond grasp detection alone. Foundation-model-driven approaches incorporate lan-
guage reasoning and semantic segmentation to condition manipulation policies in a
zero-shot manner [49,50]. These systems leverage internet-scale pretraining to enable
broad semantic generalization. However, they typically depend on high-level reason-
ing modules, global scene representations, and substantial pretraining resources.

Across these paradigms, a central tension persists. Methods that rely heavily
on object-level modelling and large annotated datasets achieve strong benchmark
performance but often require signi cant supervision and adaptation for new domains.
Analytic geometric methods o er interpretability but can be brittle in the presence
of sensor noise and partial observations.

From a representation perspective, these approaches di er primarily in the level
at which grasp reasoning occurs. Object-centric methods reason over entire shapes
or semantic categories. Simulation-driven approaches scale supervision to approx-
imate generalization through data diversity. contact-centric grasping methods, by
contrast, restrict reasoning to local geometric interactions at candidate contact re-
gions. This distinction is important because it determines whether grasp generaliza-
tion is achieved through dataset scale, semantic abstraction, or geometric invariance.

This tension motivates exploring compact, contact-centric grasping representa-
tions that preserve geometric interpretability while reducing dependence on object
identity and on dense supervision. The remainder of this chapter reviews grasp rep-
resentations, learning-based techniques, and benchmarking methodologies that inform

the development of our geometry-driven, zero-shot framework.
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2.1 Grasp Notations

Large-scale grasping datasets have been instrumental in standardizing the repre-
sentation of robotic grasps for both learning-based and analytical approaches. These
representations de ne how grasp candidates are parameterized in image space or 3D
space, enabling consistent training, evaluation, and comparison of grasp detection
methods.

The Cornell Grasping Dataset [21] is one of the earliest and most widely adopted
benchmarks for robotic grasp detection. It consists of annotated RGB-D images
in which candidate grasps are represented as rectangular regions overlaid on object
surfaces. This simple 2D image-space representation has been extensively used to
train convolutional neural networks (CNNSs) to identify visually feasible grasps. While
the dataset played a foundational role in advancing learning-based grasp detection,
it provides only multiple annotated positive grasp rectangles and does not de ne a
continuous scalar grasp stability or quality label at the pixel or grasp level. As a
result, models trained on Cornell primarily learn binary grasp feasibility rather than
predicting graded grasp stability.

The Jacquard dataset [51] introduced a more structured and scalable formulation

of grasp representation. Each grasp is parameterized as

g=0y;h;w;);

where (X;y) denotes the grasp center in image coordinates, (h;w) represents the

rectangle dimensions constrained by the gripper geometry, and denotes the grasp
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orientation. SE-ResUNet [20] builds upon rectangle-based grasp notations by ex-
plicitly incorporating a grasp quality score. Instead of predicting only the rectangle

parameters, grasp candidates are represented as

g =Xy;w; i;q)

where (x;y) represents the grasp center in image coordinates, w denotes the gripper
opening width, ; is the in-plane grasp orientation, and q 2 [0; 1] denotes the grasp
quality score. This representation enables the ranking of multiple feasible grasps
and supports dense pixel-wise grasp prediction in fully convolutional architectures.
Excluding h reduces model complexity while maintaining practical grasp geometry
for parallel-jaw grippers.

While dense quality-map approaches such as SE-ResUNet enable per-pixel grasp
scoring, alternative formulations predict sparse grasp primitives that can be grouped
into rectangles. GKNet [47] introduces a keypoint-based one-stage formulation that
recovers an oriented grasp rectangle from two predicted grasp keypoints, typically
the left-middle and right-middle points of the grasp region. Compared with corner-
or edge-point variants, the left-middle/right-middle (LmRm) representation reduces
grouping ambiguity and avoids orientation quantization artifacts, thereby improving
robustness across datasets. In benchmarking studies on Cornell and the Abridged
Jacquard Dataset (AJD) described in Section 2.3, GKNet reports strong accuracy
while maintaining high inference speed, highlighting a favourable accuracy{speed
trade-o enabled by compact keypoint parameterization.

REGNet [52] extends beyond purely image-based representations by incorporat-

ing explicit 3D geometry and grasp quality estimation. Each grasp in REGNet is
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represented as

G=(cr )+s+cC

where ¢ 2 R® denotes the 3D grasp center, r 2 R denotes the grasp orientation,
represents the approach angle, s denotes a grasp quality score, apd@notes point-
wise grasp condence. A key design principle of REGNet is preferential sampling
near the object's barycenter, motivated by the physical intuition that grasps closer to
the center of mass tend to be more stable under the assumption of uniform density.
More recent work has extended grasp representations to full 6-DoF grasping in

cluttered scenes [53]. In this approach, grasps are parameterized as

g =(uv; swids; ;);

where (u;v) de nes the grasp center in the image plane, (u;v; ;w) describes an
oriented grasp rectangle with xed height, d denotes the depth o set, and ; rep-
resents Euler angles about the Z and Y axes in the gripper frame. This formulation
e ectively bridges 2D image-space grasp detection and 3D pose estimation, enabling

robust grasp prediction in cluttered and partially occluded environments.

2.2 Grasp Techniques

Grasp detection techniques can broadly be categorized into object-centric, region-
centric, and contact-centric grasping approaches. Object-centric methods typically
reason over the full geometry of objects or the global scene context, often requiring ex-
plicit pose estimation or volumetric reconstruction. Region-centric approaches restrict

reasoning to localized patches extracted from RGB-D inputs, improving e ciency and
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robustness in cluttered environments. Contact-centric grasping approaches, in con-
trast, evaluate grasp feasibility directly at candidate contact locations, emphasizing
local surface geometry rather than object identity.

Early learning-based grasp detectors relied on global object features and anchor-
based representations in image or point cloud space [31,32,54]. These methods en-
abled e cient proposal generation but typically required dense supervision and large
annotated datasets. Classical methods propose a geometry-driven grasp planning
framework that discretizes an object's continuous surface into hierarchical elementary
patches [22]. In this method, the Gauss map [55], which maps each surface point to
its unit normal direction, is used to guide surface subdivision so that variation in con-
tact normals remains bounded; Principal Component Analysis (PCA) is then used to
bound torque variation within each patch, yielding a patch-tree representation. Grasp
synthesis is performed by e ciently searching and pruning combinations of surface
patches, enabling force closure grasp planning on curved 3D objects without learn-
ing. Task-speci c gripper design has also been explored by jointly optimizing contact
locations, gripper pose, and gripper geometry, enabling the synthesis of parallel-jaw
grippers tailored to grasp sets of objects while satisfying stability and geometric con-
straints [56]. Specialized parallel-jaw grippers have also been developed to support
manipulation beyond initial grasp acquisition, ranging from belted designs that en-
able in-hand translation and reorientation through simple motion primitives [57] to
task-speci ¢ end-e ectors for deformable objects such as exible at cables, where
locally adaptive ngertips and auxiliary suction mechanisms assist grasping, in-hand
repositioning, and connector insertion during assembly [58]. Dense clutter has also

been addressed through multi-step action selection, in which pushing and non-target
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object removal are used to reduce occlusion and enable feasible target grasps [59].

Region-aware Grasp Framework [52] proposes a framework for 6-DoF robotic grasp
detection in cluttered scenes. Local 3D patches are extracted from RGB-D images,
normalized into a Normalized Grasp Space (NGS), and processed by the Region
Normalized Grasp Network (RNGNet). The network learns grasp-relevant geomet-
ric features from each patch and predicts 6-DoF grasp poses (position, orientation,
and width) within that region. By focusing on local regions rather than the entire
scene, the method achieves high precision, generalizes to novel objects and scales,
and enables fast inference suitable for real-world robotic tasks. A recent region-aware
approach extends grasp detection to 7-DoF in cluttered scenes [54] by explicitly mod-
elling the object area covered by high-quality grasps (\grasp regions"). The key idea is
to use RGB-based region segmentation to guide point cloud sampling, preserving ne
local geometry that is otherwise lost during downsampling. It further applies atten-
tion within the grasp region to emphasize likely contact points, improving estimation
of grasp rotation and width.

GKNet [47] proposes a one-stage grasp detection pipeline that predicts grasp key-
points and reconstructs grasp rectangles via keypoint grouping. Instead of predicting
the full grasp rectangle, the method represents a grasp using two keypoints located
at the middle of the gripper edges. This makes it easier to correctly pair keypoints
and infer the grasp orientation directly from their relative positions, without dividing
angles into discrete bins. As a result, the method achieves high grasp detection ac-
curacy while remaining suitable for real-time robotic deployment, which is especially
important when grasping moving objects or operating in dynamic environments.

SE-ResUNet [20] proposes an attention-augmented fully convolutional approach
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for real-time grasp detection from RGB-D inputs. The method follows an encoder{decoder
(UNet-like) architecture but replaces standard convolutional blocks with residual
blocks enhanced with squeeze-and-excitation (SE) channel attention, thereby improv-
ing gradient ow and emphasizing grasp-relevant features while suppressing back-
ground responses. Rather than explicitly generating grasp candidates, the network
predicts dense output maps that encode grasp quality, orientation, and gripper width.
The nal grasp is selected by locating the pixel with the highest predicted quality
score in the grasp quality map, and the corresponding angle and width are read from
the other predicted maps. This dense prediction strategy improves speed and reduces
dependence on candidate proposal stages, which are commonly associated with in-
creased inference time. SE-ResUNet achieves strong benchmark performance on the
Cornell [21] and Jacquard [51] datasets and demonstrates real-time inference, making
it suitable for practical grasping scenarios.

Another complementary direction addresses the limitations of single-view grasp
prediction in cluttered scenes by treating grasping as an active perception prob-
lem [60]. Dense pixel-level grasp predictions are combined with viewpoint explo-
ration to reduce uncertainty caused by occlusions and noisy depth measurements. By
actively selecting informative viewpoints based on expected information gain and fus-
ing multi-view grasp estimates, the system progressively re nes grasp quality before

execution, leading to improved grasp success in heavily cluttered environments.

2.3 Grasp Evaluation and Benchmarking Metrics

Cornell-style grasp detection [21] methods are commonly evaluated using a rect-

angle matching criterion. A predicted grasp is considered correct if the orientation
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di erence between the predicted grasp and the corresponding ground-truth grasp is
less than 30, and the Jaccard index [51] (intersection over union, Intersection over

Union (loU)) between the two grasp rectangles satis es

) _ jgp\gtj i
gy q) = 2 5 0:25:
(9:0) i9 [ 9]

This evaluation protocol enables standardized comparison across methods that out-
put oriented grasp rectangles and is typically reported together with inference speed
measured in frames per second (fps).

While rectangle-matching metrics such as IoU and orientation error are e ec-
tive for evaluating image-space grasp detection, they do not fully capture manipula-
tion performance in real-world settings. To address this limitation, object-set{based
benchmarks such as the YCB Object and Model Set [48] emphasize standardized phys-
ical objects and task protocols, enabling evaluation using metrics such as task success
rate, completion time, and robustness across repeated trials. This shift complements
grasp-level metrics by supporting reproducible, system-level comparison across plan-

ning, learning, control, and hardware designs.

2.4 Our Positioning

Prior foundation-model and policy-driven grasping methods focus on broad se-
mantic generalization, often leveraging language reasoning, global scene context, or
learned manipulation policies [49, 50]. Simulation-driven methods emphasize large-

scale synthetic data generation and sim-to-real adaptation [5,13,39,40]. Object-aware
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generative approaches predict grasp proposals conditioned on reconstructed object ge-
ometry [16]. Implicit neural rendering approaches similarly reason over globally recon-
structed scene representations to predict 6-DoF grasps from arbitrary viewpoints [61].
Continuous neural- eld approaches have also been explored for grasp representation.
Neural Grasp Distance Fields (NGDF) model grasping as a continuous distance eld
over end-e ector poses and uses this learned eld for joint grasp and motion optimiza-
tion [62]. Unlike such approaches, which reason over global gripper pose relative to
object geometry, the method proposed in this thesis evaluates grasp feasibility directly
from paired local surface patches and does not require learning a global grasp mani-
fold. Reconstruction-coupled frameworks have further demonstrated joint single-view
3D shape completion and grasp pose prediction within uni ed architectures, lever-
aging predicted geometry for collision-aware re nement [63]. While e ective, such
methods depend on global shape reconstruction and volumetric representations.

Dense regression frameworks such as AnyGrasp [19] and end-to-end point cloud
methods that learn to sample contact points and regress 6-DoF parallel-jaw grasps
directly from partial object views [64] predict full grasp poses from global scene ge-
ometry. While e ective, these approaches remain centred on pose regression rather
than explicit modelling of local contact compatibility. In contrast, RCVGrasp refor-
mulates grasp feasibility at the level of local surface contacts, emphasizing geometric
compatibility between opposing contact regions rather than direct pose regression.
While these paradigms advance scalability and task-level reasoning, they frequently
depend on global object models, dense annotations, or high-capacity pretraining.

In contrast, our method targets zero-shot grasp feasibility based solely on local

surface geometry. By modelling parallel-jaw gripper grasps as pairs of local surface
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patches, we evaluate graspability independently of object identity, pose, or global
shape. This contact-centric grasping formulation enables dense evaluation of grasp
candidates directly from point clouds and allows training entirely on procedurally
generated synthetic patch pairs.

Rather than scaling supervision, we scale geometric consistency. The proposed
framework combines object-independent contact reasoning with data-e cient learn-
ing, providing an interpretable and robust alternative to object-level or policy-driven
grasping methods. A preliminary version of this work has been published in the
Conference on Robots and Vision (CRV) 2026 [1]. The next chapter presents this
framework in detail, including the grasp representation, geometric constraints, syn-

thetic data generation process, and network design.
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Chapter 3

Methodology

This chapter presents our proposed zero-shot, geometry-driven grasp prediction
framework, RCVGrasp, in full detail. The core objective of our approach is to learn a
grasp feasibility function that operates directly on local 3D surface geometry, without
relying on object identity, object models, pose estimation, RGB appearance, or dense
supervision. Unlike object-centric or global-scene methods [2, 6, 9, 10], the proposed
approach evaluates graspability strictly at the level of contact geometry. The system
models a parallel-jaw grasp as a pair of local surface patches corresponding to the
two gripper pads. A neural network then learns to classify whether such a patch pair
satis es geometric constraints required for stable grasping.

The complete system pipeline consists of:

~ De nition of grasp constraints grounded in parallel-jaw mechanics,
" Local patch-pair representation in a shared coordinate frame,

" Procedural generation of synthetic graspable and non-graspable patch pairs,

A

Training of a PointNet++ backbone [65,66] to classify patch pairs,

26



3.1. GRASP CONSTRAINTS AND REPRESENTATION 27

" Dense patch pairing during inference for object-level grasp evaluation.

Figure 3.1 illustrates the zero-shot contact-centric architecture.

Figure 3.1: RCVGrasp System architecture

3.1 Grasp Constraints and Representation

Grasp feasibility is de ned according to geometric constraints derived from the
physical behaviour of a parallel-jaw gripper. Rather than predicting full 6-Degrees of
Freedom (DoF) poses [52,53], the proposed formulation evaluates whether two local
surface regions satisfy necessary geometric conditions for stable contact.

Let two candidate surface patches have centerg pnd p,, with corresponding unit
surface normals i and n,. A graspable con guration must satisfy the following three
constraints, i.e. the Distance Constraint, Antipodal Angle Constraint, and Alignment
Constraint, as described below and shown in Figure 3.2. These constraints mirror the
analytic force closure conditions [17, 18] but are implemented purely geometrically,

without solving the full contact mechanics.
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Figure 3.2: Distance, angle and alignment grasp criteria

3.1.1 Distance Constraint

The Euclidean distance between patch centers must lie within the allowable jaw
separation range:

kpl P 2k 2D = [D min » Dmax] (3.0.1)

where Dy, and Dy are set to 20 mm and 80 mm, respectively, corresponding to the

mechanical closing limits of the AgileX Piper parallel-jaw gripper.

3.1.2 Antipodal Angle Constraint

Surface normals must be approximately antipodal:

cost (N1 (n ) (3.0.2)

where de nes maximum angular tolerance, which is set to 8 This tolerance was
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chosen to enforce near-opposing contact normals while allowing for small geometric
irregularities and noise. In practice, using a stricter antipodal condition helped reduce
false positives by rejecting patch pairs whose normals were not su ciently opposed

to support a stable parallel-jaw grasp.

3.1.3 Alignment Constraint

The vector connecting the two centers g p, is de ned as d. Patch centers must
align with the gripper-closing direction. Let d = p, p ;. The projected alignment

error must satisfy:

kd d n )nik A (3.0.3)

where A de nes the maximum admissible tangential displacement between can-
didate contact centers. In our implementation, A 2 [5;15]mm, corresponding to

practical lateral alignment tolerances relative to the gripper jaw width.

3.1.4 Local Patch Representation

Each grasp candidate is represented as a pair of local surface patches:

G=(P1;Py)

where R; P, 2 R%2323  denote structured geometric patches centred at two opposing
candidate contact locations. Each patch is represented as a 32 32 grid of 3D points,
with the last dimension storing the Cartesian coordinates (X;y;z) in the camera

reference frame. This resolution was chosen as a practical minimum: it is small

enough to keep the representation compact and computationally e cient, yet large
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enough to capture the local surface shape required to assess whether a contact region
is suitable for grasping. Each patch contains 32 32 = 1024 points sampled in

a structured grid around a selected surface point. Both patches are expressed in
a shared coordinate frame to preserve geometric consistency. During training, no
Principal Component Analysis (PCA)-based alignment is applied, since the model is
trained on synthetic patch data. At test time, however, PCA-based alignment may
be applied to patches extracted from object meshes to ensure consistent orientation
and improve stability of geometric evaluation. The representation contains no RGB,
depth, segmentation masks, object labels, or global pose information. This patch-pair

encoding allows category-independent evaluation of grasp feasibility.

3.2 Synthetic Dataset Construction

To train a zero-shot geometry classi er without reliance on object-level supervi-
sion, a fully procedural synthetic dataset is constructed. The key rationale is that
grasp feasibility in the proposed framework is de ned purely by local geometric com-
patibility between contact regions, rather than global object structure. As a result,
training data can be generated directly from geometric primitives without requiring
object meshes or semantic labels.

Unlike simulation-heavy pipelines that render full objects and rely on physics
engines or large-scale annotations [5,13, 16,39, 40], this approach avoids unnecessary
dependencies on object identity, reduces data generation complexity, and ensures
that the learned representation remains strictly aligned with the underlying contact-
centric formulation. This design enables scalable data generation while promoting

generalization to previously unseen object geometries.
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3.2.1 Graspable Patch Generation

To generate graspable patches for our synthetic dataset, we use a set of rules to

procedurally generate patch pair samples.

1. Sample center p uniformly within bounded 3D volume.
2. Sample oset p2D.

3. Setp=p1+ p.

4. Generate planar patch grids around jpand p;.

Each patch is initially generated as a planar 32 32 grid centred at p and p,.
To increase geometric diversity while preserving the overall structure of a plausible
opposing-contact pair, a set of controlled augmentations is applied. These operations
(described below) model small variations in local surface geometry (e.g., roughness,
mild curvature, and localized bending) while maintaining a bounded inter-patch sep-
aration and approximately aligned opposing planes. These operations were chosen to
capture the minimal set of geometric variations that commonly occur at real contact
regions while preserving grasp feasibility constraints. Speci cally, planar perturba-
tions (tilts) model small orientation di erences between opposing surfaces, quadratic
curvature captures convex and concave deviations from ideal planar contact, sinu-
soidal variations approximate surface texture and manufacturing irregularities, and
stochastic noise re ects sensing and reconstruction artifacts. Localized bending fur-
ther introduces non-uniform deformation to simulate piecewise surface variation near
edges or exible regions.

The selection of these augmentations was guided by two principles: (i) complete-

ness, in the sense of spanning common low-order surface variations encountered in
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real-world objects, and (ii) constraint preservation, ensuring that augmented patches
remain within the feasible regime de ned by distance, antipodal alignment, and con-
tact geometry. More complex deformations were intentionally avoided to prevent
introducing unrealistic geometries that would violate the assumptions of parallel-jaw
contact. As a result, the augmentation set provides su cient geometric diversity to
improve robustness while maintaining physical plausibility and alignment with the

contact-centric formulation.

Small Relative Tilts Between Patches

To introduce mild orientation variation while keeping the two contact regions
approximately parallel, each patch is assigned small tilt angles about the local in-
plane axes. In the implementation, tilts are applied by adding a planar depth ramp
over the patch grid rather than explicitly rotating the 3D coordinates. Let (x;y)
denote in-plane coordinates centred at the patch centroid. The tilted depth eld is

modelled as

Z9x;y) = z(x;y) +tan( )y +tan( y)x (3.0.4)

where , and y are sampled from a bounded range, and the relative tilt between
the two patches is constrained to remain small (on the order of a few degrees).
To approximate the resulting plane orientations, the normal corresponding to

( x; y) is computed as

2
tan( y)
n( x; y) = gtan( Xé (3.0.5)
tan( y); tan( x); 1°
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and the angular deviation between the two patch planes is bounded by limiting

cost (n7ny).

Controlled Curvature (Convex / Concave)

Real contact regions are rarely perfectly planar. To model mild departures from
planarity while retaining analytic control, each patch is augmented by adding a

quadratic height eld over normalized in-plane coordinates &;y) 2 [ 1;1] 2
. — A 2 2
Zeuw Ky) =S Xy (3.0.6)

where A > 0 controls the overall curvature magnitude, r > 0 is a radius-like scale fac-
tor that modulates how quickly the surface bends with distance from the patch center,
and s 2 f+1; 1g selects the curvature direction. Specically, s = +1 produces a
convex bulge (depth increases away from the center), whereas s = 1 produces a
concave bowl (depth decreases away from the center).

This model is radially symmetric because it depends only orfx+y 2, ensuring
that the patch remains smooth and isotropic in curvature. The maximum deviation
occurs at the boundary of the normalized square. Since &yy) 2 [ 1; 1F, the largest

value ofx? +y 2 is 2 (at the corners), yielding the bound

. . 2A
r)glaszcurv Q(1y)1 = T (3-0-7)

In practice, this maximum is constrained to be small relative to the nominal depth of
the patch so that the augmentation produces mild curvature rather than an unrealis-

tically thick or folded surface. This curvature term is added as a depth perturbation,
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preserving the original sampling of in-plane coordinates and maintaining the patch

as a 32 32 structured grid in the (x;y) plane.

Wave-like Surface Variations

To emulate periodic undulations such as shallow ridges, grooves, or material wavi-
ness, a bounded sinusoidal surface term is added using the same normalized coordi-

nates:

Zuave&y) = A sin(i) cos(fy) (3.0.8)

where the amplitude A and spatial frequency f are sampled within prede ned ranges.
The amplitude A directly controls the peak-to-trough depth variation, while f deter-
mines the spatial density of oscillations across the patch. Because jsin()] 1 and

jcos()j 1, this perturbation is inherently bounded:

Zwavey)j A (3.0.9)

The product form sin(i) cos(ly) generates a two-dimensional ripple pattern rather
than one-dimensional \striping”, producing smoothly varying ridges and troughs
along both axes. Normalization ensures that the same (A, f) ranges yield comparable
geometric variations regardless of the physical size of the patch, which is important

because the patch extent is derived from camera intrinsics and depth.
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Stochastic Height Variations

Depth sensors and stereo reconstruction pipelines introduce small, spatially vary-
ing noise. To simulate this e ect and improve robustness, additive zero-mean Gaus-

sian deformations are applied pointwise to the depth values:

Zqxy) = z(xy) + (Xy); x;y) N(O; ) (3.0.10)

Here , sets the noise level and is chosen such that the induced deviations remain
small relative to the patch depth scale. The perturbation is applied only along the
depth axis (i.e., the z coordinate), leaving the in-plane coordinates unchanged. This
models range uncertainty and ne-scale surface irregularities without altering the
spatial sampling density of the patch. Because the noise is zero-mean, the expected

depth of the patch is preserved:

E[z9% y)] = z(x;y) (3.0.11)

Thus, the augmentation increases local variability while preserving the patch pair's

global depth placement.

Localized Bending via Smooth Transition Masks

In addition to globally uniform deformations (tilts or curvature), real surfaces may
exhibit non-uniform bending where one region remains approximately planar while
another gradually changes orientation. To simulate this e ect, a smooth transition
mask m;y) 2 [0; 1] is constructed over the normalized coordinates. A bending axis

a 2 fx;yg and a transition location 2 [0:6;0:8] are sampled so that a substantial
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portion of the patch remains unbent, while the remaining region undergoes a gradual
tilt change.

The mask is designed so that m 1 in the unbent region and decreases smoothly
toward m O in the bent region. A secondary tilt increment ( «; ) is sampled
(with magnitudes on the order of tens of degrees) and blended with the original patch

tit ( x; y) as

Ky)= x+ x 1 mky) (3.0.12)

yky)=  y+ y 1 mky) (3.0.13)

This interpolation has two important properties. First, when mg;y) 1 (unbent
region), the e ective angles reduce to the original {; ). Second, when myy) O
(fully bent region), the angles approach (+ ; y+ ). Because the transition
is smooth, the induced depth eld remains continuous, avoiding unrealistic sharp
creases.

These spatially varying tilts are applied through the same depth-ramp formulation
used for uniform tilting, yielding a patch with locally varying normals while preserving
the overall grid structure and spatial extent. This augmentation is particularly useful
for generating \partially compliant” or \piecewise planar" contact regions, which may

occur near edges, folds, or gently warped surfaces.

Rigid Joint Rotation About Centroid

After applying local surface augmentations independently within each patch (e.g.,

curvature, waves, noise, and bending), the two patches are concatenated into a single
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point set and jointly rotated as a rigid body:

Pjgint = RP joint (3.0.14)

where R 2 SO(3) is a three-dimensional rotation matrix sampled uniformly over ori-
entations. The rotation is performed about the common midpoint of the two patch
centroids (i.e., the midpoint of their mean 3D positions), thereby preserving the rela-
tive geometry between the patches. Consequently, the inter-patch separation, relative
alignment, and local shape cues remain unchanged, while the absolute orientation of
the pair with respect to the camera frame varies.

This step introduces viewpoint diversity and prevents the learning problem from
becoming biased toward a xed canonical orientation. Because the transformation is

rigid, pairwise geometric relationships that de ne grasp compatibility are conserved.

Centroid Normalization

Finally, to remove any bias due to absolute position in the camera coordinate
system, the concatenated two-patch point cloud is centred at the origin. Let the
combined centroid be

1 X1 Xz '
= - xP o x@ (3.0.15)

+ [
N1+ N> i=1 j=1

where fx gt and fx g3 are the point sets of patch 1 and patch 2, respectively.

All points are then translated by

0=x (3.0.16)
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(@) (b) () (d) (e)

Figure 3.3: Di erent types of augmentations applied to generate graspable patches.
(a) no augmentation, (b) slight tilt, (c) added bend, (d) added curvature, (e) wave-
like texture on the blue patch and noise added to the red patch.

This normalization enforces a consistent reference frame across training examples,
ensuring that the model must rely on relative local geometry (surface shape, relative
patch placement, and inter-patch orientation) rather than exploiting absolute location
cues. Importantly, translation does not alter local surface structure or inter-patch

relationships, thereby preserving grasp-relevant geometry.

Summary. The overall augmentation pipeline operates in two stages: (i) local depth-
eld modi cations that introduce realistic curvature, periodic texture, sensor-like
noise, and non-uniform bending while preserving patch sampling, followed by (ii)
global rigid transformations (joint rotation and centroid normalization) that increase
viewpoint diversity and remove absolute-position bias without changing the intrinsic
geometry of the patch pair. All patch pairs are centred by translating their midpoint

to the origin. Examples of augmented graspable pairs are shown in Figure 3.3.

3.2.2 Non-Graspable Patch Generation

Non-graspable samples are generated to explicitly teach the model the boundary
between feasible and infeasible contact con gurations. While graspable patch pairs

de ne the positive class, they alone are insu cient to constrain the decision boundary,
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as many geometrically similar con gurations may still violate the conditions required
for stable parallel-jaw contact. Therefore, negative examples are required to prevent
the model from overgeneralizing and to ensure that it learns physically meaningful
failure cases.

Rather than using random negative sampling, non-graspable samples are con-
structed by systematically violating one or more of the geometric constraints de ned
in Section 3.1. This ensures that each negative example corresponds to a physically
interpretable failure mode of grasping (e.g., insu cient separation, misalignment, or
non-antipodal contact), thereby providing informative supervision aligned with the
underlying mechanics of grasp feasibility.

To maintain a balanced and stable training process, the dataset is constructed
with an approximately equal number of graspable and non-graspable patch pairs. This
prevents bias toward either class and ensures that the model learns a well-de ned and

symmetric decision boundary between feasible and infeasible contact con gurations.

Same-Plane Violation

The separation between patch centers along the approach axis is reduced to:

kp: p 2k 2[0;10 mm] (3.0.17)

This produces co-planar or nearly co-planar surfaces. Such con gurations fail the

minimum jaw opening requirement and do not allow stable opposition.

Large-Angle Violation

The angle between surface normals is forced to exceed the antipodal tolerance:
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cos' (n; (n 2))>30 (3.0.18)

and may extend up to 90. This represents con gurations in which the surfaces

are oblique or perpendicular, thereby preventing stable force closure.

Alignment Violation

Patch centers are laterally displaced such that:

kd (d n )nik>A (3.0.19)

This misalignment prevents the gripper pads from engaging opposing regions sym-
metrically.
Insu cient Separation Violation

The separation is sampled from a narrow range:

kpy p 2k 2[1;10 mm] (3.0.20)

These con gurations are neither coincident nor su ciently separated to engage,

resulting in unstable contacts.

Excessive Curvature Violation

One or both patches are assigned curvature exceeding feasible contact limits;
maxjz(x;y)j > ; or local bending exceeding 4ailt variation. This simulates highly

irregular or sharp surfaces incompatible with planar gripper pads.
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Figure 3.4: Examples of non-graspable patch pairs used in the synthetic test dataset:
(a) co-planar patches, (b) patches at a large relative angle, (c) poor patch alignment,
(d) excessive bending, (e) insu cient gap between patches.

Multi-Constraint Violations

In more complex negative samples, multiple violations are combined simultane-
ously (e.g., large angle, misalignment, and curvature). These represent highly unsta-
ble grasp scenarios and increase dataset diversity. Importantly, the same geometric
augmentations used for positive samples (noise, curvature, bending, rotation) are also
applied to negative samples to prevent the network from learning super cial cues. The
only distinguishing factor is the violation of the core geometric feasibility constraints.
Examples of non-graspable con gurations are shown in Figure 3.4.

The augmentation parameters, including noise variance, curvature magnitude,
tilt ranges, and bending limits, were selected to introduce realistic variability in lo-
cal surface geometry while preserving the distinction between feasible and infeasible
contact con gurations. These values were chosen empirically to ensure geometric
plausibility rather than through exhaustive hyperparameter search. While the strong
performance on synthetic and real-world evaluations suggests that these choices are
e ective, a more systematic sensitivity analysis of augmentation parameters remains

an important direction for future work.
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3.3 Network Architecture

The model uses a PointNet++ backbone [65] to process each patch indepen-
dently before feature fusion. Each patch is encoded into a latent feature vector
fi= (P 1); f.= (P ,). Features are concatenated f = [f;f,] and passed through

fully connected layers to produce a scalar graspability score:

§= (Wf+b) (3.0.21)

Binary Cross Entropy (BCE) loss is used; kcg = [ylog($)+(1 y)log(1 ¥)].

In our label convention, graspable patch pairs are assigned y = 0 and non-graspable
patch pairs are assigned y = 1.

A xed decision threshold of 0.5 is used to classify patch pairs as graspable or
non-graspable. This choice follows naturally from the binary cross-entropy formula-
tion and is applied consistently across all experiments, without object-speci ¢ tuning.
Maintaining a single global threshold ensures that the evaluation re ects true gener-
alization rather than post-hoc calibration or netuning. It is important to note that,
under the chosen label convention, lower predicted scores correspond to higher grasp

feasibility, while higher scores indicate non-graspable con gurations.

3.4 Synthetic Object Evaluation

To assess zero-shot generalization to previously unseen object geometries, the
trained grasp classi er is applied to reconstructed object scenes obtained from stereo
depth sensing. Unlike the procedurally generated synthetic dataset used during train-

ing, these evaluation scenes contain complete object geometries drawn from standard
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object datasets and rendered in physically realistic con gurations.

Scenes are generated using BlenderProc [67] to produce RGB-D renderings of
objects from the LINEMOD and YCB-Video datasets. Each scene is observed from
two opposing virtual stereo viewpoints. Depth maps from both views are converted
into point clouds and registered into a common coordinate frame, producing a uni ed
geometric representation of the scene.

For each view, surface points are sampled uniformly from the visible object regions.
Around each sampled point, a local 32 32 surface patch is extracted in the camera
coordinate frame using the same representation employed during training. All patches
are expressed in the shared coordinate system prior to pairing.

Candidate grasps are generated by exhaustively pairing patches both within a
single view and across opposing views. This pairing strategy produces a dense set of
potential contact con gurations spanning the observed object surface. The trained
classi er evaluates each patch pair to produce a scalar grasp feasibility score. Candi-
dates with scores below a xed decision threshold are retained as grasp predictions,
while the remainder are rejected.

Importantly, no object meshes, semantic annotations, or pose estimates are pro-
vided to the classi er during evaluation. The synthetic training dataset contains no
samples derived from these test objects. The protocol, therefore, evaluates the model's

ability to transfer learned geometric contact reasoning to entirely novel object shapes.

3.5 Training Procedure

The network is implemented in PyTorch [68] and trained using the Adam opti-

mizer [69] with an initial learning rate of 16 . Training is performed for 250 epochs
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with a batch size of 32. To improve optimization stability, gradient clipping with

a maximum norm of 1.0 is applied. A StepLR learning rate scheduler is used to
decay the learning rate by a factor of 0.7 at xed intervals corresponding to approxi-
mately 50,000 training iterations, with updates applied once per epoch. Binary Cross

Entropy (BCE) loss is used to supervise graspability classi cation.
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Chapter 4

Experimental Results

This chapter evaluates the proposed zero-shot, geometry-driven grasp prediction

framework, RCVGrasp, through three progressively realistic experimental settings:

1. Synthetic patch-pair classi cation experiments,
2. Object-level grasp prediction on full 3D meshes,

3. Real-world robotic grasping experiments.

Together, these experiments assess (i) geometric learning accuracy, (ii) zero-shot

object-level generalization, and (iii) physical grasp execution feasibility.

4.1 Experimental Setup

All real-world experiments were conducted using an AgileX Piper 6-Degrees of
Freedom (DoF) robotic manipulator equipped with a parallel-jaw gripper gripper,
with a maximum payload capacity of 1.5 kg. The robot was operated in position-
control mode. Scene geometry was captured using a multi-view stereo vision sys-
tem composed of two independent stereo pairs. Each stereo pair consisted of two
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Raspberry Pi High Quality cameras (Sony IMX477, 12.3 MP sensor) operating at a
resolution of 1080 1920 pixels.

Stereo reconstruction was implemented using OpenCV [70]. For each stereo pair:

" intrinsic and extrinsic calibration was performed,
" stereo recti cation was applied,
" Disparity maps were computed using StereoSGBM [71], and,

~ 3D point clouds were reconstructed and registered into a shared coordinate

frame.

The resulting fused point cloud provided a dense geometric representation of the
workspace for grasp candidate extraction. All neural network training was performed
on a multi-GPU workstation using four NVIDIA Quadro RTX 8000 GPUs (48 GB
VRAM each) and required 8 hours. Inference was conducted on a single GPU.

The performance of RCVGrasp depends on the quality of the reconstructed point
cloud. However, the model itself operates on local geometric patches and is not tied
to a speci c camera con guration or viewpoint. In particular, changes in camera posi-
tion, such as moving the camera closer or farther from the scene, do not signi cantly
a ect model performance as long as the resulting point cloud remains at a consis-
tent scale with respect to the synthetic training data. This is because the learned
representation depends on relative local geometry rather than absolute camera pose.

Nevertheless, variations in viewpoint, occlusion, and reconstruction noise can in-
uence the delity of extracted surface patches. Therefore, while the method is ro-

bust to camera placement and viewpoint changes under consistent scaling, the sensing
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pipeline remains an important practical component, as degraded reconstruction qual-

ity may indirectly impact grasp prediction performance.

4.2 Synthetic Patch-Pair Classi cation Experiments

4.2.1 Experimental Design

To evaluate the learned grasp-feasibility classi er in isolation from object geom-
etry, experiments were rst conducted on a synthetic test set. The test set con-
sisted of 1,000 independently generated patch pairs, comprising 500 graspable and
500 non-graspable samples. These samples were generated using the same procedural
framework described in Chapter 3, but were completely disjoint from the training
and validation partitions. This separation ensures that the evaluation measures gen-
eralization to previously unseen local geometries rather than memorization of specic

patch instances.

4.2.2 Results

The trained network achieved a classi cation accuracy of 98:0% on the synthetic
test set. To establish a baseline, we implemented an analytical geometric classi er
that uses the same distance, angle, and alignment constraints as those used to generate
the dataset. This classical rule-based method achieved 72:4% accuracy on the same

test set.

4.2.3 Analysis

Despite using identical geometric constraints in principle, the analytical classi-

er performed signi cantly worse than the learned model. This discrepancy arises
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because:

" Data augmentations introduce curvature, noise, and local deformation,
"~ Fixed thresholds are brittle to small geometric deviations,

" The learned model captures non-linear feature interactions across the full patch.

These results demonstrate that the network does not merely replicate the explicit
rules used during data generation, but instead learns a more robust geometric decision

boundary.

4.3 Object-Level Zero-Shot Evaluation on Mesh Models

4.3.1 Experimental Design

To evaluate zero-shot transfer from isolated synthetic patch-pair classi cation to
object-level grasp prediction, experiments were conducted on complete 3D object
meshes. Ten previously unseen objects were selected for evaluation, including four
objects from the LINEMOD dataset and six objects from the YCB-Video dataset.
None of these objects were used during training, ensuring that the experiments mea-
sure true geometric generalization rather than memorization of speci ¢ shapes. The
evaluated objects are shown in Figure 4.1.

For each object, 200 surface points were randomly sampled across the mesh.
Around each sampled point, a local 32 32 3 surface patch was extracted using the
same representation employed during synthetic training. Each patch, therefore, rep-
resented a candidate contact region expressed in a common camera coordinate frame.

Grasp candidates were generated by exhaustively pairing each patch with every other
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Figure 4.1: Object meshes from LINEMOD and YCB-Video datasets used in exper-
iments: (a) ape, (b) duck, (c) camera, (d) cat, (e) cracker box, (f) apple, (g) at
screwdriver, (h) mustard bottle, (i) power drill, (j) hammer. The enlarged sphere at
the end of each line denotes the patch center, while the surrounding points are colored
to indicate the spatial extent of the corresponding patch. For YCB object meshes,
the points are smaller and more densely distributed, resulting in more compact patch
centers and regions.

patch on the same object, resulting in approximately 200 199 = 39;800 candidate
patch pairs per object. This exhaustive pairing strategy ensures dense coverage of
potential contact con gurations spanning a wide range of distances, orientations, and
alignments.

Each candidate patch pair was evaluated by the trained network, which produced
a scalar graspability score in the range [0; 1], where lower values correspond to stronger
grasp feasibility. A xed threshold of 0:5 was applied to classify patch pairs as gras-
pable or non-graspable. This protocol allows direct assessment of how e ectively the
learned local geometric representation transfers from purely synthetic patch pairs to

full object geometry without retraining.
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4.3.2 Non-Maximum Suppression of Redundant Grasp Candidates

Exhaustive pairing of surface patches produces many geometrically similar grasp
con gurations. High-scoring candidates often represent the same underlying grasp,
di ering only in patch indices or contact ordering. A post-processing stage based on
Non-Maximum Suppression (NMS) [72] was therefore applied to remove redundant
grasp hypotheses while preserving distinct contact con gurations.

Let each grasp candidate be de ned by a pair of patch indices (i; ) with associated
contact centers ¢ and ¢, and predicted grasp probability §. Candidates were rst
sorted in descending order ofis (higher probability indicating stronger grasp feasibil-
ity). The highest-ranked candidate was retained, and the remaining candidates were
iteratively compared against previously retained grasps.

A candidate grasp (i; ) was suppressed only if it represented essentially the same
grasp as a retained grasp (p; q). Two grasps were considered geometrically equivalent

if:

1. Exact Pair Match: The patch indices were identical (including reversed or-
dering), i.e.,

() =(@;q) or (i;])=(a;p):

2. Dual-Contact Geometric Overlap: Both contact locations were spatially
close in both consistent and swapped pairings. Let and r; denote the es-
timated radii of patches i and j, computed as the distance from the patch
center to its k-th nearest neighbour in the original point cloud (k = 1024 in all

experiments).
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De ne the pairwise distances:

dis =kci ¢ pk; dyy=kc; c gk;

diz=kci ¢ ¢k; dy=kc; c pk

The candidate was suppressed if either:

dp< (ri+trp) and dp< (rj+rg);

or

do< (ri+rg) and dy< (r;+rp);

where = 0:5 is the overlap factor used in all experiments.

This criterion requires both contact regions to overlap simultaneously before suppres-
sion occurs. Consequently, grasp candidates that share only a single contact location
are retained, allowing distinct grasp types anchored at the same surface region to co-
exist. The overlap factor = 0:5 enforces that corresponding contacts must lie within
50% of their combined patch radii to be considered redundant. This produces a |-
tered set of geometrically distinct grasp hypotheses while preserving high-con dence

con gurations.

4.3.3 Results

Across all objects, approximately 1:2% of evaluated patch pairs were classi ed as

graspable. This strong sparsity is expected, as valid antipodal contact con gurations
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Table 4.1: Analytical validation of network-predicted grasp candidates

Object Total Valid (%) Invalid (%)

Cracker Box 125 53.6 46.4
Mustard Bottle 70 21.4 78.6
Flat Screwdriver 27 11.1 88.9
Apple 13 15.4 84.6
Power Drill 88 8.0 92.0
Hammer 232 16.8 83.2

represent only a small subset of all possible surface pairings.

4.3.4 Qualitative Analysis

Inspection of the highest-ranked grasp candidates (visualized in Figure 4.1) re-

vealed consistent geometric trends:

~ On box-like objects, grasps were predicted on opposing planar faces.

" On cylindrical objects, grasps are aligned along locally symmetric curved re-

gions.

~ On elongated tools, grasps concentrated on handles rather than concave or

complex functional ends.

Importantly, no object identity information was provided to the network. Grasp

prediction was driven entirely by local surface geometry.

4.3.5 Independent Geometric Validation

An independent analytical geometric check was applied to predicted grasp can-

didates, the results of which are shown in Table 4.1. The analytical test rejected
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Figure 4.2: Objects used for real-world testing

many predictions due to the use of a rigid threshold. This further demonstrates the

limitations of rule-based evaluation relative to learned geometric reasoning.

4.4 Real World Grasping Experiment

4.4.1 Experimental Design

For real-world validation, 10 physical objects were individually placed within the
robot workspace and reconstructed using the stereo vision system described in Section
4.1. For each object, 150 surface points were uniformly sampled from the fused
point cloud. Around each sampled point, a local surface patch was extracted, and
the trained network evaluated all possible patch pairs to produce graspability scores

de ned in Section 3.3. After NMS [72] to remove redundant or overlapping candidates,

Jayalekshmi Jayakumar - Electrical And Computer Engineering






	Abstract
	Statement Of Originality and Disclosure of Use of Artificial Intelligence
	Acknowledgments
	Table of Contents
	List of Tables
	List of Figures
	Glossary of Terms
	Glossary of Symbols
	Glossary of Abbreviations
	Introduction
	Motivation
	Problem Statement
	Contributions
	Outline

	Background
	Grasp Notations
	Grasp Techniques
	Grasp Evaluation and Benchmarking Metrics
	Our Positioning

	Methodology
	Grasp Constraints and Representation
	Distance Constraint
	Antipodal Angle Constraint
	Alignment Constraint
	Local Patch Representation

	Synthetic Dataset Construction
	Graspable Patch Generation
	Non-Graspable Patch Generation

	Network Architecture
	Synthetic Object Evaluation
	Training Procedure

	Results
	Experimental Setup
	Synthetic Patch-Pair Classification Experiments
	Experimental Design
	Results
	Analysis

	Object-Level Zero-Shot Evaluation on Mesh Models
	Experimental Design
	Non-Maximum Suppression of Redundant Grasp Candidates
	Results
	Qualitative Analysis
	Independent Geometric Validation

	Real World Grasping Experiment
	Experimental Design
	Results
	Discussion

	Cross-Dataset Agreement Analysis
	Summary of Experimental Findings

	Conclusion
	Summary
	Future Work

	Bibliography

