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Abstract

3D printers are becoming an ever-cheaper way to prototype or reproduce objects. There are
difficulties that arise when attempting to reproduce very large objects with a 3D printer. Printers have a
limited volume that they can print, or struggle to plan their process for very large 3D models. A solution
to this problem is to segment the larger mesh into smaller parts that can be printed separately, then
reassembled. In this thesis we describe various approaches to mesh segmentation and present an approach
that efficiently segments very large 3D models so that they can be printed. Finally we show the results of

our approach on 4 objects of increasing size and complexity.
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Chapter 1

Introduction

1.1 Definitions

In this thesis we use the term "mesh" to refer specifically to a triangular surface mesh,
defined as a tuple of vertices, edges and face, {V, E, F}. A triangular surface mesh can be used to
define the boundary of a three-dimensional object.

When considering a mesh as an undirected graph by using {V, E}, a vertex's n-radius is
defined as the set of vertices that are at most distance n in the graph. A vertex's degree is defined
as the number of edges incident to the vertex. We can construct a mesh's degree matrix (D) by

placing the degree of each vertex along a matrix diagonal. A mesh's adjacency matrix (A) is

defined as:
o {1 if i # j and vertices i and j are adjacent 11
Y 0 otherwise '
Using a mesh's adjacency and degree matrices we can construct its Laplacian as:
L=D-A 1.2

A mesh's dual graph is constructed by creating a vertex for every face in the mesh, and edges
joining adjacent faces.

The minimal oriented bounding box for a mesh is the box with the smallest possible volume
that completely encloses the mesh. This box may not be axis-aligned, but can be defined by three

perpendicular vectors and a length, width and height.

1.2 3D Model Acquisition and Printing

The process of replicating a physical object using a 3D printer has two parts: Digitization and
reproduction. In our application, we generate several clouds of points in 3-space using a

triangulation-based range scanner. These point clouds are aligned and a triangle surface mesh is
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generated to produce a 3D model representing the original specimen. At this stage, we are able to
perform any cleaning, repair and processing operations necessary before sending the model to a

3D printer for reproduction.

1.2.1 3D Scanning

The triangulation-based range scanner is a single unit containing a laser and a camera. The
laser sweeps across the visible side of the specimen and the camera records the observed position
of the laser dot on the specimen within its field of view. Because both the distance between the
camera and the laser emitter and the angle of the laser beam are known, the scanner’s software
can calculate the dot’s position in 3-space relative to the scanner. This produces a cloud of points
that represent the camera-visible side of the specimen.

Because an individual scan is limited by what is visible to the camera, the scanning process is
repeated multiple times until as much of the specimen’s surface as is possible has been recorded.
The topology of certain objects makes it impossible to get an accurate set of point clouds. For
example, a scanner would be unable to see inside a vase or similarly-shaped object. In addition,
because the scanner’s laser samples in a regular grid, parts of the specimen that are close to
parallel to the emitted laser beam will have a much lower density of samples. This can be
mitigated by taking care to cover all visible surfaces of the specimen with one or more scans.

Finally, because the scanner relies on reflected light to calculate the coordinates of each
point, certain materials can produce error in the resulting point clouds. In particular, specimens
with specular markings (due to writing with a magic marker) caused slight indentations on the

surface of the generated 3D model.

1.2.2 Mesh Generation

After scanning, the point clouds are triangulated and merged into the final 3D model using a

process similar described in Turk and Levoy [20]. Our particular scanner’s software package is



proprietary, but it produces qualitatively similar seams between scans as the technique outlined in
by Turk and Levoy.

Turk and Levoy’s process functions in three phases: Triangulation, alignment and zippering.
During triangulation, each set of four adjacent points in the grid is considered. Based on a
threshold distance, they produce either 0, 1 or 2 triangles using the shortest diagonal. Once each
point cloud has been used to generate a triangle mesh, the meshes are aligned using a modified
Iterative Closest Points algorithm [2]. For two meshes A and B, the alignment algorithm maps
each vertex on B to its closest point on the surface of A. Pairings where the distance exceeds a
threshold are discarded, as well as pairings where the surface point of A is on a boundary edge. A
rigid transformation is performed on mesh B to minimize the sum of remaining distances and this
process is repeated until convergence. Finally, the zippering process merges the aligned meshes.
The two meshes to be zippered are overlaid and a new triangulation is formed along the
intersecting area by creating new points where the triangle edges of the two meshes intersect and
breaking apart the existing triangles to include these new points. At this point, a rough
simplification can be run to merge any resulting triangles that are smaller than a threshold,

producing a triangle density roughly similar to the rest of the mesh.

1.2.3 Mesh Repair/Processing

As noted, the scanning process may produce artifacts that must be corrected. In order to be
accurately reproduced these artifacts must be corrected either manually or through an automatic
process. Two examples of automated cleaning are automated hole-filling, outlined by Long [12],
and correction of geometric anomalies due to superficial markings, outlined by Stolpner and

Rappaport [19]. The QChopper algorithm described in this thesis falls into this category as well.

1.2.4 Printing/Reproduction

There exist two broad categories of 3D printers: Additive and subtractive. Additive printers

work by adding material to an object, usually in thin layers, to produce a close approximation of
3



the required 3D model. Subtractive printers start with a block of material and cut away unneeded
parts to reproduce the required 3D model.

Both types of printers have a maximum physical size object that they can produce that is
specific to the brand of printer. Additionally, a subtractive printer’s control software must convert
a triangle mesh to a set of higher order surface patches such as cubic splines. In our experience
this can fail outright on larger, more complicated models.

For our purposes, we primarily consider a large subtractive printer. The limiting factor here
is the printer's control software which fails less frequently as the vertex and face counts in a mesh
decrease. It operates by carving a large piece of polyurethane foam using a router bit at the end of

a robotic arm.

1.3 Problem Description

The company Research Casting International traditionally creates reproductions of fossils
and other artifacts using traditional molding and casting techniques. They are investigating the
possibilities that using 3D scanning and printing technology would open for them. In this thesis
we focus on processing existing 3D meshes so they can be reproduced with a 3D printer.

The 3D models we are working with are very large fossilized bones, potentially with
dimensions over 1x1x1m?® and over 1 million vertices. For either type of printing outlined above,
the models must be simplified in some way. The model cannot be resized and although the
surface may be simplified, there is still a high level of required detail. The only option is to cut
the large model into smaller pieces for printing, then reassemble them afterwards.

We can define two primary criteria based on this:

1. Each resulting piece must be printable by our printer.
2. The resulting pieces must easily be reassembled.
Our algorithm must take an arbitrarily large 3D model as an input and produce several pieces

that fit the above criteria.



Without such an implementation, Research Casting International must segment their meshes

manually which they describe as very time-consuming.

1.4 Organization of Thesis

This thesis is organized into four sections. Chapter 2 provides background information on
mesh segmentation algorithms. In chapter 3, we go into further detail on a specific algorithm
called “Chopper” that we directly base our work upon. Chapter 4 outlines our changes to the
Chopper algorithm to suit our needs, and chapter 5 provides our empirical results using our
modified Chopper (referred to as QChopper). Chapter 6 summarizes this thesis and provides

some directions that future work on QChopper could take.



Chapter 2

Background

Mesh segmentation has applications across many fields which have differing requirements.
Because of this, many types of segmentation exist which can be categorized in a few different
ways.

As defined in section 1.1, a surface mesh M consists of a tuple {V, E, F} of vertices, edges
and faces. We define a segmentation of M as X' = {M,, ..., M, _, } where each member of X' is the
mesh produced by taking a distinct subset of one of V, E or F of the original M.

The general problem of defining a segmentation of M can be posed as an optimization
problem on partitioning S such that a function J(S,, ..., Sx—1) is optimal for a set of constraints.
The objective J can vary greatly depending on both the technigque used and the desired result of
the segmentation.

Following Shamir’s example [17], we classify 5 predominant types of algorithms:

=

Region growing.

2. Hierarchical clustering

3. lterative clustering

4. Implicit methods

5. Spectral analysis

Many algorithms exhibit the characteristics of more than one of these types. In this section
we broadly define the properties for each of the five types and provide an example that fits the

archetype well.

2.1 Region Growing

Region growing algorithms are a simple greedy approach to mesh segmentation.



2.1.1 Single Source Region Growing

Single source region growing algorithms start with a single seed element and add adjacent
elements to a cluster based on some criterion until no more elements can be added to the cluster.
Then, another seed is selected and the process is repeated until all elements in the original mesh
are part of a cluster. The general approach is:

While there exist unclustered elements:
Initialize a queue of elements E
Choose a seed element e to initialize cluster C
Add e’s neighbours to E
While E is not empty:
Pop element s from E
If s can be added to C
Add s to C
Add s’s unclustered neighbours to E

There are two broad ways that single source region growing algorithms distinguish
themselves from each other: The method of selecting seed elements and the criteria for
determining whether element s can be added to cluster C.

The criteria can be as simple as a Euclidean distance measure, or can take into account the
weighting of several qualities including texture information, mesh curvature and the size of C.

The Superfaces method of simplifying meshes presented by Kalvin and Taylor [8] uses a
single-source region growing technique as the first step in their process. They randomly choose
seed faces from any remaining unclustered faces in the mesh. Their merge criteria to add a face to
the current cluster uses the distance from the face to a planar approximation of the cluster, along
with some additional constraints to ensure that the cluster is not “folded" upon itself. These
approximately-planar clusters provide an excellent basis for their simplification algorithm.

Kraevoy et al. [10] present an algorithm called “Shuffler” that allows users to compose new
meshes by using several mesh fragments taken from other meshes. It precomputes these parts

using a form of single source region growing on mesh vertices. Broadly stated, their goals are to
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produce segments that are convex and compact. Their convexity measure looks at the similarity
of a segment to its convex hull, defined by the area-weighted average distance between each

segment’s triangles and their distance to the segment’s convex hull:

Yiec dist(t, H(C)) -area(t) 21
Yeec area(t)
where t is a triangle in C, H(C) is the convex hull of C, dist(t, H(C)) measures the distance

conv(C) =

along t’s normal to H(C). Their compactness measure aims to minimize the area to volume ratio

of a segment’s convex hull which is minimal for a perfect sphere:

area(C)
volume(C)?%/3

Shuffler begins by selecting a seed triangle — its three vertices are added to initialize a

comp(C) = 2.2
cluster. To select this seed, each connected component in the mesh is considered to be a potential
segment and computes its convex hull. For the first iteration, the only potential segments are the
individual connected components within the model. The chosen seed triangle has the minimal
cost over all triangles in a segment for the following cost function:
cost(t,S,c) = (1 + dist(t, C(S))) - (1 4+ comp(c))“ 23

where t is a triangle in a potential segment, S is the potential segment and c is the convex hull of
that segment. C(S) refers to the center point of c, dist(t, p) is the normal distance between triangle
t and point p and a is a constant to control the cost tradeoff between local distance and global
characteristics of the potential segment.

Shuffler adds vertices to a segment using a similar cost function. For all vertices adjacent to
the current segment, it aims to find the one that minimizes the increase in cost function. If no
vertex exists that keeps the cost function for a segment below a threshold, the patch is considered

complete.



2.1.2 Multiple Source Region Growing

Multiple source region growing functions in a similar fashion to the approach described
above, except several seed elements are chosen during initialization and all clusters are expanded
simultaneously. The general approach for this is:

Select n seed elements S;..5,
Initialize clusters C;..C, with elements S;..5,

Initialize a queue of cluster/element pairings Q

For each C;

Add the pairings of C and S;’s neighbours to QO
While E is not empty:

Pop pairing (¢, e) from Q

If e is unclustered and can be added to c

Add e to c

Add the pairings of ¢ and e’s unclustered

neighbours to QO

Eck et al. [4] present a method for creating multiresolution representations of meshes that
uses multiple source region growing to produce a VVoronoi-like tiling of the mesh. They define
three conditions their clusters must meet:

1. Clusters must be homeomorphic to discs
2. Any pair of clusters may have at most one consecutive boundary
3. A vertex may touch no more than three clusters

Seeds are chosen incrementally, adding new seeds until a valid clustering is met. To
determine whether a face can be added to a current cluster, they use an approximation of geodesic
distance, defined as the minimal sum of edge lengths connecting the two vertices.

Zhou and Huang [21] use a multiple source region growing algorithm to perform a feature-
based segmentation of a mesh on its vertices. Their method relies on constructing a geodesic tree
from some root vertex, selecting several seed vertices by using their tree, then using a process

called backwards flooding to create clusters around their seed vertices.



The process Zhou and Huang use to construct their geodesic tree relies on Dijkstra’s shortest
path algorithm which is a breadth-first traversal of the mesh based on geometric distance. Each
vertex in their constructed tree stores the geodesic distance between itself and the root.

Their root vertex can be chosen automatically or manually. Their automatic process works by
choosing a random vertex x. They construct a geodesic tree using x as the root then find the
vertex y with maximal geodesic distance to x. They construct a second geodesic tree using y as
the root and find the vertex z with maximal geodesic distance to y. They define dist(y, z)as the
diameter of the tree with root x, and use z as their automatically chosen root vertex.

Zhou and Huang choose their seed vertices by locating local extrema and saddle vertices,
which both rely on looking at the vertices in the 1-radius. They define a function sgc which for
vertex v with 1-radius neighbours v, ... v, is the number of sign changes between consecutive
elements in the set {(dist(v,) - dist(v)), ..., (dist(vy) - dist(v)), (dist(v,) - dist(v))}where
the function dist(q)is the geodesic distance between gand the root vertex. They define a local
extrema as a vertex v such that sgc(v) = Owhere all elements in the set are negative. A saddle
vertex is defined as a vertex v such that sgc(v) = 2n,n > 2. All other vertices are considered
regular vertices. All local extrema and saddle vertices are used as seed vertices for clustering.

Zhou and Huang use backwards flooding to produce their final clusters. They order their seed
vertices by their geodesic distance to their root vertex. Then, choosing the furthest seed first, they
build a shortest-path graph (using Dijkstra’s technique above) and terminate the construction
when they reach either a saddle vertex or a vertex already belonging to a cluster. Upon
termination they mark all vertices in the graph as belonging to the current seed’s cluster and move

to the seed next closest to the root.

2.2 Hierarchical Clustering

Hierarchical clustering algorithms are similar to multiple source region growing in that they

progressively grow clusters. The key difference is the lack of seed elements to form one or more
10



initial clusters. Every element begins as a member of its own cluster, then with each iteration the
two most similar clusters, for some measure of similarity, are merged to form a new cluster.
Although it is still a greedy approach it eliminates the requirement for a good choice of seed
element(s). The basic algorithm is:

Initialize a cluster for each element
While stopping criterion is not met
Merge the two most similar clusters

Garland et al. [5] implement a hierarchical clustering on the faces of a mesh to provide
aggregate properties over segments. They use contractions of the dual graph of the faces as
defined in 1.1 as a basis for merging clusters, and have three criteria: Planarity, orientation and
shape. The planarity criterion finds the best-fit plane for the vertices in a face cluster and is
defined as the mean squared distance of all the vertices to the plane. Garland et al. discovered that
although the planarity criterion alone worked well in most cases, meshes with local folds in their
geometry would cause clusters that were not planar. The orientation criterion attempts to solve
this by using the same best-fit plane but comparing the deviation of normals. Finally, Garland et
al. note that for certain applications it may be preferable to produce clusterings of faces that are
compact, with compactness in this context being defined as nearly circular. They accomplish this

using a similar metric as Kraevoy et al. [10], but compare the ratio of perimeter to area:

p 2.4

or the ratio of a clustering’s squared perimeter p? to its area w. This metric will approach y = 1
as the clustering becomes more similar to a circle. Using y as a basis they define a function to
reward or penalize the change in irregularity due to merging two clusters [10].

Attene et al. [1] use the same basic approach of contracting the dual graph, but attempt to
extract planar, cylindrical and spherical features from the mesh. They outline their methods for
fitting each primitive to a patch of mesh, and fit each initial cluster to its most similar primitive.

At each iteration, for each pair of clusters they examine the increase or reduction in error by
11



fitting the resulting cluster to its new most similar primitive. The merge made at each iteration

chooses the pair of clusters that provide the greatest decrease (or least increase) in error.

2.3 Iterative Clustering

Where the clustering methods described above will create an arbitrary number of clusters,
iterative clustering algorithms converge towards a specified number of clusters. The general
approach for k clusters is:

Choose k representatives for clusters
Until convergence:
For each element e
Find the nearest cluster representative c
Add e to c¢’'s cluster
For each cluster recompute its representative

The distinguishing characteristics between methods of iterative clustering are their
convergence criteria, their distance measure and their method of computing a cluster’s
representative both for the initial selection and subsequent iterations.

Sander et al. [16] present a method of resampling a 3D surface mesh onto a 2D plane by
iteratively clustering faces. Their implementation chooses its initial cluster representatives
through a bootstrapping process. The first representative is chosen at random, then they run their
clustering algorithm. The last face to be added to a cluster is added to the set of representatives.
This is repeated until they have Kk initial cluster representatives. Their actual clustering process
adds faces to a cluster by comparing normals to ensure planarity and comparing geometric
distance to the cluster to ensure compact clusters. New seeds are chosen by performing a breadth-
first traversal of the dual graph of the cluster, starting at the edges. The most "central” face of the
cluster will be reached last, and will be the new cluster representative. Finally, the algorithm

converges when the cluster representatives do not change between iterations.
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Shlafman et al. [18] present an iterative face-based method of surface decomposition to be
used in defining a smooth morph between two meshes. Here we examine their decomposition
method only.

Shlafman et al. define Dist(F;, F,) for two adjacent faces as a weighted sum of: (1 —

cosz((p)) and PhysDist(Fy, F;). In the first, ¢ is the dihedral angle between the two faces. They
note that their expression is minimized when the two faces are coplanar (¢ = 0 or ¢ = )
indicating that those faces are more similar. Their PhysDist function is the sum of distances
between the centers of mass of the two faces and the midpoint of their common edge. They use
this particular metric to avoid the influence of dihedral angle.

Shlafman et al. use this PhysDist function as a basis for calculating the distance between
non-adjacent faces so that:

DiSt(Fl,Fz) = Fmin (DlSt(Fl,Fg) + DlSt(Fz,F3)) 25

3#F1,F

They choose a representative that is the face closest to the center of mass of the mesh. For
each of the remaining k — 1 representatives, Dijkstra’s algorithm is used to find the minimum
distance of every remaining face to each currently chosen representative. The next representative
is chosen as the face with the maximum average distance to all existing representatives. As noted
in the general approach above, faces are assigned to the cluster representative that they are nearest
to and cluster representatives are reassigned to minimize the average distance between a cluster’s
representative and its member faces. Finally, Shlafman et al. determine that the process has
converged when the clusters completely stabilize, or there are no faces that are assigned to a

different cluster between iterations.

2.4 Top-Down Implicit Methods

Implicit segmentation methods iteratively cut through a model, producing one or more pieces

with each iteration until some condition is met. This process is essentially the inverse of the

13



hierarchical clustering technique above (2.2). Instead of beginning with each element in its own
cluster and merging them, implicit segmentation considers the original model as a single segment
that will be iteratively subdivided based on some criterion. The general approach is:

Let S be an empty list of segments
Add the initial mesh to S
While the stopping condition is not met:
Remove a segment s from S
Split s into {s;}
Add all s; to S
The three areas that implicit segmentation methods differentiate themselves is in their

stopping condition, their selection of the next piece to subdivide and the procedure by which they
cut the current piece.

Katz and Tal [9] outline an iterative top-down binary segmentation of a mesh intended to
isolate features. They define a measure of distance between adjacent faces that is a weighted
combination of geodesic distance and angular distance between their normals. They extend this
definition for non-adjacent faces to find the pair of faces that are furthest apart. Using those faces
as cluster representatives and their distance function, they use a modified form of iterative
clustering to create a fuzzy decomposition - that is, they compute a probability that each face
should belong to one of the two clusters.

From the fuzzy decomposition, they produce three clusters: Faces that are very likely (for a
probability threshold) to belong to one or the other of the original clusters A and B, and a cluster
of uncertain faces C. They use a secondary process to cut cluster C along edges, intended to pass
along edges with highly concave dihedral angles. The two resulting pieces are added to the end of
a queue, and the entire segmentation process repeats.

The Chopper algorithm [14] which segments a mesh so that every piece fits into the volume

of a 3D printer using an implicit method of segmentation is discussed in detail in Chapter 3.
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2.5 Spectral Analysis

Partitioning methods that use spectral analysis share common characteristics rather than a
general process as with the above classifications. They rely on elements of spectral graph theory
[3], specifically the mesh’s Laplacian as defined in 1.1 and other combinatorial properties of the
mesh. In particular, considering the connectivity graph of a mesh, and using the first k
eigenvectors of the graph’s Laplacian to embed the graph into the space R¥, the segmentation
problem can be reduced to a geometric space partitioning problem [6].

Spectral graph analysis was first used as a technique for mesh segmentation by Liu and
Zhang [11] to segment a mesh along its concave seams. In particular, they use k eigenvectors of
an affinity matrix to find the initial cluster representatives for iterative clustering (Section 2.3) in
the space R*. Their affinity matrix is an n x n matrix containing the likelihood of any pair of faces
in the mesh belonging to the same cluster. The basis for this is a similarity measure that combines
an angular distance measure and geodesic distance as a weighted sum, originally defined by Katz
and Tal [9]. The angular distance measure between two faces with dihedral angle ¢ is calculated
as AngularDist(@) = n(1 — cose).

Recall that Liu and Zhang’s goal is to segment along concave seams. To bias their angular
distance function, they set n = 1 when ¢ is concave, and set 1 to be a small value, typically
between 0.1 and 0.2, when ¢ is convex.

To convert their n x n distance matrix d into an affinity matrix they first use a Gaussian

kernel function on matrix W such that 0 < W(i,j) < 1 and o is a constant:
W(i,j) = e 4@/ 20° 26
Experimentally they found that setting o to be the average distance between faces in the

mesh produced good results.
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Following this, they normalize the rows of W to be of unit length. They construct diagonal
matrix D such that D(i,i) = %; W (i,j) and to produce a symmetric affinity matrix N compute
N = D~1/2wp~1/2,

The k largest eigenvectors of N (eq, e,. . e;) are constructed into matrix V = [eq, e;.. €],
which is row-normalized to produce matrix V. Similar to the process outlined in Section 2.3 they
perform an iterative clustering on the matrix V7. They experimentally found that performing the

clustering solely on ¥ caused the algorithm to run into local minima.

2.6 Postprocessing

The resulting set of segments from any technigue can be processed further. Some common
goals in post-processing include smoothing the boundaries between clusters and eliminating small
clusters by merging them into larger ones.

Sander et al. [15] use a Hierarchical Clustering algorithm to produce a rough partitioning of
their mesh. Their goal is to produce patches on the surface of the mesh for texture mapping so it
is preferable that their segments have smooth edges. They straighten the boundaries between
segments by computing a constrained minimum-length straight line path for each segment

boundary.
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Chapter 3

Chopper

The Chopper framework [14] finds a binary space partition (BSP) that divides a model into
several parts. Their motivation is to turn physically large meshes into smaller parts that can be
printed with a small 3D printer and reassembled, which is suited very well to our problem
description.

The Chopper algorithm creates the final BSP by partitioning the largest remaining piece of
the model in two with a cutting plane. For each step of the search, a set of cutting planes is
evaluated and the “best” one is chosen to build upon based on the weighted sum of several
objective functions. This is a greedy search and so is not guaranteed to produce an optimal BSP.
To mitigate this, Chopper uses a beam search [13] — at each step the b best candidate BSPs are
kept and expanded upon in the next step. Similar BSPs expanded from the same parent are culled
to ensure a diverse selection of trees to grow upon.

This search continues until a stopping criterion is reached. Specifically, the algorithm stops
when all pieces of the original model fit within a specified printing volume. With some adaptation

this framework will function well with any stopping criterion.

3.1 Chopper Cutting Plane Selection

The cutting planes used during the search can be defined by a normal and an offset. The set
of possible normals used at each step of the search originate from two sources. The first is the set
of faces of a thrice-subdivided regular octahedron to produce 129 uniformly distributed normals.
Secondly, the three axes of the minimum oriented bounding box for the current part are added to
the set. Chopper samples the offsets for its cutting planes at intervals of 0.5cm, discarding all

normal/offset combinations that do not intersect the part.
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Finally, for each cutting plane in the resulting BSP, Chopper generates a set of connectors on
each plane to provide structural strength or guides for assembly using pentagonal prisms,
although the authors note that any form of connector could be used (including no connector) to

allow for adhesives.

3.2 Chopper Objective Functions

3.2.1 Number of Parts

Chopper does not guarantee that the final BSP will have the absolute minimum number of
parts possible for a given model and print volume, but does include an objective function to
penalize BSPs with large part counts.

Luo et al. [14] note that determining the minimum number of boxes required to cover an
object, P, is NP-hard. An upper bound, ®(P), of the number of parts is estimated by tiling the
minimum oriented bounding box of P. Using this method of estimation, a minimization function

is defined for the set of cuts T that produce a BSP and initial upper bound estimate u to be:

1
fpart (M = Z Z o(P) 3.1

PEeT

In addition, a utilization objective is computed in order to penalize cuts that make poor use of
the print volume. Letting V» denote the volume of part P and Vdenote the maximal allowable

print volume the utilization objective is defined as:

futa (T) = ma%((l— Ve ) 3.2

3.2.2 Connector Feasibility

Chopper’s connector feasibility objective seeks to maximize the number and spread of
potential connectors produced by a cut by examining potential connector locations. A point set of

potential connectors along each cutting plane is initialized using a regular grid and maintained
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over the execution of the algorithm. New cuts may invalidate some connector locations on prior
cuts.

The connector feasibility objective is calculated for a connected component G belonging to
cross-section C using the convex hull of a connected component, 4., and the convex hull of its

potential connector locations, a.

Ag
Jeonnector (T) = max (Grgcaé(T a_G — T, 0) 3.3

The final term T, is used to provide a notion of “sufficiently good” connector placement,
arbitrarily set to 10.

This objective is essentially a way to penalize cuts with either low surface area or a high ratio
between areas of their convex hull and surface but it does so in a discretized way using its regular
grid. A simpler approach would be to look at the ratio of the areas of convex hull and surface in

order to simplify the calculation.

3.2.3 Structural Analysis

Chopper performs a structural analysis of a BSP that requires a user to specify the upright
position of the model and a force to be applied to the model. The authors note that this function is
comparatively slow. Due to its speed and requirement for user input, they note that it is not
always desirable to use this objective.

First, the model is converted to a tetrahedral mesh by simplifying its volume to a 3D grid of
cubes and generating six tetrahedra per cube. The lowest 5 percent of exterior vertices according
to the gravity direction are given a positional constraint. Gravity is applied as an external force. A
standard finite-elements structural analysis is used to compute the stress tensor throughout the
volume.

During runtime, each cut in T is evaluated by integrating the tension T, and shear T

computed from the stress tensor/ and the normal of that plane where A is the area of the cut:
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forre M= ) 2= [ @1+ a1 @) 34

Cer
As the authors note, there is significant user input required for this simulation. Both the

direction of gravity and material properties (density and modulus) are required. The following

objective, fragility, appears to be much more useful in the general case, as the authors also note.

3.2.4 Fragility

The fragility function penalizes thin parts that may be structurally unsound. First, Chopper
generates a set S of all the vertices in a part that have a normal n; similar within a threshold t to
the normal of the cutting plane n, such that n; - n, > t. Additionally, to account for parts with
bad normals, they look at the one-ring of edges for each vertex. If either the set of edges pointing
towards the cutting plane normal or the set pointing away are empty or non-contiguous, the vertex
is added to the set.

To produce a subset Sg,q4i, Of vertices leading to high fragility, any vertex further than a
threshold distance from the cutting plane is discarded from the set. Finally, for each remaining
vertex Chopper fires a ray towards the cutting plane. If the ray intersects with the mesh, the
corresponding vertex is also removed from the set. The fragility function is set to O if the set is
empty, or infinity otherwise.

0 if Stragiity = @
. T) = { fragility
ffragzllty ( ) oo otherwise

35
While this objective appears to be a better approach to evaluating the structural soundness of
a cut, the blanket rejection of any cut producing a “fragile” vertex seems unwise. A fragile section
containing one vertex just slightly within the threshold distance is considered equally as bad as a
fragile section containing hundreds of vertices nearly on the cutting plane. If any fragility
whatsoever is to be penalized so heavily that a cut is invalidated, the fragility objective should be

assigned a high weighting.
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3.2.5 Seam Unobtrusiveness

This objective attempts to force cuts to run through parts of the surface that are unlikely to be
visible or distracting. For each point on the model’s surface, a penalty p is computed for running
a seam through that point. This can be computed using geometry, texture information or with data
provided by a user. With the diagonal length of the model’s minimal oriented bounding box as

dy, the cost ¢(C) for a cut C is:

1
e(C) = —f pdx 3.6
dO 6C
The complete objective is defined as the sum of seam costs for each cut in T plus the
estimated costs £(P) for each unfinished part P whose upper bound of remaining parts @(P) > 1.
This is estimated to be equal to the most recent seam on P.

1
fseam = @_0<Z e(C) + E(Q(P) — 1)§(P)> 3.7

Cer pet
3.2.6 Symmetry

Symmetrical cuts on a reassembled object are more aesthetically pleasing. Chopper
approximates the model’s dominant plane of symmetry. 10,000 points are sampled from the
model’s surface and used to evaluate 500 uniformly sampled planes passing through the model’s
center of mass. The plane of symmetry 7,,,,.,,, is the plane resulting in the smallest Hausdorff
distance. The Hausdorff distance for a candidate plane is calculated by dividing the sample points
into two sets P; and Py, So that the points in P; fall on one side of the plane and the points in Py
fall on the other. The points in Py are reflected in the candidate plane, then for each point in P;,
and Py the minimum distance to a point in the other set is calculated. The Hausdorff distance is
defined as the largest of these minimum distance numbers.

A set of points P is sampled on all the planes of a candidate BSP. The root-mean-square
(RMS) distance between each point and its closest point under reflection is summed and

normalized by the diagonal of the initial bounding box d:
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1
fsymmetry (T) = d_OI}Jlg[PS (rqnel},l”p - TefleCt(qr Tsymm )”) 38

This objective is sound. The sampling ensures that this is still viable for very large models
although the sampling itself may become quite expensive with a high triangle count. There could
be cases when this objective directly competes with the seam unobtrusiveness objective. A seam
could be very obtrusive but lie on the approximate plane of symmetry, or be nearly invisible in
the reconstructed object but not at all symmetrical. Coping with such a case would require

significant user interaction to correctly balance the two objectives.
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Chapter 4

QChopper

QChopper uses the Chopper framework outlined in Luo et al. [14] and above. We have
different priorities in our design. Chopper was designed around a small-volume additive printer.
While we want our model to support the same type of decomposition, our focus is providing
segmentations for a much larger subtractive printer.

In addition, our models are physically and geometrically much more complex than the
models Chopper was created to process. We must also value speed much more highly than the
original Chopper implementation did. We examine a much smaller set of candidate cutting planes
than Chopper and our objective functions are faster to evaluate. We have also eliminated many of

Chopper’s objectives.

4.1 QChopper Cutting Plane Selection

As outlined in Luo et al. [14], we generate a set of candidate cutting planes to evaluate,
defined as m;; = (n;, d;) where n; is a plane normal and d; is the plane’s offset from the origin
along its normal. For our larger specimens, using the same method as Chopper would result in
almost 300,000 candidate planes.

Fortunately, our specimens tend to have planar symmetry closely aligned to at least one of
the axes of their minimal area bounding boxes, found using Har-Peled’s method [7]. We can take
advantage of this by only considering the 3 axes of a specimen’s minimal area bounding box as
potential normals. In practice we found that discarding the other 129 candidate normals did not
significantly affect the resulting segmentation.

Further to this, we discard the notion of a fixed interval between plane offsets. Instead, we

select 40 candidate offsets for each normal evenly spaced across the specimen. Through
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experimentation we found that 40 offsets provided a good tradeoff between speed and quality of

segmentation.

4.2 QChopper Objective Functions

Similar to Chopper, QChopper evaluates candidate cuts based on the linear combination of
weighted objective functions detailed below. We discarded many of the objectives used by
Chopper to improve the overall performance of the algorithm. Even using only the four objectives
we selected, the algorithm still takes well over half an hour to select the first cut on larger meshes

(>1,000,000 faces).

4.2.1 Face Ratio

This objective directly penalizes cuts that produce disproportionately small pieces. Because
of the initially large size of the meshes we are working with, this is necessary to ensure
subsequent cuts are evaluated more quickly. It functions by comparing the face counts of the
largest and smallest pieces by face count in the current segmentation. We only wish to penalize
extreme cases so we define a threshold ratio under which this objective evaluates to 0. For a BSP
T containing F parts with face counts F; , and a threshold ratio of r this objective can be

calculated with:

max(F; y) - 0> 41

ffacecount = maX(min(Fl..N) -

This objective approaches infinity for large ratios but remains close to 0 for smaller ratios.
Since this is necessary primarily to force subsequent cuts to be selected more quickly this works

well.

4.2.2 Fragility

Our fragility objective differs from the original implementation of Chopper. While we want
to avoid and penalize thin and physically fragile sections of mesh segments all of the time, this is

unfortunately not viable given the size and complexity of our models. Instead of outputting a
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binary {0, o} we output a continuous value to signify how severe the thin sections of the mesh
are. For BSP T and a distance threshold d we create a set of vertices VV based on two criteria.
First, we consider all vertices within distance d of the most recent cutting plane P with normal
Py. Second, we restrict the set to those vertices that have a normal close to perpendicular to P.
We found that including vertices with dot products > 0.9 produced good results. Finally, for all

vertices V; in V we calculate the final value of the fragility objective as:

Frragiy = ) dist(Vi, PY(Py - Vi) 42
i

4.2.3 Piece Count

In order to ensure that our segmented models can be easily reassembled, we penalize cuts
that produce more than one additional physical part. This is simple to calculate — we count the
number of connected pieces of mesh produced by the most recent cut as C and let the objective’s

value be:

fpieceCount =C—-2 4.3

4.2.4 Undercuts

An undercut is a manufacturing term. In our case, it refers to any set of adjacent triangles in
our surface mesh with normals that point downwards. Using our subtractive printer, undercuts are
more time-consuming to cut so we want to minimize both the number and severity of any
undercuts that occur.

Since our cuts tend to produce large, flat surfaces we restrict the possible orientations of parts
to use our cutting planes as baselines. For each orientation ¢ in the set oforientations®, we
compute the dot product drbetween each triangle T’s normal and the current down direction and

the area of each T as Ay.
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= min
f undercut pED

<ZT | dr <0 dTAT> 44
XrdrAr

In addition to functioning as a normal objective function, our undercut objective is used to

orient each piece for printing.

4.3 QChopper Termination Conditions

Depending on the model and the desired results we can set QChopper to terminate when any
or all of three stopping conditions are met. This allows for a significant amount of manual control
over the final segmentation. Depending on the initial model, one or more stopping conditions can
be configured to allow the operator to change the plane selection criteria, or the weighting or

settings of any of the objectives to produce a better, more accurate result.

4.3.1 Maximum Face Count

We can set the algorithm to terminate when every piece has fewer than some set number of
maximum faces. When a subtractive (cutting) 3D printer plans a path for its cutting bit, there
appears to be a relationship between the number of faces in the mesh and the complexity of the
planning task. For meshes that will be printed with this technique, ensuring a maximum face

count per part can be a valuable way to limit the time taken in the process.

4.3.2 Minimum Cut Count

We can set the algorithm to terminate when a certain number of cuts have been made. Setting
the minimum cut count for termination to 1 allows a user to adjust the algorithm’s settings for
each cut independently of the others. In future, this could be automated to produce a more

adaptable automatic approach.

4.3.3 Maximum OBB Dimensions

To ensure every piece of the final segmentation will fit inside a certain print volume we can
provide a set of dimensions. Once every part in the BSP can fit inside this volume this condition

is considered met. This condition exists primarily for additive printers where undercuts are
26



unnecessary so the condition is evaluated using the dimensions of a part’s minimum volume OBB

rather than respecting its current orientation.
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Chapter 5
Results

5.1 Results Outline

We performed tests using many models, but have selected four here to illustrate the impact

that topographical complexity and size have on QChopper’s results.

Figure 5.1 Stanford Bunny

(35,947 vertices, 69,664 faces)
Figure 5.1 Stanford Bunny is our baseline mesh as it is simple but still contains interesting
topography. Typically a configuration of QChopper will not perform well on more complex
meshes (Paleoparadoxis Femur, Cervical Vertebrae or Corythosaur Skull) if it produces poor

results for the Stanford Bunny.
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Figure 5.2 Paleoparadoxia Femur

(322,319 vertices, 644,629 faces)
Figure 5.2 Paleoparadoxia Femur is one of our smaller models and we use it as our simple
case. If a configuration of QChopper performs well on the bunny, we can get a better idea of its

performance using this femur.
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Figure 5.3 Cervical Vertebrae

(911,560 vertices, 1,823,276 faces)
It is significantly more difficult to perform a good segmentation on Figure 5.3 Cervical
Vertebrae. The model is much more complex than the femur; There are more surface
irregularities, there is a handle in the middle and there are protrusions on either side (shown top

left and bottom right in Figure 5.3).
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Figure 5.4 Corythosaur skull

(957,177 vertices, 1,899,550 faces)
Our final model is one of the most difficult to segment using QChopper. Figure 5.4
Corythosaur skull contains even more protrusions than the cervical vertebrae, and has more
potential for undercuts than any of the other models. Although this is not the largest model we

had to work with, it is one of the best quality large meshes that were available to us.

5.2 QChopper Timing

We have outlined the performance implication of segmenting models of our complexity.
Presented in Table 5.1 QChopper Time Comparison

31



are running times for the same configuration of QChopper on each of our four models. This

is significantly faster than performing the segmentation manually.

Model Vertices Faces First Cut Second Cut Third Cut
(minutes) (minutes) (minutes)

Bunny 35,947 69,664 0.65 0.24 0.15

Femur 322,319 644,620 | 5.47 3.76 2.28

Vertebrae 911,560 1,823,276 | 17.67 10.92 8.44

Skull 957,177 1,881,227 | 22.17 22.47 15.31

Table 5.1 QChopper Time Comparison
5.3 QChopper Segmentations

5.3.1 Bunny Segmentation

This segmentation of the bunny used three cuts as a stopping condition.

We set our Face Ratio objective (4.2.1) with a weight of 10, and used a r value of 1.5. Our
Fragility objective (4.2.2) used a weight of 5. Our Piece Count objective (4.2.3) was weighted
most heavily with a weight of 50. Finally, our Undercut objective (4.2.4) also used a weight of 10
and did not take triangle area into account. Figure 5.5 illustrates the results of this segmentation.

This configuration of objectives is used as a starting point for all subsequent demonstrations.
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Figure 5.5 Bunny Segmentation

Left is the segmentation within the original mesh, right is the reorientation of pieces to minimize

undercuts

5.3.2 Femur Segmentation

For the femur segmentation, our stopping condition was that each piece should have less than
100,000 faces.

Our weighting of objective functions was the same as for the bunny. Although the femur is a
much denser mesh, it doesn’t require much adjustment to the objectives to create a good
segmentation. In fact, almost every configuration of objectives we tried produced an adequate

segmentation on the femur. Figure 5.6 illustrates the results of this segmentation.
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Figure 5.6 Femur Segmentation

Top-left is the segmentation within the original mesh, the remainder is the reorientation of pieces

to minimize undercuts
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5.3.3 Vertebrae Segmentation

Although the bunny and the femur are easier cases to segment, they consistently provided a
good starting configuration for more complicated meshes. The vertebrae mesh is the first of those.
As with the simpler cases, the Piece Count objective was weighted most heavily at 200, followed
by Face Ratio at 5 and the Fragility and Undercut objectives weighted at 1. With this mesh in
particular, the large number of protrusions around the edges of the mesh caused consistently high
Undercut penalties over all cuts. With a higher-weight Undercut objective, the algorithm
preferred slicing off tiny pieces of the mesh rather than making larger cuts. A remaining example
of this undesirable behavior can be seen on the right side of Figure 5.7, although this particular
cut was followed by some more aggressive cuts that greatly minimized the degree of undercuts in

the final segmentation.
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Figure 5.7 Vertebrae Segmentation

5.3.4 Skull Segmentation

As with the vertebrae mesh, the skull mesh had enough surface complexity that the weighting
of the Undercut objective had to be reduced. The configuration used to produce the segmentation

in Figure 5.8 was the same as was used for the vertebrae segmentation.
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Figure 5.8 Skull Segmentation

5.4 Conclusion

The results and performance of QChopper are currently adequate to solve the original
problem of printing large 3D meshes and is currently being used by Research Casting
International to assist in their work. Without QChopper any segmentation would be done
manually, a very time-consuming process. Since the goal of this research was to directly assist
them with processing their large models this is excellent. Figure 5.9 shows an example of a
QChopper-segmented mesh that has been printed for reassembly. Research Casting International

was also able to use QChopper in preparation for an article in National Geographic.
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Figure 5.9 A photograph of a 3D-printed fossil, segmented by QChopper and printed by Research

Casting International
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Chapter 6

Future Work

6.1 Parallelization

There is potential to improve QChopper's performance with parallelization. For each cut,
QChopper evaluates a number of candidate cutting planes. Each candidate cut is performed and
the objective functions are evaluated on the resulting segmentation. This evaluation process is

slow and could be run on separate processors to reduce the overall time.

6.2 Candidate Plane Selection

QChopper currently uses a part's oriented bounding box to determine the orientation of
candidate cutting planes. This seems to work reasonably well but there may be room for
improvement by augmenting or replacing those orientations with other methods that examine the
mesh more fully. Intuitively, making a cut as close to a mesh's approximate plane of symmetry
should tend to produce good quality segmentations. In fact, for many of our meshes the oriented
bounding box provides an orientation similar to an approximate plane of symmetry.

Since plane evaluation is by far the most expensive part of QChopper there may be merit in

using higher quality approaches to plane selection.
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